This paper is VERY good, and I enjoyed reading it.   But please remember that you will not be able to quote from books at the exam.

A good A!

Congratulations.  Hilde 

Distributive justice through utilitarianism and welfare economics
Hallvard B. Norum
  Utilitarianism and welfare economics are examples of welfarist theories. The term welfarist denotes theories that use individual welfare as the basis for judging the state of society. Both utilitarianism and welfare economics are consequentialist theories, setting them apart from other systems such as deontological and virtue ethics. The underlying principle of a consequentialist theory is that the moral quality of an action, a decision or a policy is determined solely by its outcome. 
  Distributional justice is justice in the distribution of economic goods in a society (Bojer 2003:7). In this paper, I will discuss utilitarianism and welfare economics and their approach to distributive justice. Utilitarianism is mainly a school of philosophy and ethics, while welfare economics is more of a theoretical framework analysis. The two systems have a lot in common when it comes to basic concepts and ideas, among others the measurement of human welfare in terms of utility. On the other hand, the two have different approaches to the concept of equality. I will argue that welfare economics as such does NOT imply a distinct distributive justice, but its use in discussions about distributive justice makes it worthwhile to examine whether the framework is suitable for that particular task. I will not distinctly separate the discussion between the two systems. Instead I will use utilitarianism as a starting point, and then discuss the two systems separately when I feel that it is relevant. 

Utilitarianism

  The foundation of utilitarianism is widely credited to the English philosopher and jurist Jeremy Bentham (1748 – 1832). Since the time of Bentham, utilitarianism has been developed into different branches, such as act utilitarianism, rule utilitarianism, two-level utilitarianism and negative utilitarianism. Several modern utilitarians, such as the Australian philosopher Peter Singer, have expanded the system to include not only humans, but also other sentient beings such as animals. In this paper I will focus on the aspects of the theories concerning humans.
  Utilitarianism is often described through the phrase “the greatest good for the greatest number of people”. The phrase is somewhat ambiguous, and mathematically it makes very little sense. Nevertheless, different forms of utilitarianism have developed different interpretations of the principle. Key concepts of utilitarianism are happiness or pleasure on one side, and pain and suffering on the other. The utilitarian goal is to maximize happiness and pleasure, and minimize pain and suffering – although the latter isn’t always spelled out but rather implied. The different branches of utilitarianism use different approaches to achieve this, but the underlying principle remains the same. 
  An often used term for “happiness” or “pleasure” is utility. Utility is achieved through the satisfaction of human needs, or preferences, and is viewed as the end goal for any individual. This makes utilitarianism an individualist theory, meaning that individual welfare is the only measure that is morally relevant. A critical assumption in most versions of utilitarianism is that human utility is in some way commensurable, and that it can be aggregated among individuals. So what is the utilitarian approach to distributive justice? According to the basic idea, economic goods should be distributed in such a way that it maximizes total utility (Bojer: 22). Several attempts have been made to build a moral foundation for this (Kymlicka: 32), but the common approach is egalitarian – that all people are to be considered equals: 



1. people matter, and matter equally; therefore


2. each person’s interests should be given equal weight; therefore


3. morally right acts will maximize utility

(Kymlicka 2002:33)
For the sake of simplicity, I will assume that population size is given and constant. Then, maximizing utility in a population of n individuals with m economic goods can be formulated as: 
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  This is the basic utilitarian maximizing principle described through microeconomics. In welfare economics, microeconomic tools are often used to discuss different aspects of distribution. Interestingly, several of the concepts and assumptions in utilitarianism and welfare economics are similar – and are subject to the same criticisms. 

  In the specification used above, W is the aggregated utility, or “welfare”, in society. Each U-function is a utility-function that represents an individual and the utility she gets from obtaining the x’s, the economic goods. For instance, X32 is the amount of good number three given to person number two, and the sum of all individual piles of X3 is equal to the total amount of X3 – which is taken as given no matter what the distribution will be. How much utility an individual gets from receiving a certain amount of a particular good depends on that individual’s preferences, which are also taken as exogenous. It is normally assumed that for each good, each individual has positive but diminishing marginal utility
, which means that:
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  The solution to this problem is then, skipping the calculus, to distribute the goods so that for each good the marginal utility is the same across individuals. In practice, this means that if in such a situation an extra unit of good number three fell from the sky, every individual would get the same amount of extra utility were he or she to obtain it. 
  To some extent the result of the process may seem fair; fine Champagne will be given to those that can truly appreciate it while those who can’t taste the difference won’t mind drinking the cheap stuff anyway. People in bad health will gain much utility from receiving health care, and will therefore get more healthcare than healthy people. Not necessarily: it would depend on the cost But while the mathematics may seem straightforward, the framework may be criticized for being dehumanizing. People are regarded as “utility producing machines”, and preferences are merely a measurement of how efficient these machines are at utilizing the factors of production – the economic goods. But people are indeed more than machines, and it is unlikely that even the most sophisticated mathematics can represent the complexity of human nature. While utilitarians may not employ mathematics the same way as a welfare economist would, the problem of incommensurability persists. If good number two is bread and good seventy five is Victorian poetry, it is not clear that you could compare the utility gained from them in any meaningful way – mathematics or not. 
  As for distributive justice, it is evident that the process has no concern for equality in distribution, it is inequality neutral. The marginal rates of utility being the same for all individuals doesn’t mean that each individual gets the same amount of utility, as illustrated in the two-person diagram below:
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 The resulting utilitarian distribution is that at point A, resulting in Paul getting a much larger share of the good than Sheila (although it is hard to depict graphically, this example can easily be expanded to more goods and more people) and also more utility (the area under each person’s graph). This challenges the intuitive concept of fairness – that each should have a fair share of society’s resources. A utilitarian might say that there is no such thing as a fair distribution, it is utility maximizing that is fair (Kymlicka 2002:39) But, to make utilitarianism more appealing, he could argue that for a starving person, food yields a high level of utility and therefore maximizing utility will ensure that nobody ends up hungry – which coincides with what most people think is fair. One could argue that this principle applies to all necessary goods, and for other goods a person would have lower or higher marginal utilities according to personal taste. Hence, utility maximizing would result in a “fair” distribution of necessary goods and a distribution of the other goods to those that value them the most – which is also “fair”.
  Several objections can be made to this argument. First of all, if a “fair” distribution of necessary goods happens, it is not because it is fair but because it is a by-product of maximizing utility. This seems morally backwards. Secondly, the more people think they deserve, the more they will get (by definition of preferences), and that seems to reward selfishness. In his book Anarchy State and Utopia (1974), Robert Nozick challenges the utility maximizing principle with his hypothetical “utility monster” – a being with an extreme marginal utility for every economic good at any quantity. In order to maximize utility, all economic goods would have to be given to the monster. While the utility monster may seem like a rather unrealistic being, one could easily challenge the maximizing principle with more real world examples. Suppose that a traffic accident left Stephen with serious brain damage and paralysis from the neck down. He now has few, but some, preferences left. A relatively large amount of resources must be allocated to Stephen just in order to keep him alive, not to mention giving him some kind of meaningful life other than lying in his bed and staring at the ceiling all day. Maybe the resources spent caring for Stephen could produce more utility elsewhere? The doctors taking care of him could spend their time giving women silicone breast implants instead. The resulting utility for the women feeling better about themselves (and their boyfriends’ enjoyment) may exceed that which Stephen gets from staying alive. So if that were the case, should we let Stephen die in order to maximize utility? To most people, this would seem morally counterintuitive, although it is a theoretical possibility using utilitarian calculus. 
  A utilitarian might argue that knowing that people as unfortunate as Stephen are taken care of gives other people utility because it gives them a feeling of security; they know that if they were ever to endure a similar accident they too would be taken care of. Some people, if not most, would also feel that taking care of Stephen is the right thing to do, so because it maximizes utility Stephen will be taken care of. But again the argument seems morally backwards: We take care of Stephen because it maximizes utility because people think it’s the right thing to do. Not because taking care of Stephen is the right thing to do and therefore maximizes utility. 
  There is another problem with utilitarian calculus that is related to the Stephen example and that is concerning external preferences (Kymlicka 2002:38) – the individual’s preferences concerning what others get. If we accept the utilitarian argument for taking care of Stephen, we have accepted that external preferences enter into the utility calculations. Using the specification on the previous page, that means that the utility function of each individual is expanded to something like: 
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  Now, person number one cares not only about what she gets herself, but also about what other people get. If people on average think that a “fair” distribution is good, then a “fair” distribution may very well maximize overall utility. But what if an individual number thinks homosexuality is wrong, and therefore thinks that heterosexual people should receive more? Then this would logically enter the equation as a higher marginal utility of goods given to heterosexuals than homosexuals – and is valued as preferences of equal moral weight as any other preference. But this violates the belief among many that sexual preference should be irrelevant when it comes to distributive justice. And secondly, it violates the utilitarian’s own principle of people being treated as equals:
For if external preferences are counted, then what I am rightfully owed depends on how others think of me. If they think I am unworthy of equal concern, then I will do less well in the utilitarian aggregation. But utilitarians cannot accept that result, because utilitarianism is premised on the view that everyone ought to be treated as equals.
(Kymlicka 2002:38)
Welfare economics and equality
  In welfare economics, one way of addressing inequality is through at mathematical tool called the social evaluation function. Graphically it is usually represented through indifference curves that illustrate different outcomes that are considered of equal value. Using a simple economy consisting of two people, Jenny and Frank, the points on the social indifference curve would have to satisfy the condition: 
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W is the “overall welfare” in society, J is Jenny's utility, F is Frank's utility and C is a positive constant. By definition, all values of J and F that satisfies the above equation are equally desirable. Through the specification of the social evaluation function, one could now put a “utility price” on inequality. This is referred to at the degree of inequality aversion. Depending on the degree of inequality aversion, the indifference curves will have different shapes: 
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  Here, Jenny’s and Frank’s utilities are measured on their respective axes. The first indifference curve is a utilitarian one (inequality neutral) where only total utility matters, and the distribution is irrelevant for overall welfare. The second is a maxi-min indifference curve where there is no improvement unless there is a gain for the one who is worst off. The third is a Bergson-Samuelson indifference curve (Bojer: 29) with some degree of inequality aversion, meaning that if we reduce the utility for the individual who is worst off, the other individual must be compensated by a factor greater than one in order for the distribution to be regarded as equally valuable.
While inequality has now entered the calculus, it is not clear what kind of inequality we should be ready to accept. And it is also unclear to whom the outcomes on the indifference curve would be considered of equal value, and why they do so. Certainly, Jenny and Frank wouldn’t be indifferent as they “slide up and down the curves”. Expanding the social evaluation function to account for more individuals will not make things any easier. Therefore, I would argue that welfare economics as such has no integrated distributive justice, but needs some form of distributive justice that is derived from a moral standard outside the framework. 
Using money and “willingness to pay” as proxies for utility 

  In modern societies, distribution of many goods happens through some sort of market backed up by a monetary system. Money is then an intermediate for acquiring economic goods. The idea behind the market is related to utilitarianism in the sense that goods will be distributed to those that value them the most – at least if we ignore the huge differences in access to money. Some goods are often, and for very good reasons, not distributed through a market, such as public parks or fire fighting services. In many countries there are fierce disagreements about whether certain goods, such as health care, should be distributed through a market or not. Using the utilitarian principle, one should choose the distributional system that yields the most utility overall, although there is a risk that some people will be very unfortunate while others thrive. In welfare economics, the principle of seeking maximum utility is often sought through various “corrections of market inefficiencies” (Vislie, Strøm: 159), but the obtainable “maximum” may be restricted by other distributive goals. 
  With the existence of markets, the public and academic debate about distributive justice often boils down to the distribution of income and wealth. It is widely accepted that society ought to seek some form of equality, but there are strong disagreements about what equality to seek (Bojer: 46). It may for instance be impossible to distribute wealth so that everyone gets the same amount of utility, because people like the brain-damaged Stephen may never get to the same utility level as healthy people no matter how many resources we provide him with. One could of course lower the standard of living for everyone else in order to achieve “equality”, but it seems unreasonable that the most unfortunate should dictate the “happiness” of everyone else. If we instead aim for equality of income, we face the problem that people have different needs – some people don’t care that much about material goods other than their basic needs, some people collect expensive stamps and others, like Stephen, need a high amount of resources just to survive. A third view is to seek that everyone as far as practically possible has an equal opportunity of acquiring income, but the interpretations of “equal opportunities” are also subject to heavy debate. 
  As already mentioned the amount of money in the bank may not be a good indication of welfare due to different tastes and needs. Economists have tried to overcome part of this problem by using the term “willingness to pay”. This makes it possible to account for goods that you don’t buy in a store, such as leisure. If someone chooses not to work as long hours as his neighbour, and therefore receives less income, his willingness to pay for the extra hours off is at least equal to the money he could have earned had he chosen to work. But measuring overall welfare in society by aggregating the total “willingness to pay” is not exactly easy, as you would have to extract enormous amounts of information that may not be easily accessible. 

  There are also other problems associated with using income or willingness to pay as proxies for individual utility. One problem is that of irrational preferences. In economics, preferences are often assumed to be given, consistent and rational. This principle is called preference autonomy in utilitarianism and consumer sovereignty in economics. It implies that if Anne chooses a diet of mainly fast food and brownies, it is a result of careful analysis where the utility gained from choosing fast food instead of more healthy alternatives is weighted against the risk of health problems in the future. But one could argue that the desire for fast food is irrational, that Anne doesn't know what is best for her. As a response, a welfare economist might say that the fast food diet is a result of an information problem, and that the government could correct this “market failure” with education and information campaigns on healthy food. But even in the most educated countries people still take up smoking, and that is hardly because they don't know the risks involved. A utilitarian might address this problem by distinguishing between true (informed) preferences and false preferences, and say that the distribution of goods should be based on each individual’s true preferences. But it is not clear how one would go about “correcting” people’s preferences, and by what moral standard they should be corrected. That said, it is widely accepted in most countries that the authorities prohibits some things that are bad for us, such as certain additives in food. It is not up to the individual to willingly take on the risks associated with consuming them. They are banned, and this can be seen as a pragmatic approach to “correcting people’s preferences”.
  Preference autonomy also ignores the problem of adaptive preferences. People who have resigned to a particular fate, for instance slavery, might have no idea how they would value certain economic goods were they to live in freedom – and their current preferences reflect just that. The same applies to people living in some of the poorest areas of the world. They may have adjusted their preferences to reflect what it reasonably achievable – which isn’t much. That does not mean that these preferences should form the basis for justice in distribution. 
It is also worth challenging the underlying assumption in welfare economics that “more is always better”, meaning that the more economic goods we can produce, the more welfare we will get. If by welfare we mean “happiness”, then one would expect people to feel happier as the amount of economic goods increase. But that is not always the case. Studies have shown that in general, people in poor countries are less happy than people in rich countries (Weil 2005:510). But among countries where average income is less than $15000 per capita there is on average NO relationship between income and happiness. And for countries with income greater than $20000 per capita there is no further effect of income on happiness (ibid). Therefore, one could argue that “the greatest good” doesn’t necessarily imply the greatest amount of goods. 
Conclusion 

  Using only individual welfare, or utility, as an approach to distributive justice is highly questionable. It is highly unlikely that an individual's utility can be easily expressed through a number, or that it is meaningful to compare utility from all goods or bads – not to mention among individuals. This problem is present no matter what unit one chooses to measure utility by. Therefore, one could argue that utilitarianism and welfare economics are flawed even before one reaches any conclusion about distributive justice. 

  As for utilitarianism, the fact that its distributive justice is based on individual preferences, and that these preferences seem inadequate at forming any moral standard, there are strong arguments for seeking distributive justice through some other approach. 

  That does not mean, however, that utilitarianism or welfare economics are completely pointless. The utilitarian principle of distributing resources where they will do the most good may in many cases be a quite sound principle. But it cannot be the ONLY principle we are guided by. 

  If we are to discuss distributional justice we do sometimes need an account of human welfare, even if it is not one hundred percent precise. Economic policies are never tailored to the individual, but rather to groups with similar characteristics. Welfare economics may in that sense be a useful tool for approximating this welfare, as long as the framework and conclusions are carefully scrutinized with respect to how well they stand up to real life. 
I miss something about the utilitarian SWF being the choice form behind a veil of undcertainty (according to Harsanyi), but I realise that in a limited space ypu cannot in clude everything.
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� In welfare economics one could also account for economic bads, such as pollution. The marginal utility of a bad is negative, and can be either increasing or diminishing in magnitude depending on the nature of the bad.  
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