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Bias
It’s only in the large-sample limit that maximum likelihood is unbiased.

An elementary example of bias is what happens if you use a data set to first estimate the
mean 𝑥 and then estimate the variance 𝜎! of that data set.

It can be shown (let’s use the well-known result and derive it later) that the minimum-variance

estimate of the variance !𝜎! = "
#
∑
$%"

#
(𝑥$ − 𝑥)!, with 𝑥 = "

#
∑
$%"

#
𝑥$ tends to underestimate 𝜎!.

The average bias can be shown to be corrected by replacing

𝑁 ⟶ 𝑁 − 1: !𝜎! = "
#&"

∑
$%"

#
(𝑥$ − 𝑥)!

which stops being an issue when 𝑁 ≫ 10
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Bias
Another way to think about this is that we have «used up» 1 degree of 
freedom to calculate 𝑥

This is analogous to calculating the 𝜒! after a fit of 𝑛 data points to 𝑚
parameters (e.g. 2 for a line with slope and intercept). 

The 𝜒! = ∑
"#$

% &''((*',,)
.'

!
should be compared to the 𝜒!-distribution for 

𝑛 − 𝑚 degrees of freedom since we have «used up» 𝑚 dof to identify 
the best-fit curve.
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BONUS: Derivation of bias in 𝑆!

𝑆! = "
#
∑
$%"

#
(𝑥$ − 𝑥)!, with 𝑥 = "

#
∑
$%"

#
𝑥$

"
#
∑$(𝑥$ − 𝑥)! = "

#
∑$ 𝑥$! − 𝑥!

Use 𝑥$ = 𝜇 + 𝜎𝛿$ (fluctuations about model parameters, also for 𝑥)

𝑆! = "
#
∑$ 𝜇 + 𝜎𝛿$ ! − "

#!
[∑$(𝜇 + 𝜎𝛿$)][∑&(𝜇 + 𝜎𝛿&)]

= "
#
∑$(𝜇! + 𝜎!𝛿$

! + 2𝜇𝜎𝛿$) −
"
#!
[𝑁𝜇 + 𝜎 ∑$ 𝛿$][𝑁𝜇 + 𝜎 ∑& 𝛿&]
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BONUS: Derivation of bias in 𝑆!

So far S" = #
$
∑%(𝜇" + 𝜎"𝛿%" + 2𝜇𝜎𝛿%) −

#
$!
[𝑁"𝜇" + 2𝑁𝜇𝜎∑% 𝛿% + 𝜎" ∑% 𝛿%" + 𝜎" ∑%∑&'% 𝛿%𝛿&]

Average over datasets: 

𝑆" =
1
𝑁

𝑁𝜇" + 𝑁𝜎" + 0 −
1
𝑁" 𝑁"𝜇" + 0 + 𝑁𝜎" + 0 = 𝜎" 1 −

1
𝑁

= 𝜎"(𝑁 − 1)/𝑁

So 𝑆" < 𝜎"

To correct for the bias, we should use  @𝜎" = 𝑆" $
$(#

= #
$(#

∑
%)#

$
(𝑥% − 𝑥)"

which we can use further in the error on the mean 𝜎* = 𝜎/ 𝑁

96



A. Read, U. Oslo

BONUS: Deriving errors
This “trick” of expressing the observables in terms of the model parameters and the expected 
statistical fluctuations is extremely powerful.

You can derive expectation values and variances even in situations with tricky correlations.

A nice example is estimating the uncertainties on counts in a histogram bin if there are, e.g., 
2 entries per event and both entries are expected to have the same pdf. 

The naïve uncertainty is 𝑝%2𝑁, where 𝑝% is probability per entry to end up in histogram bin 
𝑖, and 𝑁 is the number of events. 

Due to correlations between the two entries (both tend to end up in the bins with the 
largest values of 𝑝%), the uncertainty turns out to be 𝑝%2𝑁 1 + 𝑝% .

The limiting case of a single bin (𝑝% = 1) is an uncertainty of 2 𝑁, which makes sense 
since you are in fact measuring 𝑁 and counting each event twice.
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Confidence limits

In HEP and NP there are many examples of experiments with null 
results, e.g., Higgs boson searches before 2012 and neutrinoless double-
𝛽 decays

Suppose one searches for an exotic nucleus or a new particle, say a 
charged Higgs boson of a particular mass, and observes zero events. How 
high can the predicted counting rate be before it becomes very unlikely 
to not observe candidates in the data?
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Confidence limits
The probability of observing zero events from a Poisson process 

𝑃(𝑛|𝜇) = !"#"$

#!
is 𝑃(𝑛 = 0|𝜇) = 𝑒%" "

%

&!
= 𝑒%"

To set a 95% confidence level upper limit on the counting rate 
we solve for 
𝑒%" = 1 − 0.95 = 0.05, i.e. we solve for the rate that gives a 
probability of seeing zero events of 5%.

In other words, we most likely (95%) would have observed at 
least 1 exotic nucleus or 𝐻± if it were a true hypothesis.

Another way to think about it, is that if nature does happen to 
be *at* the limit on 𝜇, we are guaranteeing that on average 1 
out of 20 experiments will falsely exclude it (i.e. observe zero 
𝐻±). 
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Confidence limits
It turns out that 𝜇 ≈ 3 for 𝑒(+ = 5%.

In HEP 𝜇 often consists of a product of integrated luminosity, detection efficiency, and a 
predicted cross-section, so we can interpret the upper limit on 𝜇 as an upper limit on the cross-
section.

If the predicted rate is higher than 3, then the probability of observing zero is less than 5%.

Question: What does 𝜎 ≥ 2.5 fb excluded at the 95% CL mean? The cross section is most likely
small (smaller than 2.5 fb). If the cross section turns out to be 2.5 fb, then we have been
unlucky and falsely excluded it – this should happen in only 1-0.95=5% of experiments.

Similar considerations can be used to set lower limits on nuclear or particle (e.g. proton) lifetimes 
if no decays are observed during a certain exposure time of the experiment (see Leo).

Life gets very interesting when the estimated background is of the same order as the hypothetical
signal being searched for and more than zero events are observed! (see, e.g., the pdg review of
statistics or «wikipedia CLs method»)
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Binned data - Pearson’s 𝜒!
Very often we fit curves to binned data (histograms), where the error
naively should be the uncertainty on the number of counts in that bin.

It can be shown that Pearson's 𝜒" = ∑
%)#

$ (-&(.(/&,𝝁))!

.(/&,𝝁)
gives a 𝜒!

distribution with 𝑁 −𝑚 degrees of freedom, where 𝝁 has dimension 𝑚, 

whereas 𝜒" = ∑
%)#

$ (-&(.(/&,𝝁))!

-&
does not.

Note that the number of counts in every bin should be  𝑦% >∼ 5 for 
this to be a good approximation.

This example is without a fit, so 𝑁bins degrees of freedom

Question: What would we have to change if we fitted a line (with
slope and intercept) ? We would have to subtract two degrees of
freedom when evaluating the chi-squared probability.
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Pearson’s 𝜒! with fitted line (2 dof)

104

https://github.uio.no/FYS4505/data-analysis/blob/main/python/pearsonsChisquared.ipynb


A. Read, U. Oslo

Nuisance parameters (NP)

Parameters of a model that need to 
be fitted but that are not of primary
interest: NP

Example: 𝐻 → 𝛾𝛾

Amount of signal (Gaussian-like 
peak) is of primary interest - POI

Amount and distribution of
background (exponential of
polynomial: 2-3 parameters) is of
necessary but secondary interest –
NP
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Nuisance parameters
NP’s often associated to 
systematic uncertainties
(constraint term in likelihood)

NP’s broaden the log-likelihod
profile

Multiplicative NP’s introduce non-
linearity (need numerical solution)

Additive NP’s can sometimes be 
treated analytically
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Nuisance parameters
Simple additive example: 

𝜒" =
𝑥 − 𝜇 + 𝛿 "

𝜎" +
𝛿"

𝜎3"

𝜇 is parameter of interest (POI)

𝛿 is nuisance parameter (NP) of
systematic uncertainty 𝜎3

4!

5"!
constrains the NP (here Gaussian pdf)  

67!

6+ = 67!

64 = 0 = 2 /( +84
5!

= −2
(𝑥 − 𝜇 + 𝛿 )

𝜎" +
2𝛿
𝜎3"

⇒ 𝜇̂ = 𝑥, 8𝛿 = 0 (global minimum)
107

Away from minimum 𝛿 = 𝛿(𝜇): 
/01
2!

= "
2!
+ "

29!
𝛿

Solve for 𝛿(𝜇) and replace in 𝜒!

One page later... 𝜒! = /01 !

2!329!

i.e. 𝜎! → 𝜎! + 𝜎4!

In other words, the introduction 
of the additive systematic 
uncertainty on 𝜇 gives 

𝜎! → 𝜎! + 𝜎4!
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Nuisance parameters (details)

𝛿 = (/(+)
5!

5!5'!

5!85'!

𝜒" = /(+ (4 !

5!
+ 4!

5'!

𝜒" = /(+ !

5!
+ 4!

5!
− "4(/(+)

5!
+ 4!

5'!

𝜒" = /(+ !

5!
+ 𝛿" 5

!85'!

5!5'!
− 2 (/(+)

5!
(/(+)
5!

5!5'!

5!85'!
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𝜒" = /(+ !

5!
+ 5!85'!

5!5'!
/(+ !

5(
5(5'(

5!85'!
! − 2

/(+ !

5(
5!5'!

5!85'!

𝜒" = /(+ !

5!
1 + 5'!

5!85'!
− 2 5'!

5!85'!

𝜒" = /(+ !

5!
5!85'!85'!("5'!

5!85'!

𝜒" = /(+ !

5!85'!
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Nuisance parameters
In other words, the introduction of the 
additive systematic uncertainty on 𝜇
gives 𝜎! → 𝜎! + 𝜎4!

Question: What could we do if there 
were several independent sources of 
additive uncertainty on 𝜇?

Add them in quadrature! 

𝜎! → 𝜎! + 𝜎"! + 𝜎!! + ⋯
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Curve-fitting (examples)

Extracting information about a 
signal from a fit of data to a 
parametric statistical model

111

Following particles through an 
experiment (charged particles in a 
magnetic field)
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Curve fitting
How is the green band calculated?

How are the contours of constant 𝜒( found?

How do we expect the points 𝑚, 𝑏 to be distributed? This
determines the uncertainties we quote for a single observed 
dataset.

This is directly related to the previous question and two 
additional questions:

What are the variances on 𝑚 and 𝑏?

What is the covariance between 𝑚 and 𝑏? It’s clearly 
neither zero nor maximal covariance.
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Curve fitting – the green band
The green band answers the question about how much the fitted line could vary at 
any given 𝑥.

The fit is our best estimate of where the line is, so:
Q𝑦 = 𝑓 𝑥 = S𝑚𝑥 + T𝑏

We have to propagate uncertainty, but we can’t neglect the covariance: 

𝜎)( =
𝜕𝑓
𝜕𝑚

(
𝜎*( +

𝜕𝑓
𝜕𝑏

(
𝜎+( + 2

𝜕𝑓
𝜕𝑚

𝜕𝑓
𝜕𝑏

𝑐𝑜𝑣 𝑚, 𝑏

𝜎)( = 𝑥(𝜎*( + 𝜎+( + 2𝑥 ⋅ 𝑐𝑜𝑣(𝑚, 𝑏)

The fitting-software will typically return information about the covariance matrix:

Σ =
𝜎*( 𝜌𝜎*𝜎+

𝜌𝜎*𝜎+ 𝜎+(
, where 𝜌 ≡ ,-.(*,+)

2)2*
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Curve fitting – the green band
The fitting-software will typically return information about the 
covariance matrix:

𝐶 =
𝜎5! 𝜌𝜎5𝜎6

𝜌𝜎5𝜎6 𝜎6!
, where 𝜌 ≡ 789(5,6)

2:2;

P.S. Some software may also return or display the correlation matrix, 
where all the elements of the covariance matrix are divided by the 
relevant 𝜎$𝜎&. The diagonal terms of the correlation matrix are all 1 
and the 𝜌$,& are all between ±1, e.g.

𝝆 3×3 =
1 𝜌"! 𝜌"=
𝜌!" 1 𝜌!=
𝜌=" 𝜌=! 1
115
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Curve fitting by hand
To gain understanding, let’s do the 𝜒!-minimization by hand…

𝜒! = ∑
$%"

- ."&/(1",𝝁)
5"

!
and minimize: 67

#

6𝝁
= 0, i.e. 67

#

68$
= 0 for all 𝑗

𝜒! = ∑
$%"

- ."&(91":;)
5"

!
= ∑
$%"

- "
5"
# 𝑦$! +𝑚!𝑥$! + 𝑏! + 2𝑚𝑥$𝑏 − 2𝑚𝑥$𝑦$ − 2𝑦$𝑏

𝜒! = Λ.. +𝑚!Λ11 + 𝑏!Λ" + 2𝑚𝑏Λ1 − 2𝑚Λ1. − 2Λ.𝑏, where Λ< ≡ ∑
$%"

- <"
5"
#

67#

69
= 2:𝑚Λ11 + 2;𝑏Λ1 − 2Λ1. = 0 = 67#

6;
= 2;𝑏Λ" + 2:𝑚Λ1 − 2Λ.

2 equations, 2 unknowns, solve for :𝑚, ;𝑏 with linear matrix algebra
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Curve fitting by hand

Solve <𝑚, ?𝑏 Λ// Λ/
Λ/ Λ"

= Λ/>, Λ>

<𝑚, ?𝑏 = Λ/>, Λ>
Λ// Λ/
Λ/ Λ"

0"

We still need to find the uncertainties, 
including the covariance, and relate these to 
contours of constant 𝜒! and the bivariate 
distribution of <𝑚 and ?𝑏…
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Aside: Multivariate gaussian 
(normal) distribution

1-D: ℒ = "
#
=#
=1
= "

!>5#
𝑒&

%&%' #

#(#

2-D: ℒ = "
#
=##
=1=.

= "

!>5%#

"

!>5)#
"
"&?#

𝑒
& *
#(*&,#)

%&%' #

#(%
# : )&)' #

#()
# &!? %&%' )&).

#(%()

n-D: ℒ = "
#

=/#
∏"0*
1 =1"

= "
!> 1|B|

𝑒&
*
# 𝒙&𝝁

2𝚺&𝟏 𝒙&𝝁 , where 𝒙 and 𝝁 are vectors of 
length 𝑛 and 𝚺 is the 𝑛×𝑛 covariance matrix Σ$,E = 𝑥$ − 𝜇$ 𝑥E − 𝜇E

If we can identify 𝚺&𝟏 or 𝚺 for our curve fit, we have everything we need.

−2 lnℒ = 𝒙 − 𝝁 G𝚺&𝟏 𝒙 − 𝝁 + 𝑐𝑜𝑛𝑠𝑡𝑎𝑛𝑡𝑠 = 𝜒! + 𝑐𝑜𝑛𝑠𝑡𝑎𝑛𝑡𝑠
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Parameters of multi-dimensional 
parabola

In 2-D a general parabola is
𝑍! = 𝑎 𝑥 − 𝑥? ! + 𝑏 𝑦 − 𝑦? ! + 𝑐 𝑥 − 𝑥? 𝑦 − 𝑦? + 𝑑 𝑥 − 𝑥? + 𝑒 𝑦 − 𝑦0 + 𝑍?!

We are at the minimum 𝑥?, 𝑦? , where @A
!

@/
= @A!

@>
= 0, so 𝑑 = 𝑒 = 0

We also see that both 𝑎 and 𝑏 must be positive.

@!A!

@/!
= 2𝑎, @

!A!

@>!
= 2𝑏, @

!A!

@/@>
= 𝑐

In other words, we can find the parameters of the 2-D parabola from the 
second derivatives! It can be shown that this applies to 𝑛-D for 𝑛 ≥ 1.
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Parameters of multi-dimensional 
parabola

Let’s take the second derivatives of 𝜒! = Λ>> + 𝑚!Λ// + 𝑏!Λ" + 2𝑚𝑏Λ/ − 2𝑚Λ/>

@!B!

@5! = 2Λ//, 
@!B!

@6!
= 2Λ", 

@!B!

@5@6
= 2Λ/

So, we can write 𝜒! = 𝑚 − <𝑚, 𝑏 − ?𝑏
Λ// Λ/
Λ/ Λ"

𝑚 − <𝑚
𝑏 − ?𝑏

And identify Λ// Λ/
Λ/ Λ"

≡ Σ0"
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Parameters of multi-dimensional 
parabola

We take the inverse of both sides: 

Σ = Λ// Λ/
Λ/ Λ"

0"
= "

C<<C=0C<!
Λ" −Λ/
−Λ/ Λ//

≡
𝜎5! 𝜌𝜎5𝜎6

𝜌𝜎5𝜎6 𝜎6!

We have everything we need! Now we can draw contours of constant 𝜒! in 
the 𝑚, 𝑏 plane!
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Alternate calculation
A more direct, but complicated, approach is to start from
𝜒! = Λ.. +𝑚!Λ11 + 𝑏!Λ" + 2𝑚𝑏Λ1 − 2𝑚Λ1.

Substitute with the equations we got from the 
minimization: 
2 :𝑚Λ11 + 2;𝑏Λ1 − 2Λ1. = 0 = 2;𝑏Λ" + 2:𝑚Λ1 − 2Λ.

-or-
Λ1. = :𝑚Λ11 + ;𝑏Λ1, Λ. = ;𝑏Λ" + :𝑚Λ1

Complete the squares to get terms proportional to
𝑚− :𝑚 !, 𝑏 − ;𝑏

!, and 𝑚− :𝑚 𝑏 − ;𝑏

One can show that all the other terms cancel and what is 
left is the same result: 
𝜒! = Λ11 𝑚− :𝑚 ! + Λ" 𝑏 − ;𝑏

!
+ 2Λ1 𝑚− :𝑚 𝑏 − ;𝑏
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Probability density of 
"𝑚, %𝑏

We can integrate the 2-D normal distribution between 
elliptical contours of constant density given by 

1

2𝜋 D|Σ|
𝑒0

"
! 𝒙0𝝁 >𝚺?𝟏 𝒙0𝝁 ≡

1

2𝜋 D|Σ|
𝑒0𝝌𝟐/𝟐

This is mathematically equivalent to integrating the 𝜒! for 
2 dof (𝑚 and 𝑏)!
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Curve-fitting

124

fit to 1 «toy» data set

an ensemble of «toys»

https://github.uio.no/FYS4505/data-analysis/blob/main/python/linefitDemo.ipynb
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𝜒! probability for 2 dof
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Projections

If we project the pdf of the multivariate normal distribution on 1 axis at a time, 
we get the 1-D normal distribution with mean 𝜇4 and variance 𝜎4! for each axis 𝑖.

It’s only when we plot 2 dimensions at a time that we see the effect of the 
covariance, i.e., the size of the covariance (value of correlation 𝜌) doesn’t affect 
the projections.
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• The black 𝜒# 𝜇 is the sum of the red, green, and blue 𝜒# 𝜇 ’s: 𝜒# =
∑$%&' 𝑥$ − 𝜇 #/𝜎$#

• The value of 𝜇 at the minimum of the black curve ( ;𝜇) is our best 
estimate that combines the 3 individual measurements.

• The value of the black curve at the minimum (𝜒()*# ) is called the 
goodness-of-fit and tells us how compatible the distribution of 
measurements is with our hypothesis that all 3 have a common 
mean. A very large value of 𝜒+,-. would speak against this 
hypothesis. The observed value of ~3, which is of order 3-1=2 (dof), 
speaks in its favor.

• The curvature of the black curve determines the uncertainty on ;𝜇. 
We can either find out where the black curve has increased by 1 
above the minimum, 𝜒# = 𝜒()*# + 1, or exploit that +

!,!

+-!
= #

."!
(for 

normally distributed data and approximately for many other 1-D 
likelihoods).

• Finally, we could calculate a p-value (𝜒# probability) for some 
specific prediction. As an example, let’s say some theory predicts 
𝜇 = 6, where 𝜒# ≈ 28. The p-value is 𝑃 𝜒# > 28 2 dof) = 8.3×10/0, 
which tells us that it is exceedingly unlikely to observe such a high 
𝜒# (or higher) if the prediction is to be correct.
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Question
Given some model we wish to test, 
how could we use the two different 
𝜒( with two different pdfs to 
characterise such results for a single 
experiment?

The 𝜒( of the fit at the global 
minimum (with 10-2 dof) is the 
“goodness-of-fit”. Use this (𝜒(
probability) to decide if the 
hypothesis that the data come from 
a straight line should be excluded.

The 𝜒( in the slope-intercept plane 
(with 2 dof) shows the “tension” 
w.r.t. the best fit of e.g. a model 
point. Use the second (𝜒(
probability) to decide whether the 
model can be excluded.
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https://github.uio.no/FYS4505/data-analysis/blob/main/python/linefitDemo.ipynb


A. Read, U. Oslo

Summary of covariance matrix
The inverse of the covariance matrix Σ is the expectation value of the second 
derivatives of the negative log-likelihood. The 𝜒" comes from −2 logℒ and ignoring the 
constant terms.

In other words Σ%,&(# =
#
"

6!7!

6+16+2

For our straight-line fit the 6!7!

6+16+2
is independent of the data (𝑦%), so the average is 

trivial.

Even for most cases with data-dependent derivatives, a single 6!7!

6+16+2
with the 

observed data is an acceptable approximation of the expectation value.

We found 6
!7!

6*! = 2Λ//, 
6!7!

6B! = 2Λ#, 
6!7!

6*6B = 2Λ/ for the line-fit, giving Σ(# = Λ// Λ/
Λ/ Λ#
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