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Notes to the evaluators: 
 



All the answers or guides to the answers can be found in the lecture slides: 
https://www.uio.no/studier/emner/matnat/ifi/IN3020/v20/Lectures/  
 
This is a written take home exam with all help available in the Corona period, 
and with pass/fail grading.  
 
The workload is estimated to be a maximum of 15 hours (two lighter 
workdays), and the time the candidate has been given is two weeks.  
 
We are looking more for the demonstration of the candidate´s understanding 
and the work the candidate has put into the answers, since the answers and all 
the guidelines can be found both in the lecture slides and on the Internet.   



 
1 – Some SQL 
 
1.1 Triggers  
 
Assume that we have a modern people´s registry 

preg (personID, name, lastname)      
and a modern marriage registry 
 mreg (mID, pID, prevLastname, newLastname, mDate)   
 
where  

• the mDate is a date/time attribute showing the marriage date and when the last 
name is changed (if it is changed at all), and  

• the pID in mreg is the ID of the person for which the marriage and the change is 
registered, referring to the personID in preg.  

 
A person can be married and re-married after a divorce many times, and the modern rules 
accept last name change for both male and female (so you don´t have to worry about the 
gender, which is not in the relations here). 
 
Create a trigger that checks whether the new and the old last names match before an 
update to the preg, registers (logs) the old last name and the new last name for that specific 
marriage and person in the marriage register mreg and updates the people´s registry with 
the new last name. 
 

An example solution: 

Note that the person is already registered in the person-register preg. When married, last 
name in the marriage register mreg may be changed, and will trigger an update in the preg: 

CREATE FUNCTION last_name_change() RETURN TRIGGER AS $llnc$ 
BEGIN  

IF NEW.newLastname <> preg.lastname THEN  
UPDATE preg  
SET lastname = NEW.newLastname  
WHERE NEW.pID = personID;  

ELSE  
RETURN NEW; END IF;  

END; 
$llnc$ LANGUAGE plpgsql;  

CREATE TRIGGER AS name_change 
BEFORE INSERT ON mreg 
FOR EACH ROW 
EXECUTE PROCEDURE last_name_change();  

 



 
1.2 Arrays 
 
How can you remove the additional mreg in part 1.1 and create instead a preg that has a list 
of last names and their corresponding marriage or change dates for each new last name? 
 
Write the new relation and explain briefly how it would function. 
 
An example solution: 
Assuming that a person can marry and change last name many times, one could for example 
have an array of last names, a synchronized array of the marriage ID for that last name, and 
a synchronized ID of the date of the marriage when the last name was change: 
 
preg(personID, name, lastname[], mID[], mDate[]) 
  
 
 
2 – Indices  
 
This is a short question with a long answer but try to keep it as brief as possible and use your 
own words in the explanations:  
 
List up the major categories and types of indices that we have seen and explain their 
respective advantages and disadvantages, as well as their uses. 
 
An example solution: 
This is one of the longest answers, taken directly from one of the candidates which received 
full value for her/his answer, but the solution can be shorter. Some will have exemplified the 
index structures using diagrams, which will contribute to a good demonstration of the 
understanding. 
 
The full answer can also be found in the lecture slides of week 3.1 (called 031-- 
indexing.pdf): 

List of what was presented during week 3.1:  

• Conventional Indexes  
• B-Trees  
• Hashing  
• Mutlidimensional Indexes  
• Tree Structures  
• Hash-like Structures  
• Bitmap Indexes  

Conventional Indexes  

Whent talking about conventional indexes, we assume we are talking about the different 
types of single-level ordered indexes. Under this category we have primary indexes, cluster 
indexes and secondary indexes.  



• Primary: Using this type of indexing we are sorting the data (physically) on the search 
key, while at the same time we only allow for one data entry for each search-key 
value.  

• Cluster: This type of indexing, same as primary indexing, sorts the data (physically) 
on the search key, but compared to primary indexing, it allows for more than one data 
entry with the same search-key value. In addition, it contains a pointer to the first 
block in the data file where there is a record with the value.  

• Secondary: This indexing strategy is based on having a group of selected attributes 
as a candidate key The data is not sorted (physically) on the related search key.  

In addition they can either be dense or sparse indexes, thus either having one 
search-key value pointing at a data block, or having search-key values pointing 
towards the start of data blocks. 
Based on the descriptions above, the primary indexes are fast and efficient at 
accessing the data records in a data file, meanwhile cluster indexes use less memory 
for storing the index pointers.  

B+ -Trees  

A balanced binary search tree is formed of nodes, starting from a root node. Consequently, 
each node has a parent, excluding the root node, and each node may or may not have 
children nodes. On one side, each node is a pointer, with all pointers being to sub-nodes, 
while on the other side all the leaf nodes are at the same level and are data-pointers. The 
number of levels of the B-Tree is usually low and well distributed, and is also kept in check in 
order to have a uniform search speed across the leaf nodes. The downside of using B-Trees 
is that it is always required to start from the root node and traverse all the way to the leaf 
nodes, thus the total time of execution is the sum of the time necessary to reach the leaf 
node and the time necessary to access the records themselves.  

Multidimensional Indexes  

As a combination of the primary indexes and the binary search trees, we come to 
multidimensional indexes. First and foremost, when using a binary search tree we are 
reducing the number of elements for each block access by a factor of 2. In contrast, when 
using multidimensional indexes we aspire to reduce the number of possible block accesses 
for the forthcoming step to a higher degree, based on the depth levels of the 
multidimensional index we are using. In essence, if we have n levels of indexes we are able 
to find the desired block by using log n B, instead of log 2 B, where B is the number of 
blocks, meaning that we are not retrieving many unnecessary records from the data file.  

Hashing  

Hashing provides fast access to records by searching using a hash key. By using hashing we 
are using the hash value of the records we are storing, in order to point to the address in 
memory where we can find the records. Due to the very specific hash values that we are 
using, accessing the data records is very efficient having an access speed of O(1). On the 
downside, we need a very good hash function in order to be able to generate non-identical 
hash values.  

Hash-like Structures  

Based on the previously described hashing, we can extend the indices to represent a grid file 
view. The hashing is not done to individual values, but instead it associates an index with a 
specific region, in which there can be more search-key values, thus creating a 



multidimensional index. They are good for searching based on multiple keys, but at the same 
time they have too much space into use.  

Bitmap Indexes  

The bitmap index is a data structure that is used for indexing relations containing a large 
amount of rows. Each column gets assigned an index, and each value in those columns are 
indexed, usually a limited number of columns. With simpler words, when we decide to index 
large amounts of data based on a few criteria we can use bitmap indexing. Due to its 
structure, it uses very little storage space, but they are less efficient in terms of updating the 
data than other indexing methods, and consequently it becomes even more expensive when 
some data has to be deleted.  

Tree Structures  

During the lectures we have discussed the following tree-like structures, but not into depth:  

• k-d trees: A binary search tree where every leaf node is a k-dimensional point.  
• Quad-tree: A tree data structure in which each internal node has exactly four children.  
• R-trees: Tree data structure used for spatial access methods.  

 
 
  



 
3 – Relational Algebra & Query Compilation 
 
3.1  Query Processing Overview 
 
We went through the steps of query processing as an introduction to query compilation. 
Sketch the steps with the inputs/outputs for each step and the relations between them, and 
describe their role/function briefly in your own words. 
 
An example solution: 
 
The answer should have a diagram of the whole process, and it is OK if they have copied the 
one in the lecture slides (stating the reference): 
 

 
 
Note that we are looking for a “good understanding”. Small things like saying “convert leads 
to a logical query plan” can be important, because it assumes on LQP and not several that 
we shall choose from. 
 
Here is a full explanation taken form one of the best candidates, but the full process can also 
be found in lecture slides 052---query-compilation-part-1.pdf and 061---query-compilation-
part-2.pdf. 
 
The following is an explanation of the above diagram:  

1. The Parser takes a SQL query as a string as input. Tokenizes, checks for correct  
syntax and semantics, and structures the tokens into a parse tree based on a set of  
rules. Output is the final parse tree.  

2. The Converter will convert the parse tree into several Logical Query Plans. Since  
SQL was intended to be human readable language, a SQL query simply describes 
what data a user is requesting (or other action than simply retrieving data). It is the 
job of the converter to create a ‘process’ (i.e Logical Query Plan) on how to retrieve 
that data from the DB.  



3. The Apply Laws takes the LQPs from and applies relational algebra to optimize the  
LQPs. A typical example of relational algebra optimization is SigmaA(R U S) = 
SigmaA(R) U SigmaA(S): by moving the Selection (ie SigmaA) farther down the tree, 
fewer rows will be returned. The output is the optimized LQPs  

4. The Estimate Result Size will calculate an estimation of the size of data needed 
during the execution of the theoretical individual LPQs. Size can be seen as an 
equivalent to the cost of execution with optimization being equivalent to reducing cost 
of execution (cost usually meaning speed of execution). The idea being that retrieving 
records from disk is a relatively expensive operation so the size of data needed to 
read from disk is a good indicator of the cost of execution. So a reduction in size of an 
‘interim table’ like the selection example above will result in a reduced execution cost. 
Output is the size estimation of the individual LQPs.  

5. The Evaluate Physical Plans will in essence reevaluate/refine the LQPs from above 
and output Physical Query Plans. LQPs can be thought of as theoretical based on 
relational algebra. While PQPs take into account the actual algorithms used by the 
DBMS to ‘execute’ relational algebraic expressions like selection/union/join in the 
LQPs etc. For example an algebraic join can be executed using different algorithms 
like Sort-Merge Join or Hash Join (among others) which may affect the size/cost 
estimate. The size/cost estimate may also be refined to take into account the 
existence of an index on a table affecting the scan time.  

6. The Estimate Cost will take the PQPs as input and estimate the cost of executing 
them. Essentially calculating CPU operations and read/write to disk. This will usually 
result in a cost in terms of execution time but possibly another measure used to 
compare query plans. Output is the PQPs and their associated cost estimates.  

7. The Pick the Best will evaluate the input PQPs and estimated cost and 
determine/select which PQP to finally execute based on the criteria. Output is the 
single PQP to be executed.  

8. The Execute actually executes the selected PQP. When the PQP is executed, 
statistics are generated and analyzed. These stats can then be used to better 
estimate size/cost in future query estimates.  

 
 
3.2 Relational Algebra Expressions 
 
Assume two relations R1(A, B, C, D, E) and R2(F, G, H). Assume that attributes E and F are of 
the same type, that attribute A is a character or string (variable or fixed) and that attribute H 
is a numeric value. 
 
Write the equivalent of the following SELECT sentence in relational algebraic terms. 
 

SELECT B, C, G 
FROM R1, R2 
WHERE E = F AND A = ´a´ AND H > 1 

 
An example solution: 
 
The relational algebraic version of the query: 

 
 
3.3 Estimating Size (Logical Query Plans) 



 
3.3.a Draw the relational algebraic tree directly from the relational algebraic 

expression you wrote in 3.2. 
 

An example solution: 
 

 
 
3.3.b Draw a second alternative relational algebraic tree of the same relational 

algebraic expression in 3.2, improving (optimizing) upon the first one by re-
ordering the hierarchy of operations on the tree. 

 
 Note that we are looking for your understanding of basic optimization rules, so 

make sure that the trees in 3.3.a and 3.3.b are different and that there is room 
for improvement from one to the other. 

 
An example solution: 
 

 
 

3.3.c Compare the two, explaining the improvement criteria, what you did and why, 
and explaining or demonstrating the improvement. You may assume that both 
relations have 10 tuples (rows). You can sketch for the purpose of explaining if 
you need to.  

 



Note that the explanation should contain something saying that the goal of optimization is 
to reduce the “cost”, which in this case is the equivalent of “size”, and that we are (for 
example) trying to “push down the operations that reduce size” like selections and 
projections. 
 
The candidate is also encouraged to use example tables as to show how and how much the 
size is reduced. This will weigh more if the explanations are lacking, but good and precise 
explanations can make up for a weak example. 
 
  



 
4 – DBMS Architecture 
 
Sketch the typical DBMS architecture we saw a few times during the beginning of the course 
and explain the role and job of each path and component of the architecture. 
 
An example solution: 
 
This is the diagram used in the lectures and the candidate can copy and use it (or other 
diagrams) provided that he/she gives the proper reference. 
 

 
 
We emphasize the “Casual users” path and the “query and transaction layers in the 
explanations, since the subject is optimization (and later concurrency etc.). It is a good sign 
of understanding if the candidate explains all the components on the casual users path (the 
optimization path), which he/she has already done in detail for the yellow part in assignment 
nr 3 above, and is aware of the relation.  
 
The execution layer below is also important because we the subject of the course is 
concurrency and logging etc. 
 
The diagram and the descriptions can also be found in 012---architecture.pdf. 
 
5 – Logs and their Uses 
 
5.1 Log Functions 
 
For what purposes do we use database logs? Use your own words to explain.  

 
An example solution: 
 



Key word is that “log is a mechanism for preserving DB state” in transactions that are 
interrupted due to some failure (network, HW or SW failure). Best if the candidate can relate 
it to ACID characteristics, especially Consistency, and have arguments related to Durability. 
 
5.2  Log Types 
 
List the log types we have seen during the semester, explaining their uses and the 
differences between them. 
 
An example solution: 
 
The page references are to lecture slides 092---acid-characteristics-and-logging.pdf. 
 
Types: 

• Undo log (Usage: restores the consistent state before the transaction), pgs. 15 and 22 
• Redo log (Usage: reinstates the operations so far of the transaction), pgs. 23 and 28 
• Undo/redo log (Usage: a combination), pgs. 29 and 32 

 
Best if the candidate has used the formal definitions and the summary of the type of log on 
the pages referred to. 
 
5.3 Understanding the Workings of a Log 
 
You listed and explained the components of a typical DBMS architecture. Think of that 
architecture.  
 

5.3.a Where does the log reside? 
 
An example solution:  
 
The important concepts here are that it is buffered (i.e., in volatile memory), which is 
prone to failure, so it resides on disk (persistent storage). 
 
5.3.b Which components of a DBMS are involved in managing a log? 
 
An example solution:  
 
Referring to the DB architecture diagram, the most important components are: Logging, 
buffer manager, recovery and storage (disk).  

 
6 – Concurrency Control & Serialization 
 
6.1  The Concepts 
 
Define and explain the concepts serial, serializable and conflict serializable.  
 



An example solution: 

Serial: An execution plan is serial if all the operations of one transaction come before all 
operations in the next transaction. There is no interleaving of operations between 
transactions.  

Serializable: An execution plan is serializable if there is a way to swap orders between 
operations which results in a serial execution plan which gives the same result as the original 
plan.  

Conflict serializable:  An execution plan is conflict serializable if there is a way to swap orders 
between non-conflicting operations which results in a serial execution plan.  

 
6.2 Conflicts in Execution Plans 
 
List, explain and exemplify the three types of conflicts in execution plans. Note that 
exemplify means give examples (at least one for each). 
 

An example solution: 

Assume t and u are two transaction, r is for read and w is for write. 

• Read-Write conflict: If there exists a rt (A) and a wu(A) in any order in an execution 
plan. 

• Write-Write conflict: If there exists a wt(A) and a wu(A) in any order in an execution 
plan. 

• Intra-transaction conflict:  This is not a “conflict” per se. It indicates that the order of 
operations (any read or write operations) in a transaction is important and should 
not be changed. 

  



6.3 Conflict Serializable vs. Serializable  
 
We have seen and discussed the following execution plan in the lectures: 
 

S = r1(A); w1(A); r2(A); w2(A); r2(B); w2(B); r1(B); w1(B) 
 

6.3.a What does the serializability of this execution plan (or other similar execution 
plans) depend upon? Explain and demonstrate briefly. 

 

An example solution: 

It depends upon the semantics of the transaction (its operations). This is exemplified on 
pages 16 and 17 of the lecture slides 101---serialization-and-concurrency-control---part-
1.pdf, where transactions SD and SE are interleaved in the same manner, but where SD does 
not adhere to the integrity rule (does not give the same results for attributes A and B), 
whereas SE does (because its operations really don´t change the values of A and B): 
 

 

 



 

   

 
 
6.3.b Pick the non-serializable case. Show explicitly what you have picked and why. 

Hint: refer to the previous question in 6.3.a.  
 

An example solution: 

That would be the transaction SD  
= r1(A); w1(A); r2(A); w2(A); r2(B); w2(B); r1(B); w1(B)  

 
Show all the conflicts in the execution plan also stating what kind of conflict the 
conflict is. 

An example solution: 

From the same lecture notes, page 23: 

 
 
 
7 – Isolation Levels 
 
7.1  Snapshot Isolation 
 
Snapshot Isolation is  a very popular technique that we have used some time on.  
 
Define and then describe in your own words what Snapshot Isolation is and what it is used 
for. Why is it so popular? Does it guarantee serializability? 
 
7.2 SI Plans 
 

7.2.a What is an SI plan? What does it mean that an SI plan is strict?  

An example solution: 

Page 14 of lecture slides 111--isolation-levels---part-1.pdf 
• The SI Protocol consists of enforcing the following two rules: 

1. When a transaction T reads an item x, then T reads the latest version of x 
written by a transaction that committed before T started. 

2. The write-set of two simultaneous transactions must be disjoint. 



• Rule 2 means that if T1and T2 are two transactions where T1 starts before T2 and 
T1 commits after T2 is started, then T1 and T2 cannot write the same element. 

 
Page 28 in the same lecture slides: 

 
Definition: A plan is strict if it is true that every time a transaction T writes a data 
element x, then T must perform an abort or commit before other transactions can 
read or write x  
 
All SI plans are strict! 

 
For the next two questions: We have not talked about these explicitly, but it is implicit in 
the definition of an SI plan, and you should be able to answer these using simple 
reasoning.   

 
7.2.b Does an SI Plan help manage concurrency? How? 

An example solution: 

Snapshot isolation does not guarantee serializability. 

SI ensures  an absence of most concurrency anomalies. Only these three, and none of 
the other concurrency anomalies can occur in Snapshot Isolation plans:  

• A3B - phantom skew writing 
• A5B – skew writing 
• A6 - read transaction anomaly  

 
7.2.b Would you say that an SI Plan opens up for possible deadlocks, or that it helps 

avoid deadlocks? 

An example solution: 

Snapshot isolation does not use locking mechanisms, so it does not open up for 
deadlocks in itself. The conclusion then should be “it helps avoid deadlocks”.  

 
 
  



8 – Map-Reduce 
 
The following table T1 stores information about shops, the products they sell and the 
available amount for each product. The table has three columns (shop, product, amount). 
 
T1 

shop product amount 
s1 p1 3 
s1 p2 2 
s1 p3 1 
s1 p4 0 
s2 p1 4 
s2 p2 5 
s2 p3 6 
s2 p4 7 
s3 p1 0 
s3 p2 0 
s3 p3 1 
s3 p4 2 

 
We wish to transform table T1 into a new table T2 where data from the “product” column in 
T1 is used to determine the columns in the new table T2, and the data from the “amount” 
column in T1 is used as the data for that new columns in T2. That is, p1, p2, p3, p4 (i.e., the 
data from the “product” column in T1) become columns in the new table T2, and 1, 2, 3, …, 7 
(i.e., data from the “amount” column in T1) become data for that new columns in T2, as 
follows: 
 
T2 

shop p1 p2 p3 p4 
s1 3 2 1 0 
s2 4 5 6 7 
s3 0 0 1 2 

 
For large amounts of data such a transformation can become a time-consuming and 
resource-intensive process. To make the transformation as efficient as possible we can make 
use of the Map-Reduce framework. 
 
8.1 Express the transformation of T1 into T2 in the Map-Reduce framework. 
 
Solution 
 
Map function: 
 
• Read the records of T1 raw by raw for the values of Shop, Product, and Available amount 
• Emit the Shop value as the key and the Product and Available amount pair as the 

intermediate value 



S1, (P1, 3) 
S1, (P2, 2) 
S1, (P3, 1) 
S1, (P4, 0) 
S2, (P1, 4) 
S2, (P2, 5) 
S2, (P3, 6) 
S2, (P4, 7) 
S3, (P1, 0) 
S3, (P2, 0) 
S3, (P3, 1) 
S3, (P4, 2) 
 
Reduce function: 
 
• Receive and iterate over the passed values for each key; at each inner iteration hold the 

values for each key (Shop value) in a one-dimensional array with the position of each 
value (Amount value) being determined by the corresponding attribute (Product value) 

S1, [3, 2, 1, 0] 
S2, [4, 5, 6, 7] 
S3, [0, 0, 1, 2] 
 
• Convert the key (Shop value) - value (array) into a into a tuple formed by the key and the 

array values 
(S1, 3, 2, 1, 0) 
(S2, 4, 5, 6, 7) 
(S3, 0, 0, 1, 2) 
 
8.2 Extend the Map-Reduce solution from exercise 8.1 to calculate the total amount of 
available products in each shop, i.e.: 
 
T3 

shop total amount of 
available products 

S1 6 
S2 22 
S3 3 

 
Solution 
 
• The reduce function in Task #1 is extended by summing the values in the arrays 
S1, 6 
S2, 22 
S3, 3 
 
• Then tuples are created from the key-values 
(S1, 6) 



(S2, 22) 
(S3, 3) 
 
 
9 – NoSQL Data Modeling 
 
The following relations are given: 
 
Knows(personid_a, personid_b, since) records information about which persons know which 
other persons and the year since they know them (for simplicity we assume that the 
“knows” is not symmetric, i.e. if p1 knows p2 it doesn’t mean that p2 knows p1). 
 
Knows  

personid_a personid_b since 
p1 p2 2010 
p1 p3 2011 
p2 p3 2010 
p4 p5 2012 
p4 p1 2011 
p5 p3 2011 

 
Person(personid, name, age) records information about the id, name, and age of persons. 
 
Person 

personid name age 
p1 Joe 22 
p2 Ann 22 
p3 Bill 21 
p4 Pat 23 
p5 John 24 

 
Assume personid_a and personid_b from Knows are foreign keys pointing to personid in 
Person. 
 
9.1 Represent the data entities and the relationship between the data entities from above 
tables in a document structure – to be stored and manipulated in a document database 
(e.g., MongoDB). Provide the JSON documents and explain your modeling choices. 
 
Solution 
Solution is possible both with normalized and denormalized data. In this particular case since 
“knows” is a many-to-many relation, the normalized version is desirable (note for simplicity 
we assume the relation is not symmetrical): 
 
[ 
 { 
  "personid":"p1", 
  "name":"Joe", 



  "age":22, 
  "knows":[ 
   { 
    "personid":"p2", 
    "since":2010 
   }, 
   { 
    "personid":"p3", 
    "since":2011 
   } 
  ] 
 }, 
 { 
  "personid":"p2", 
  "name":"Ann", 
  "age":22, 
  "knows":[ 
   { 
    "personid":"p3", 
    "since":2010 
   } 
  ] 
 }, 
 { 
  "personid":"p3", 
  "name":"Bill", 
  "age":21, 
  "knows":[ 
    
  ] 
 }, 
 { 
  "personid":"p4", 
  "name":"Pat", 
  "age":23, 
  "knows":[ 
   { 
    "personid":"p5", 
    "since":2012 
   }, 
   { 
    "personid":"p1", 
    "since":2011 
   } 
  ] 
 }, 
 { 



  "personid":"p5", 
  "name":"John", 
  "age":24, 
  "knows":[ 
   { 
    "personid":"p3", 
    "since":2011 
   } 
  ] 
 } 
] 
 
Further explanations: 

• A person is represented as an object consisting of the fields personid, name, age and 
knows. 

• knows is an array where each element is an object that contains the personid of a 
person that the specified person knows, and since refers to the year they got 
acquainted. 

 
9.2 Represent the data entities and the relationship between the data entities from above 
tables in a labeled property graph structure – to be stored and manipulated in a labeled 
property graph database (e.g., Neo4j). Draw the graph and discuss the elements of the graph 
(nodes, properties, relationships, labels, etc.) (Alternatively, you can provide the Neo4j 
(Cypher) CREATE statements to construct the graph). Explain your modeling choices. 
 
Solution: 
 
// Create the Person nodes 
CREATE (p1:Person {personid:"p1", name:"Joe", age:22}) 
CREATE (p2:Person {personid:"p2", name:"Ann", age:22}) 
CREATE (p3:Person {personid:"p3", name:"Bill", age:21}) 
CREATE (p4:Person {personid:"p4", name:"Pat", age:23}) 
CREATE (p5:Person {personid:"p5", name:"John", age:24}) 
// Add the relationships 
CREATE (p1)-[:knows {since:2010}]->(p2) 
CREATE (p1)-[:knows {since:2011}]->(p3) 
CREATE (p2)-[:knows {since:2010}]->(p3) 
CREATE (p4)-[:knows {since:2012}]->(p5) 
CREATE (p4)-[:knows {since:2011}]->(p1) 
CREATE (p5)-[:knows {since:2011}]->(p3) 
 



 
Further explanations: 

• A node in the graph represents a Person. It has the attributes personid, name and 
age. 

• knows is a relationship that connects two Persons, and has an attribute called since, 
which refers to the year the Persons first met. 

• A directed edge from node A to node B means that person A knows person B. Since 
we assume that the relationship is not symmetrical, each edge only points in a single 
direction (i.e. person B does not know person A). 

 
9.3 Discuss the advantages/disadvantages of representing data in the relational, document, 
graph models in the context of the example in this exercise. 
 
Solution 
 
Relational model: A relational database provides a simple model of the data, and shows a 
clear and precise overview of the different fields. It also prevents data redundancy by 
splitting the data across multiple tables, as is the case in the Knows and Person relational 
tables. In our case, representing the knows relationship in a relational database is not ideal, 
as it can result in a large amount of tuples. The size would also double if we decide to make 
the relationship symmetric, as each pair of persons would have to be logged twice. 
Additionally, since we have separate tables for Person and Knows, we would have to 
perform a join operation in order to get the person information that corresponds to the 
person ID in the Knows table. This is not ideal because performing join operations on large 
tables would also be costly and inefficient. 
 
Document model: Compared to relational databases, document databases provide more 
flexible structures for storing data. In our document model, we used arrays for keeping track 
of the knows relationships of each person, which makes it easier to find the persons that a 
given person knows. In our document model, it is easy to search for outgoing relationships 
(i.e. the persons that a specific person knows), but it is more difficult to find incoming 
relationships (i.e. the persons who know a specific person). 
 
Graph model: Out of all the three alternatives, the graph model is arguably the optimal 
choice for representing our data. This is because the relationship between each person is as 
important as the persons themselves. Traversing the graph is also comparatively less costly 



than joining tables in a relational model. The graph model also makes it easier to search for 
deeper relationships such as a friend of a friend (or in our case, a person who knows another 
person). The graph model comes with a higher storage cost for storing the relationships and 
relevant information. 
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