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Multi-class classification

• Assign a label (class) from a finite 
set of labels to an observation

• So far, many algorithms and 
examples have been binary: 
yes-no, 1-0

• But many classification tasks are 
multi-class:

• To each observation 𝒙 choose one 
label from a finite set C

• What is different?

3

Classification

?



Multi-class classification

• A finite set, C, of n different labels (n > 2)

• To each observation 𝒙 choose one label from the set C

We will consider two approaches:

• One vs. rest classifier
• (also called one vs. all)

• Multinomial logistic regression, or softmax regression
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1-of-N or "one hot encoding"

• The labels might be categorical:
• 'apple', tomato', 'dog', 'horse'

• The algorithms demand 
numerical attributes.

• First attempt
• 'apple' = 1
• 'tomato' = 2
• 'dog' = 3
• etc.

• Why isn't this a good idea?

• Better:
• 'apple' = (1, 0, 0, 0, 0, 0)
• 'tomato' = (0, 1, 0, 0, 0, 0)
• 'dog' = (0, 0, 1, 0, 0, 0)
• etc.

• Both the target and the 
predicted value are vectors.
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From multi-label to multi-class

Multi-label classifier

• Make n different classifiers, one for 
each class

• For classifier j: 
• consider class j the positive class

• all other items in the negative class

• train a classifier 𝑓𝑗

• Application
• Assign a label 𝑐𝑗 to an item if and only 

if it is classified as positive by 𝑓𝑗 .

Multi-class classifier

• "To each observation 𝒙 choose 
one label from the set C"

• How can a multi-label classifier 
be turned into a multi-class 
classifier?
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One vs. rest (also called one vs. all)

• Start like the multi-label 
classifier: make one 
classifier for each class.

• It is easy to decide for 
items which fall into 
exactly one class

• But what if they fall into
• More than one class?
• No classes?
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One vs. rest

• If each classifier predicts a score, 
compare the scores for the 
classes

• Choose  the class with the 
highest score.

• E.g., log. reg.:
• Probability of being red: 0.8

• Probability of being blue: 0.7

• Choose red
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Multi-Class Classification
Multinomial Logistic Regression
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Towards Multinomial Logistic Regression

• On the way, we will adopt a broader perspective

• Comparing perceptron, linear regression, logistic regression

• Compare to Marsland

• Shortly describe a multi-class perceptron
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A general view

• Common
• 𝑧𝑗 = σ𝑖=0

𝑛 𝑤𝑖,𝑗𝑥𝑖

• 𝑤𝑖,𝑗  is the weight into node j from 

node i
• Some index in opposite order
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Connections going into a node
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Connections going out of a node
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Multi-label perceptron

• Marsland’s description of 
perceptron:

• Possible targets: (0,1,0,0,1)

• 𝑦𝑗 = 𝑔 𝑧𝑗 =
1 𝑖𝑓 𝑧𝑗 > 0

0 𝑖𝑓 𝑧𝑗 ≤ 0

• Loss is 0-1 loss for each 𝑗

• Describes a multi-label classifier

• Each 𝑦𝑗  depends only on the 𝑤𝑖,𝑗 ′s

• This could have been described as n 
independent binary perceptrons
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Multi-class perceptron

• The target contains one 1, the rest 
are 0s

• 𝑔 𝑧1, 𝑧2, … , 𝑧𝑛 =

• 𝑎𝑟𝑔𝑚𝑎𝑥 𝑧1, 𝑧2, … , 𝑧𝑛

• The index with the max value

• The update rule (0-1 loss)
• 𝑤𝑖,𝑗 =  𝑤𝑖,𝑗 − η(𝑦𝑗 − 𝑡𝑗)𝑥𝑖

• will correct for 𝑗 = 2 and 𝑗 = 5

• leaves the other weights unaltered
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Multi-output linear regression

• 𝑦𝑗 = 𝑔 𝑧𝑗 = 𝑧𝑗

• MSE-loss: σ𝑘=1
𝑁 (σ𝑗=1

𝑛 (𝑦𝑘,𝑗 − 𝑡𝑘,𝑗)2)

• 𝑛 output nodes

• 𝑁 input items

• 𝑦𝑗  independent of 𝑤𝑖,𝑘 𝑘 ≠ 𝑗 , 

• hence corresponds to 𝑛 

independent models

• (Gets more interesting for multi-

layer networks)
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Multinomial Logistic Regression

• 𝑧𝑗 = σ𝑖=0
𝑛 𝑤𝑖,𝑗𝑥𝑖

• Apply the softmax-function, 𝑆, where

• 𝑦𝑗 = (𝑆(𝑧1, … , 𝑧𝑛))𝑗=
𝑒

𝑧𝑗

σ𝑘=1
𝑛 𝑒𝑧𝑘

• Observe:

• 𝑦𝑗 depends on all the 𝑧𝑘

• If 𝑧ℎ > 𝑧𝑘 then 𝑦ℎ > 𝑦𝑘

• 0 < 𝑦𝑗 < 1

• σ𝑗=1
𝑛 𝑦𝑗 = 1 

• A probability distribution

• 𝑃
^

𝐶𝑗 𝑥
→

=
𝑒

𝑤𝑗
→

∙𝑥
→

σ𝑘=1
𝑛 𝑒𝑤𝑘

→
∙𝑥
→
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Training Multinomial Logistic Regression 1

• The target has the form 
(0,0, … , 0,1,0, … , 0), say

•  𝑡𝑠 = 1 and 𝑡𝑗 = 0 for 𝑗 ≠ 𝑠

• We compare 
• 𝐲 = 𝑦1, 𝑦2, … 𝑦𝑛

• to the target labels 

• 𝐭 = 𝑡1, 𝑡2, … 𝑡𝑛

• using cross-entropy loss

• 𝐿𝐶𝐸 𝒚, 𝒕 = − σ𝑗=1
𝑛 𝑡𝑗 log 𝑦𝑗 = − log 𝑦𝑠
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Training Multinomial Logistic Regression 2

• 𝑦𝑗 =
𝑒

𝑧𝑗

σ𝑘=1
𝑛 𝑒𝑧𝑘

• 𝐿𝐶𝐸 𝒚, 𝒕 = − σ𝑗=1
𝑛 𝑡𝑗 log 𝑦𝑗 = − log 𝑦𝑠

• Goal: to find 
𝜕

𝜕𝑤𝑖,𝑗
𝐿𝐶𝐸 𝒙, 𝑡, 𝒘  for all 𝑤𝑖,𝑗

• Use the chain-rule for derivatives

• A little more complicated than for LogReg 

• The result is simple, though

•
𝜕

𝜕𝑤𝑖,𝑗
𝐿𝐶𝐸 𝒙, 𝑡, 𝒘 = (𝑦𝑗−𝑡𝑗)𝑥𝑖
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Training Multinomial Logistic Regression 3

• 𝑤𝑖,𝑗 = 𝑤𝑖,𝑗 + 𝜂 𝑡𝑗 − 𝑦𝑗 𝑥𝑖

• if 𝑡𝑠 = 1:
• 𝑤𝑖,𝑠 = 𝑤𝑖,𝑠 + 𝜂 1 − 𝑦𝑠 𝑥𝑖

• 𝑤𝑖,𝑗 = 𝑤𝑖,𝑗 − 𝜂 𝑦𝑗 𝑥𝑖 
• for 𝑗 ≠ 𝑠

• Here
• 𝑧𝑗 = σ𝑖=0

𝑚 𝑤𝑖,𝑗𝑥𝑖

• 𝑦𝑗 =
𝑒

𝑧𝑗

σ𝑘=1
𝑛 𝑒𝑧𝑘

• Observe: All weights are updated for each 
observation
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Applying Multinomial Logistic Regression

• We can use this as a probabilistic 
classifier

• 𝑃
^

𝐶𝑗 𝑥
→

=
𝑒

𝑤𝑗
→

∙𝑥
→

σ𝑘=1
𝑛 𝑒𝑤𝑘

→
∙𝑥
→

• To make hard decisions use 

𝑎𝑟𝑔𝑚𝑎𝑥𝑗=1,…,𝑛
𝑒

𝑤𝑗
→

∙𝑥
→

σ𝑘=1
𝑛 𝑒𝑤𝑘

→
∙𝑥
→

21

x1

x2

x3

x0
=-1

z2

z3

z4

z1

1

0

0

0

𝑤3,2

𝑤1,2

𝑤2,2

𝑤0,2

y2

y3

y4

y1

CE
Lo
ss

so
ftm

ax


	Slide 1: IN4050 - Introduction to Artificial Intelligence and Machine Learning
	Slide 2: Multi-Class Classification One vs. Rest
	Slide 3: Multi-class classification
	Slide 4: Multi-class classification
	Slide 5: 1-of-N or "one hot encoding"
	Slide 6: From multi-label to multi-class
	Slide 7: One vs. rest (also called one vs. all)
	Slide 8: One vs. rest
	Slide 9: Multi-Class Classification Multinomial Logistic Regression
	Slide 10: Towards Multinomial Logistic Regression
	Slide 11: A general view
	Slide 12: Connections going into a node
	Slide 13: Connections going out of a node
	Slide 14: Multi-label perceptron
	Slide 15: Multi-class perceptron
	Slide 16: Multi-output linear regression
	Slide 17: Multinomial Logistic Regression
	Slide 18: Training Multinomial Logistic Regression 1
	Slide 19: Training Multinomial Logistic Regression 2
	Slide 20: Training Multinomial Logistic Regression 3
	Slide 21: Applying Multinomial Logistic Regression

