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Suloerviseo( learning
’cmining set (x_i, 5_i), i=1,...n

Unsuloerviseo( learning
’cmining set x_i, i=1,...,.n

Reinforcement learning
training set generated dynamically
told if actions are good or bad
exploration to find right actions



Reinforcement learning (RL) applications
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Robot with sensors and motors:

Observations:
- camerd sensors
- touch sensors
- accelerometers
- microphones

Actions:
- motor to rques
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Robot with sensors and motors:

Observations:
- camerd sensors
- touch sensors
- accelerometers
- microphones

Actions:
- motor to rques

observation

(" camera image
touch sensor reao{ing
sound

dccel
\_

~

Goal:

- keep balance
- wadlk past obstacles

- redch a destination

action

-

motor
torques
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Comlou’cer plo\ging ad game
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Observation:
- current state

Action:

- next move



Comlou’cer plajing ad game
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Observation:
- current state

Action:

- next move

observation

-

\_

position of all pieces

on the board

~

Goadl: to win the game
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next
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Botlomcing a ,oole

Observations: omgle between pole dand cart

Actions: moving left or right




Cart-Pole Reinforcement Learning

[ & youtube.com is now full screen ]

Performance
after O
episodes

Play (k)

P, Pl © 009/2:25 Scroll for details

v

https://www.youtube.com/watch?v=IfHX2hHRMVQ
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Policy

The way observations dre maloloeol to dctions
defines a policy:

OBSERVATION = - ACTION

A policy can be deterministic or stochastic.

Exloloito\’cion vs. exloloroltion



States

All RL sgstems work within an environment.

At any time the environment has a loar’ciculo\r
state and this is what we observe.

Actions can change the state:

> Policg
state ( dction
—



Algorithm:

S[0] = <initial state>
for i in range(N):
a = action(S[i])
S[i+1] = newstate(S[i], a)



Algorithm:

S[0] = <initial state>

for i in range(N):
a = action(S[i]) ¢== implements the policy
S[i+1] = newstate(S[i], a)



Algorithm:

S[0] = <initial state>
for i in range(N):
a = action(S[i]) ¢== implements the policy

S[i+1] = newstate(S[i], o) e= implements the
environment -
internal logic not
known



Algori’ckm:

S[0] = <initial state>
for i in range(N):
a = action(S[i]) ¢== implements the policy

S[i+1] = newstate(S[i], o) ¢ implements the
environment -
internal logic not
known

Result: S[0] S[1] S[2] ...... S[N-1]



An RL session involves a series of state changes
edch being the result of an action:



Tvloical loroblem in RL:



Typical loroblem in RL:

Goal:
to get from a start state

to a destination state in
________ TN il S the least number of moves
» ‘\ ~



Typical loroblem in RL:

Goal:
o~ i~ . to get from a start state
IR N to a destination state in
________ > S, “’ \‘\\ the least number of moves
{\\ ’ Sa Sy S3 \:.
NSy .-~ Constraints:
,’: __'_______,52 S '," only some state
( ; transitions are allowed
\\\ 56 2T T~ SS i
pNe T some moves dre bad and

some dre gooo(



The iced lake

Environment: iced lake with holes

Aim: learn the shortest route from start to goal
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The iced lake

The environment is dan iced lake with holes

Aim is to learn the shortest route from start to goal

Goal



The iced lake

The environment is dan iced lake with holes

Aim is to learn the shortest route from start to goal
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The iced lake

The environment is dn iced lake with holes

Aim is to learn the shortest route from start to goal

S, S, Ss s,J.sTJ;# S, Two actions lead

S7 1 Ss Sy Sy sL S, Si5| To illegal states
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The iced lake

The environment is dan iced lake with holes

Aim is to learn the shortest route from start to goal

S; S, Ss Sa Ss /S, Legal route
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The iced lake

The environment is dan iced lake with holes

Aim is to learn the shortest route from start to goal

Si4' Si5 Sio /) Si7 Sig S| - dnd shorter

%r:m_g’zz_’m_jT /) Sas
26 /// Sog T‘zorsx
Start /5 Goal




The iced lake

The environment is dan iced lake with holes

Aim is to learn the shortest route from start to goal

S7 S8 89 S1o S11 812 813 OP‘til’ndl route
Si4 Sts| Sis /) S17 S1g Sto may not be
S20 qu_g’zz_:is S24// S5 unique!

2
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Finding the best action
It may seem easy for a human to find the best

action in the iced lake example:

57 Sg  So 5101_ St S1p Sy3

Sta rt G oad '

But can we train a computer to do it, too?



Finding the best action

If we could make a computer tackle the iced lake
exotm,ole, we may use same princilole to solve much
harder loroblems:

robotics
self-driving cars
health care

finance

This is where reinforcement learning (RL) comes in.



Superviseo( leo\rning is not practical

Training set: (x,y;), i=1,...n

;1  current sensor readings
y; 1 correct/best action
Pixel values, sensor readings, ... Correct torque for each motor

Difficult and extremely time consuming to create such data



Rewadrds

Instead of supplying the learner with the correct
outputs (which we do not possess) we will tell if the

result of an action was good or bad.

reward

>

-/&, = negative reward (penalty)









The iced lake

Start od|



"Tl'\e iced lake




A static policg medns no improvement over time

In the static system described earlier in this lecture, the

policy was fixed and the system could not improve over
time:

X ics
state ( dction
—




Learning means ckanging the policg

By allowing the policy to change over time, the system can
oto(ollot to the environment.
An agent repeatedly adjusts the policy based on the

previous state, the current state and the reward received:

Agent

4 N
> BB |
Uloidol‘te
Sta'te \ loolicg )

reward

— «

dction




Reinforcement learning cycle:

S[0] = <initial state>

w = <initial weights>

for i in range(N):
a = action(S[i], w)
S[i+1] = newstate(S[i], a)
r = reward(S[i], S[i+1], a)
<u|00{01'te w>



Reinforcement learning cycle:

S[0] = <initial state>
w = <initial weigk‘ts>
for i in range(N):
a = action(S[i], w) # PoLICY
S[i+1] = newstate(S[i], a)
r = rewdrd(S[i], S[i+1], a)
<u|00{0l'te w>
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Reinforcement learning cycle:

S[0] = <initial state>
w = <initial weigk‘ts>
for i in range(N):
a = action(S[i], w) # PoLICY
S[i+1] = newstate(S[i], a) # ENVIRONMENT

r = reward(S[i], S[i+1], @) # ENVIRONMENT
<update w>



Reinforcement learning cycle:

S[0] = <initial state>
w = <initial weigk’(s>
for i in range(N):
a = action(S[i], w) # PoLICY
S[i+1] = newstate(S[i], a) # ENVIRONMENT
r = reward(S[i], S[i+1], a) # ENVIRONMENT
<update w> # POLICY LEARNING



Reinforcement learning cycle:

S[0] = <initial state>
w = <initial weigk‘ts>
for i in range(N):
a = action(S[i], w) # MUST DEFINE
S[i+1] = newstate(S[i], a)
r = rewdrd(S[i], S[i+1], a)
<update w> # MUST DEFINE



Reinforcement learning is stochastic

Just as in evolutionary learning, there dre several
ways to introduce randomness into RL:

S[0] = <initial state> # Can be stochastic
w = <initial weigk’(5> # Can be stochastic
for i in range(N):

a = daction(S[i], w) # Can be stochastic

S[i+1] = newstate(S[i], a) # Can be stochastic
r = rewdrd(S[i], S[i+1], @) # Can be stochastic
<u|oo{olfe w> # Can be stochastic



Reinforcement learning involves exploration

Reinforcement learning receives less guidance
from trainer than supervised learning

Exploro\’cion is essential:
- explore different actions
- see where ’chej lead

- accumulate knowledge

As 'tmining progresses, explom’cion can be

“relolaceo( bj exploitation.
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Recall the reinforcement learning cycle:

S[0] = <initial state>

w = <initial weights>

for i in range(N):
a = daction(S[i], w)
S[i+1] = newstate(S[i], a)
r = reward(S[i], S[i+1], a)
<update w>



Recall the reinforcement learning cycle:

S[0] = <initial state>
w = <initial Wei9h't5> Defines the current policy
for i in range(N ): Adjustable through the parameter vector w
a = daction(S[i], w)
S[i+1] = newstate(S[i], a)
r = reward(S[i], S[i+1], a)
<update w>

How do we design this function?



The policy

Decides what action(S,w) to take in a
given state S, using prior knowleo(ge
collected in a parameter vector w.

Two common alolorootches:
. Represen’c policy ds a neural network
* Represent policy as o table




Representing the policy as a neural network

' output
input ’ put
digital image motor torques
sound [~

touch sensors
accel
sound

The weights in the network are given bj the parameter

vector w in action(S,w)



Representing the policy das a table

An alternative to neural networks and the idea is to
store all previous learning experience in d table with one
entry for each (state, action) combination:

a, d, di ... a

S5 - dverage rewdrd
obtained after
taking this action
when in this state

Q-table



Hustration:

a, d, d,

$151 -1 3

S21 0 2| N

S3| 719 |-5 > In state s, the highest

Sl 8 | 2 0 dverdge rewdrd is obtained

when taking action a,

#S=012,.. is a state and Q is a numpy table.
def action(s, Q):
return np.where(Q[S,:] == max(Q[s,:]))[0]([0]



Three different ways of using the Q-table
9reeo(5: dction = o\rgor‘nolx Q[s,a]

argmoix Q[s,a], with |oro|o 1—¢

€-9Y€€O(jjt action random dction, with [orolo €

eQ[SJal]/T
3 eQ[S,CLk]/T

d, with prob

softmadx: action

eQ[S»am]/T
3 eQ[s,ak]/r

ad. with prob



An exotm,ole

d; dy dj

Suppose we adre in state s,. $915| -1|3
How do we choose the next dction? ‘ 20012 N
S3| 7|19 |-5

greedy: choose a, Sm| 812 | 0

g-greedy: Draw a random number X ~ U[0,1]
If X = &: choose a,
else: select action at random

softmax: Draw (X;, X,, X3) ~ multinomial(1; |o1,|02,|o3)
IF X1 = 1. Ci’\OOSQ a, B exp(0)

€,S€ lf X2 =1 Ci‘\OOSQ 0‘2 P1 _exp(0)+exp(2)+exp(11)

. _ 4. _ exp(2)
€,S€ lf X3 - 1 Ci‘\OOSG 0‘3 Pz_exp(0)+exp(2)+exp(11)

_ exp(11)
P3 B exp(0)+exp(2)+exp(11)
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Main reinforcement learning cycle:

S[0] = <initial state>

w = <initial weights>

for i in range(N):
a = daction(S[i], w)
S[i+1] = newstate(S[i], a)
r = rewadrd(S[i], S[i+1], a)
<update w>



Main reinforcement learning cycle:

S[0] = <initial state>
w = <weights from a previous learning cycle (episode)>
for i in range(N):

a = daction(S[i], w)

S[i+1] = newstate(S[i], a)

r = rewadrd(S[i], S[i+1], a)

<update w>



Learning (= updating w)

Neural network implementation of policy:
w = network weights
policy-gradient methods O
actor-critic methods AR />

Q-table implementation of policy:

W = -t"\e 'tdble Q s 1

SARSA

Q-learning ‘o




Policg-gmdien’c methods

* Execute current policg

* Collect rewards
* After several iterations adjust the weights in the

direction of increased expected reward

ex[oecteo{ dccumulated

reward folo'l’imal loolicg

/\/\
Current policg

network parameters ([oolicg)




Actor-critic methods

* Two neural networks interact and are trained together

*  The critic network learns the values of different (state,
action) pairs from the received rewards

*  The actor network learns correct actions using feedback
from the critic network

update actor -~ ( Compare
/

CRITIC

V

state E% 3

observat N
actions

ACTOR




Learning algorithms for Q-tables

Store all previous learning experience ds table.

Sy ~ dverdge reward
obtained after
taking this action
when in this state




Suppose we have experienced (s,a;) a total of k times and
have received rewards

V»], 72, cee) Vk

Seems redsondble to let
Q[si,aj] = (rytryttr )k

NOTE: If the environment is completely deterministic then
newstate(...) and reward(...) are deterministic, too.

Thenvr,=v,=...=r



Problem 1

The environment may change over time dnd in that case
we would trust recent rewdrds more than older ones

Solution:
Suppose we are in state s, current policy says take
action a, and the reward is r. Then we let

Qs,a] = (1-u)Q[s,a] + ur

Updates (first to last):

Q[s,a] = ur,

Qlsa] = (1-p)pry + pry

Qls,a] = (1-p)2pey + (1-p)phry + phvs




Problem 2

The update rule only considers the reward for the next
move. We want Q[s,a] to reflect the total accumulated
reward from s and all the way to the final destination.

Solution:
Suppose we dre in state s, Policy says take action a,

the rewdrd is r, the new state is s', and policg says
we should then take action a'.

Qls,a] = (1-u)Q[s,a] + u (r + yQ[s'a'])

Discount rate - a number

This learning rule is called SARSA. v € (01) close to 1



SARSA actually takes into account all future steps!
Suppose the (state,action) sequence is (s,a), (s'a'), (s"a"), ...

Updates in (s,a):

Qls,a] = (1-u)Q[s,a] + u [r + yQ[s'a'])
Updates in (s\a'):

Q[s'a’] = (1-u)Q[s'a’] + p [r' + yQ[s"a"])
Thus (assuming u=1 for simplicity):
Qls,a]l = v + yr' + Y2¢" + Y3 + .
(called the discounted future reward when y<1)




Discounted future reward

The expression

Qls,a] = v + yr' + Y2¢" + Y3 + .

tells us that rewards received later on the loa’ck to the
destination are reduced (discounted). Why?
r r r' v

(s,a) — (s'a') —(s"a")——(s"\a"") — ... GOAL

Reason: there is some uncertainty in edch action we take

and that uncertainty accumulates along the paﬂ\.



Q-learning
This is an alternative to SARSA.

In Q-learning we replace the term Q[s'a’] in SARSA with
the maximal value of Q[s', :]

Qls,a] = (1-u)Q[s,a] + 1 (r + ¥ max Q[s', :])

If the policy used is the greedy algorithm then Q-ledrning
and SARSA are identical.



The Q-Learning Algorithm

« Initialisation
— set (s, a) to small random values for all s and a
» Repeat:

— initialise s
— repeat:
x select action a using e-greedy or another policy
take action a and receive reward r

update Q(s.a) « Q(s.a) + pu(r + ymax, Q(s'.a’) — Q(s.a))

*
% sample new state s’
*

* ’

set s «— S

— For each step of the current episode

o Until there are no more episodes




The Q-Learning Algorithm

o Initialisation

— set (s, a) to small random values for all s and a

o Repeat:

Q(s,a¢) +— Q(s¢,0¢) +
W
old value

— initialise s

— repeat:

£

learning rate

leameiva.lue
ri1 + X max Q(s¢41,a) = Q(st,a)
~~ ~~ o 5 N et

reward  discount factor

estimate of optivmal future value S aele

x select action a using e-greedy or another policy

sample new state s’

take action a and receive reward r

updat‘OIQ(s. a) + Q(s.a)+ p(r + vymax, Q(s'.a’) — Q(s.a))

2 e N e

set s « s’

— For each step of the current episode

o Until there are no more episodes






