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Overview of lecture

e Applications and motivation

e Sensing, planning and control

e Al for robot control:
Reinforcement learning

e Al for robot design:
Evolutionary robotics

e Reality gap
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1 controllers
In this course
dynamics dynamics

Ki £ des_ired state

[ ) iInematiCs joint estimation
torques

e Control theory . il
® inverse estimated

e kinematics, configuration

Jacobian desired
trajectory

e These are applied for fixed control mechanisms in predictable environments





http://www.youtube.com/watch?v=XpBWxLg-3bI

Autonomous


http://www.youtube.com/watch?v=c1E170Xr6BM



http://www.youtube.com/watch?v=TUDiG7PcLBs
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Why do we want Al in robotics?

Predictable environments: Can easily Unpredictable environments: Need to
create required control mechanisms react to unpredictable events



Sensing Planning Control

Combine  Use preset control
mechanisms
OR
Use Al



Sensing

Planning

1. Wait for traffic
to clear
2. Turn left

Control

- Move steering
wheel
- Accelerate

Use preset control
mechanisms
OR
Use Al



Sensing

Sensing is important to detect features




Sensing overview

Example sensors Example techniques

Motor encoders Convolutional Neural

e [MU - Inertial Networks
Measurement Unit e Recurrent Neural
e Vision (camera) Networks

e Time Series
LSTMs

Contact and force



Sensing - Neural Networks

e Neural Networks (NNs) are machine
learning models inspired by the human
brain, used for recognizing patterns,
making predictions, and learning from

data.

e Consists of:

O

Neurons: Nodes to process and
pass information

Weights: Strength of each
connection

Activation functions: Calculate
neuron activation

Input Layer: Receives data

Hidden Layers: Applies abstraction
Output Layer: Produces the final
result

Artificial neuron
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Input layer Hidden layer Output layer

Artificial neural networks



Sensing - Neural Network

Input layer Hidden layer Output layer

Input features Cat?
atv
For example: 0=No
e Image 1=Yes
° Sound

Artificial neural networks

Is the prediction correct?

Yes - GREAT!
Nothing to be done

No - Update network
weights using
Backpropagation



Sensing - Convolutional Neural Networks

Input layer Hidden layer Output layer

:%

Artificial neural networks

How to use an image as input for an ANN?



Sensing - Convolutional Neural Networks

e Designed to deal
with images

e Reduces number of
parameters

A Typical Convolutional Neural Network (CNI

Convolution Pooling  Convelution Pooling - <4 o \)
- : - - N
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o= ?\\%E 8 - = .7 K
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Kernel =~ .\ =%
g -1/ /
Input Image Featured Pooled Featured Pooled Flatten
maps Featured maps maps  Featured maps layer
< - -
Feature Maps Fully connected layer
. [ 25 [ sovees |
Feature Extraction I | Classification A‘ | Probabilistic |

‘ distribution

https://akankshaaa.hashnode.dev/understanding-convolutional-neural-networks-unleashing-the-power-of-visual-data-analysis




Sensing - Recurrent Neural Network

e Designed for sequential data
e Maintains a memory

e Used for:

O

O

Time-series

Natural Language
Processing

Robot control sequences

Recurrent Neural Network




Sensing - Recurrent Neural Network

RNN LSTM GRU Transformers

Output
Probabilities
Forget gate

Nx
Reset gate Update gate
Input gate Output gate
J
Positional d Positional
Encoding Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)

https://aiml.com/compare-the-different-sequence-models-rnn-Istm-gru-and-transformers/



Al for robot control: Reinforcement learning



Reinforcement learning

| The agent chooses
Action .
according to the

/ N current state:
nvironment

E
- Action

Agent

- Oa®
— The environment

- returns according to
5% 6 6 State-Action pair:

\ g

- Next state
State - Reward
Reward

Goal is to find a policy for the agent to maximize reward.



Reinforcement learning

Important terminology:

- Agent: Model/Robot interacting with the environment

- State: Perception of the agent in the environment

- Action: Behaviour of agent to transition from one state to another
- Reward: Positive/Negative outcome based on action done in state
- Policy: Plan of actions based on states to maximize reward

- Value: Expected reward at state



Deep reinforcement learning

Action

Environment

State
Reward

State

Policy

Hidden

Action




Deep reinforcement learning

Discrete actions Continuous actions
Hidden Hidden
o Move left Quipak Acceleration
State State
T~ Move right T~ Steering angle
Actions are the direct output of the model Often a stochastic policy is used

e The model returns Mean
and Standard deviation for
action

e Improves stability and
exploration




Deep reinforcement learning - Actor-critic network

Action

—

Agent/Actor

Hidden

Input
11
Output

Environment

Value Value-estimator/Critic State

Hidden

Output

State
Reward

Add Critic network as
state-value estimator

e Improves stability
e Improves sample
efficiency




Deep RL in Robotics - Sense and control

One policy for all actions

Sensors

Robot

%

Hidden

Control

Skip planning and
act directly on
sensing

For example: the
humanoid robot
previously shown in
this lecture



Deep RL in Robotics - Issues

Issues for Deep RL in Robotics: [&5] | [ o9]
)= @38

e Costly (trial and error) .
e \What is the reward function? 5% 5%

o  Sparse rewards
o  Reward hacking - Robot finds a way to get high
reward with unwanted actions




Imitation learning

Use expert demonstrations as ground truth

Collect data

Expert demonstrations
Results in State-Action
pairs for the robot to
use

Examples
o Doctor in surgical
operations

o Cardrivers

Learn policy

Use State-Action pairs
to optimize policy of
robot

Supervised Learning
Combine with
Reinforcement learning

Execute policy

Robot performs task
autonomously
Fine-tuning to improve
performance




Imitation learning - Compounding errors

Errors at Subsequent (T-t) Time Steps

Optimal Trajectory

https://link.springer.com/chapter/10.1007/978-981-15-4095-0_8

Possible solution:

1.

2,

3.

4.

Collect data during
policy training

Use expert to relabel
new data

Add new data to
dataset

Repeat

Issue: Time consuming to
relabel new data using expert



https://link.springer.com/chapter/10.1007/978-981-15-4095-0_8

Hierarchical reinforcement learning

Sensing Planning

3
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Control




Hierarchical reinforcement learning

One policy for each action

Hidden

Sensors Control

Hidden

Input
11
Output

Sensors Control

e Create policies for all

known actions

e Plan actions using

meta-controller

state s
Subpolicies [ 1 ][ 2 ][ 3 ]
]sub-goalg 1
[ Meta-controller ] action a

4
state s



Model predictive control

e Look into the future and base actions on that

Simulate Act
actions






https://docs.google.com/file/d/1sYVm0adjjvG4sKtWBFOmQQHeQSDt9cqU/preview



https://docs.google.com/file/d/1quTFvk74eqC9ZlcvG-aXAhHBsiZA-w9n/preview



https://docs.google.com/file/d/1dZu2l0XchVNc66SVGNNozavqCyUW-eMc/preview

Al for robot design: Evolutionary robotics





https://docs.google.com/file/d/1lLwzguhdCOnQlO_GW72qAuHRBMXrQUIH/preview

Evolutionary Robotics: Motivation

e Adaptability

e Unknown environments

e If evolution created
intelligence, can Artificial
Evolution create Artificial
Intelligence?




Evolutionary Robotics: Motivation

Engineering
science

Evolutionary

Robotics Biology
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Autonomous Evolution for Models of evolution
robots robot design



Evolutionary Robotics: How does it work?

Select robots for next

Initialize and iteration

evaluate robots




Evolutionary Robotics: How does it work?

Genotype Phenotype

A robot has two
components to optimize

Body Control
(:):@ Hidden

[ ]

Used for search operators Used for evaluation (I @ g
(|

e i
. ——




How does it work? - Representation Body/Morphology

Phenotype

Genotype I 5

o

Indirect encoding: Not reversible




How does it work? - Representation Brain/Controller
Genotype Phenotype

List of parameters for Sine Wave:

A=0.4, P=92°, 0=0.4, F=4.0

Direct encoding: Reversible




Encoding

l Genotype I

Decoding

Blueprint
(tree)

Graph
Interpretation

Virtual
Creature

Graph

éo

Parent
Controller State

!

Controller

i

Controller State

https://www.youtube.com/watch?v=dE 1L.48bbgAo

Veenstra, F., Szorkovszky, A., & Glette, K. (2023). Decentralized Control and
Morphological Evolution of 2D Virtual Creatures.

IR I

(a) Direct encoding PCO

Jvi # F

(b) Direct encoding P-RNN

e e

(c) Indirect encoding SW

ot o

(d) Indirect encoding PCO

e 5% s

(e) Indirect encoding RNN



https://www.youtube.com/watch?v=dE1L48bbgAo

Type of controller

https://www.mn.uio.no/ifi/english/research/groups/robin/research-projects/cocomo/modbots.html

Kvalsund, M, Glette, K., & Veenstra, F. (2022). Centralized and Decentralized
Control in Modular Robots and Their Effect on Morphology.


https://www.mn.uio.no/ifi/english/research/groups/robin/research-projects/cocomo/modbots.html

Real-world evolution

Nygaard, T. F.,, Martin, C. P, Torresen, J., Glette, K., & Howard, D. (2021).

Real-world embodied Al through a morphologically adaptive quadruped robot



A Morphologically Adaptive
Quadruped in the Wild

@ & DATA Hl



https://docs.google.com/file/d/18p07y9kb6QfHBLm3RqokTqS4PCaGXymf/preview

Combining Evolutionary robotics and Reinforcement learning
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https://www.nature.com/articles/s41467-021-25874-z

in variable terrain




Reality gap



Reality gap

e Training robots in real life is costly
e Simulations can be used.
e Simulators are fast and can evaluate solutions in paraliel

But...

e A simulator cannot capture all aspects of reality
e Evolved solutions may exploit features of the simulator not present in reality

The solutions evolved in simulation behave differently when applied to the
real robot!



Reality gap

150

100

z position (cm)

simulator
real 1
real 2
real 3

Glette, K., Johnsen, A. L., & Samuelsen, E. (2014). Filling the reality gap: Using
obstacles to promote robust gaits in evolutionary robotics.

X position (cm)

50


https://docs.google.com/file/d/1bGrHMe2D_ve82sopQd_saB_Po1_bQ5zc/preview
https://docs.google.com/file/d/1j7RlF4NG_vsmRAhj_ggSc2RE0QNC48Xc/preview

How to deal with the reality gap

1. Increase simulation fidelity

e Manually: do more precise measurements, increase computation spent on solving physics equations
e Automatically: measure deviation simulation-reality, auto-tune simulator for smaller deviation

2. Encourage robustness

e Manually: E.g. Encourage slow, static movements, add noise
e Automatically: Avoid solution types that transfer poorly

3. Online learning after deployment on real robot

e (Can use evolution, reinforcement learning, or other method



How to deal with reality gap

e Add noise to
encourage robust
behaviour

e Lots of computation!

o 64 V100 GPUs and 920
32- core CPUs training

for Seve“ral months Solving Rubik’s Cube with a robot hand | OpenAl
o 13 000 “years of

experience”

L



https://openai.com/index/solving-rubiks-cube/

How to deal with reality gap

Evaluate solutions in
real life during
optimization process
Learn a “transferability
function”. Score how
well simulator matches
reality
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Summary of the lecture

e Fixed control mechanisms work well in predictable environments
e For unpredictable environments we can make use of Al algorithms

e Al robots sense the environment and interact accordingly

o Common sensing techniques: Neural Networks, Convolutional Neural Networks, Recurrent

Neural Networks
0 Sense -> Plan -> Act Input layer Hidden layer Output layer

AT

Artificial neural networks



Summary of the lecture: Reinforcement learning

Action
e Robot control is often done using Reinforcement
Learning: Agent
o Trial and Error [e0]
o Goal is to find a policy for the agent/robot to maximize i PP Environment
reward. e
o With Deep reinforcement learning, we use a Neural g@)
Network as agent
e Reinforcement Learning applied to robots:
o Imitation learning: Learn from experts State
o Hierarchical reinforcement learning: Split the problem into Reward

smaller sub-problems
o Model predictive control: Look into the future by simulating
actions e
o  Other methods not covered in this lecture exist too

state s

sub-goal g

action a

| Meta-controller

[}
state s




Summary of the lecture: Evolutionary robotics and the Reality gap

e Evolutionary robotics: Use Select robots for next
evolutionary algorithms to design iteration
robots.

o Combine Evolutionary robotics with
Reinforcement learning: Use ER to
make new robot designs, use RL to
train them

e Reality gap: Simulations are faster =

but less accurate

o The solutions evolved in simulation
behave differently when applied to the
real robot.

o Solutions: Improve simulations, add
noise for robustness, create a function
that maps simulation performance to
reality, test solutions in real life during
optimization
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