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Organisational matters 

•  1 two-hour lecture per week 
•  1 two-hour common group exercise (not this week) 
•  1 oracle per week 

•  Theoretical knowledge 
–  IN 3230: 70% of the grade 
–  IN 4230: 60% of the grade 
–  examined in a written 4-hour exam 

•  Practical knowledge 
–  1 mandatory assignment (must be passed for admission to written exam) 
–  IN 3230: 1 home exam (30% of the final grade) 
–  IN 4230: 2 home exams (40% of the final grade) 
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Course outline 

•  What does that mean? 
–  The books are recommended to improve understanding of the 

material that is pensum. 
–  The books contain more topics. 

These are not part of the course’s pensum. 
–  In a few cases, the lecture is more up-to-date than the books. 

Pensum 
•  All lectures 
•  All lecture slides 
•  All group lessons 
•  All mandatory assignments and 

home exams 

Not pensum 
•  The recommended books 
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Problem area and focus 

•  What today's networks really are 
–  Why they are the way they are 
–  How we could make them better 

→ Critical thinking! 

•  Principles, concepts, and generality 
...and learning by doing 
–  Understand principles and concepts by 

building examples 
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Internet, previously: 

Internet, today: 
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Theory 

ISO/OSI model DoD model 

5. Application 

4. Transport 

3. Network  

2. Link Layer 
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Reality 

Typical packet from AT&T backbone network 

Pamela Zave and Jennifer Rexford. 2019. The compositional architecture of the internet. 
Commun. ACM 62, 3 (February 2019), 78-87. DOI: https://doi.org/10.1145/3226588 
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Recursive architectures 

•  Foundation: 
John Day: “Patterns in Network Architecture: A Return to 
Fundamentals”. Prentice Hall, 2007. 
–  First and foremost, a different way to think about layers 

•  Key ideas: 
–  The essential role of layers is not to be a collection of a specific 

set of functions but instead to define a communication scope 
–  Some essential functions exist at every layer, although they 

might be instantiated differently depending on the environment 
•  Even if the functions are exactly the same, it's not a 

repetition: they only occur once per scope 
–  Layers can be stacked as needed, there are no dependencies 

and there are always the same interfaces between layers 
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The (really) Important Thing about Layers 
(slide by John Day, adapted) 

•  Networks have loci of distributed shared state with different scopes 
•  At the very least, differences of scope require different layers 
•  If layers have the same scope, their functions should be completely 

independent 

 
•  Does this picture show the Internet? 

•  No. Internet: the middle layer does not exist, and the top layer would be IP 

Host or End System 

Router 
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Early 70's: IP was split from TCP 

•  Two layers of the same scope, with dependencies! 
 

•  Example problem: IP fragmentation doesn’t work 
–  IP must get all fragments of the same packet to reassemble 
–  Retransmissions by TCP are distinct and not recognized by IP 

•  Must hold fragments for a long time, in vain; waste of buffer space 
 

•  There is a fix: Path MTU Discovery 
–  Disable fragmentation & find the largest possible packet that can 

be sent: starting big, reducing size upon incoming ICMP error msg 
–   Equivalent to “Doc, it hurts when I do this!” “Then don’t do it.” 

•  Actually the fix doesn’t work either: many nets filter ICMP 
•  Solution: PLPMTUD: start small, assume ok when ACKs arrive 
    ...can you see the problem with that? 
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Another example: multi-path transfer 

•  TCP makes many assumptions 
(little re-ordering, almost no loss, ..) 
–  IP tries to be neutral; yet, new in-network mechanisms must not break 

TCP's assumptions 
  

•  Example: multi-path data transfer 
–  Network layer; routers should not look at transport header 
–  Per-packet operation creates re-ordering for TCP 
–  Mechanisms like Equal-Cost Multi-Path (ECMP) or 

Link Aggregation Group (LAG) divide per-connection 
–  Need to track connections, need functions per transport protocol 
–  IPv6 flow label could help... but ECMP/LAG rules in RFCs allow 

hashing on transport header 
•  Maybe some router vendors want this? 

SCTP, UDP, ... 
QUIC? 
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Developing flow + congestion control 

•  How fast can we send? 
–  Vertical interface should probably include a “rate” 
–  Layer ("DIF") should probably implement flow control 

S1 R1 

A1 A2 DIF 

Sender Receiver 

RINA terminology: 
“Distributed IPC Facility” 
IPC = “Inter Process Communication” 
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Developing flow + congestion control /2 

•  How fast can we send? 
–  Vertical interface should probably include a “rate” 
–  Layer ("DIF") should probably implement flow control 

S1 R1 

A1 A3 DIF A2 

Sender Relay Receiver 

1 
1 2 1 
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Developing flow + congestion control /3 

•  How fast can we send? 
–  Vertical interface should probably include a “rate” 
–  Layer ("DIF") should probably implement flow + congestion control 

S2 R1 

A1 A3 DIF A2 

Sender Relay Receiver 

1 
1 2 1 

S1 R2 
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Developing flow + congestion control /4 

•  How fast can we send? 
–  Vertical interface should probably include a “rate” 
–  2-DIFs should probably implement flow control, and 1-DIF 

should probably implement congestion control 

S1 

A1 A2 A3 1-DIF 

B1 B2 2-DIF #2 

S2 R1 R2 

B1 B2 2-DIF #1 
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Developing flow + congestion control /5 

•  How fast can we send? 
–  Vertical interface should probably include a “rate” 
–  Every layer should probably implement some form of 

flow control, and congestion control when there are relays 
serving multiple flows 

A1 A2 

S R 

A2 A1 

B1 B2 B3 

1-DIF 
#2 

2-DIF 

Sender Relay 1 Receiver 

1-DIF 
#1 

Relay 2 

A3 

C1 C2 3-DIF 

Multiple 
senders / 
receivers 
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And the Internet? 

•  How fast can we send? 
–  Who’s deciding what, what are the interfaces? 

A1 A2 

S R 

A2 A1 

B1 B2 B3 

Ether- 
net 

Network 
layer 

Sender IP 
router 

Receiver 

WiFi 

Ethernet 
switch 

A3 

C1 C2 
Transport 

layer 

Down/up: 
just buffers 

Down/up: 
just buffers 

No info about 
speed; only 
queue 
management 

Even here 
we don't 
easily learn 
"how fast" ! 

MAC algorithms 
implement 
overload control 

TCP etc. 
implement 
congestion control 
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E.g. Linux 

•  Useful TCP "speed" 
feedback: "low water mark" 
–  Patch with 

"TCP_NOTSENT_LOWAT" 
socket option, 2013 

–  Apple computers also offer this 

From: 
C. A. Grazia, N. Patriciello, 

T. Høiland-Jørgensen, 
M. Klapez, M. Casoni and 

J. Mangues-Bafalluy, 
"Adapting TCP Small Queues 

for IEEE 802.11 Networks," 
PIMRC 2018, Bologna. 

L2 

L3 

L4 
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Non-technical reasons for these problems 
•  Compromises 

–  Standards: often "group 1 demands X, 
group 2 demands Y, so let's have both X and Y !" 

•  Opposing incentives 
–  Google, Cisco, Netgear, Akamai, Telenor, Apple, Microsoft, ... 

Common open interfaces? 
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People agree on some things... 

•  End-to-end ("e2e") argument 
–  Carefully consider trade-offs between implementing 

functions inside the network versus end systems 
–  Think twice before letting the network do it 
–  No application-specific functionality in the network 
–  Frequently interpreted too strictly: 

"keep the network dumb, put all logic in end systems" 
 

•  Postel's robustness principle: "Be conservative 
in what you send, be liberal in what you accept" 
–  Ensures downward compatibility (e.g. "reserved" bits) 
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... but still they fight 

•  "Pervasive Monitoring is an Attack" 
RFC 7258 

•  Also: ossification 
–  Middleboxes make assumptions, e.g. about TCP, 

break Postel's principle 

•  Solution: encrypt everything, end-to-end ! 
–  Also protocol headers (e.g. QUIC) 
–  Pure "e2e" restored - no more ossification; good? 
–  Also, no more control by ISPs... more control to Google? 

•  "Spin bit" for RTT calculation: minimum information to share 

Consider: multi-
path transfer 
example 
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Problems with addresses 

•  Addressing is another example of how the Internet 
is different from what you learned so far 
–  Reality is uglier  L  

•  Multihoming: devices connected to the network 
with more than one interface 

•  This was always part of the Internet... 
... but this may surprise you, considering the following slides. 

 
•  Mobility: almost eliminated by design. 
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Multihoming (slides by John Day, adapted) 

•  Internet addresses name the interfaces. Let’s see what this does 
•  Assume: A wants to send a PDU to H, so it goes to DNS and looks 

up the address and gets 9. Now these nodes have been running a 
routing algorithm and the route is A, B, D, F, H.  

•  So what do the router tables look like? (next slide) 
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A PDU is sent with  
destination address 9 from A 

•  A consults its Forwarding Table and sends it on outgoing address 1, next 
hop 22. 

•  B consults its FT and sends it on outgoing address 7, next hop 15. 
•  D consults its FT and sends it on outgoing address 14, next hop 20. 
•  F consults its FT and sends it on outgoing address 11, next hop 9. 
•  Now another PDU is sent from A to address 9, just after it leaves, the 

interface goes down. 
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What happens when link F - H fails? 

•  What happens if the link with address 9 goes down? 
–  In a few 10s of ms, a routing update is done, and Addresses 9 and 11 are 

eliminated from the forwarding table. 
–  After several seconds and many retries, A determines that Address 9 is not 

responding, 
–  All TCP connections with Address 9 are terminated. 
–  All PDUs enroute to 9 are lost. 
–  Hopefully, there is a second DNS entry that lists H as also at Address 10. 
–  Connections are re-established using address 10. Several seconds have 

elapsed. 
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Now: node addresses 

•  Since we want to emphasize that we are naming nodes, lets just use 
the letters for addresses.  But we still have to say which wire to send 
them on. 

–  There are two cases in general: 
•  Point-to-point Wire:  No need for lower layer addresses, use local identifiers. 
•  Multi-access wired or wireless: Here we need addresses, use MAC addresses. 

–  We have only wires, so lets assign small integers as the local interface 
identifiers. 

•  Now lets say that A wants to send a PDU to H, so it goes to DNS and 
looks up the address and gets 9. Now these nodes have been running 
a routing algorithm and the route is A, B, D, F, H.  

•  So what do the router tables look like? (see next slide) 
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Forwarding	Tables	for	Each	Router	
	 	 	 	

Forwarding	Table	for	Each	Router	

	 	 	 	
Using	Node	Addresses	

	 	 	 	 	 	
Using	Next	Hop	

	 	
	 	 	 	

Outgoing	Interface	
	 	 	 	 	 	 	 	 	 	 	 	 	Destination	

Address	 A	 B	 C	 D	 E	 F	 G	 H	
	 	 	

Destination	
Address	 A	 B	 C	 D	 E	 F	 G	 H	

A	 -	 1	 2	 1	 1	 3	 1	 1	
	 	 	

A	 -	 A	 A	 B	 C	 D	 E	 F	
B	 2	 -	 1	 1	 1	 3	 1	 1	

	 	 	
B	 B	 -	 B	 B	 C	 D	 E	 F	

C	 1	 3	 -	 1	 1	 3	 1	 1	
	 	 	

C	 C	 C	 -	 B	 C	 D	 E	 F	
D	 2	 2	 1	 -	 2	 3	 1	 1	

	 	 	
D	 B	 D	 B	 -	 D	 D	 E	 F	

E	 1	 2	 3	 3	 -	 3	 1	 1	
	 	 	

E	 B	 D	 E	 E	 -	 D	 E	 F	
F	 2	 2	 1	 2	 2	 -	 1	 1	

	 	 	
F	 B	 D	 B	 F	 D	 -	 E	 F	

G	 1	 2	 3	 3	 3	 3	 -	 2	
	 	 	

G	 B	 D	 E	 E	 E	 D	 -	 G	
H	 2	 2	 1	 2	 2	 2	 2	 -	

	 	 	
H	 B	 D	 B	 F	 D	 H	 H	 -	
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Sending a PDU from A to H 

•  A has a PDU addressed to H: 
–  A consults its Forwarding Table and sends the PDU on interface 2 to B. 
–  B consults its Forwarding Table and sends the PDU on interface 2 to D. 
–  D consults its Forwarding Table and sends the PDU on interface 2 to F. 
–  F consults its Forwarding Table and sends the PDU on interface 2 to H. 

G
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•  What happens if just after the PDU is sent the Link from F to H fails? 
–  In a few 10s of ms, a routing update is done, and a new Routing Table is generated. 
–  The PDU gets to D after the routing update has concluded and is delivered to H as if 

nothing happened.  
–  PDUs that might have been between B, D, and F might get re-routed. Only PDUs on 

the wire from F to H would be lost. 
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What happens when link F - H fails? 
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A modern Internet "solution”: MPTCP 

•  A and H initially tell each other about all their addresses 
(A: 1, 2;  H: 9, 10) 

•  MPTCP subflows are established; how many, depends on the path 
manager configuration 

–  E.g. fullmesh: 4 subflows (1-9, 1-10, 2-9, 2-10) 
–  Then, normally: use all of them (schedule traffic, e.g. round-robin or preferring 

least-RTT path until cwnd full; “cautious” congestion control – be at most as 
aggressive as 1 TCP across a common bottleneck) 

•  F-H link goes down: one subflow becomes unavailable, no TCP 
failure for application 

•  This is done e.g. by iPhones since iOS 7: 
https://support.apple.com/en-us/HT201373 
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Another problem with IP addresses 

•  I moved from Bogstadveien to Thorvald Meyers Gate 
–  I registered to have mail forwarded for a month for free 

(postens flyttehjelp) 
–  This gives me time to inform everyone about my new address 

(posten offers an easy service to do that) 
–  After this month, I have no more business with the old address 

•  Imagine a world without addresses 
–  But where, instead, my name is Bogstadveien 
–  Moving: use “postens flyttehjelp” forever! 

•  One of the Internet's "solutions": MPTCP again 
–  Applications should bind to names, not IP addresses 
–  MPTCP can switch without interruption 

Mobile IP 
does exactly 
this. 
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Conclusion 

•  The Internet is quite different from “theory” 
–  Layers are often neither OSI nor DoD 
–  Not much real theory until quite recently 

•  Recursive architectures offer a "cleaner" look 

•  You will learn what the Internet really is like 
–  You should learn to appreciate good vs. bad design 
–  Hopefully deeper understanding than public press or 

some tech blogs! 
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Thank you! 

Questions? 


