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Distributional shifts, out-of-distribution samples, and outliers.

Methods for improving generalization and domain adaptation.

Image augmentation methods and their implementations.

Methods for applying fixed NNs on varying input sizes.

Weight initialization and standardization strategies

Introduction to contrastive learning.
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Motivational Example: The Cat Lady’s Request

A cat lover tasks you with training a
network for classification, and provides
you with a labeled dataset of images of
(their) cats.
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You notice that all the images are
closeup indoor images of the (reluctant)
faces of cats taken by the owner using
an SLR.
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A cat lover tasks you with training a
network for classification, and provides
you with a labeled dataset of images of
(their) cats.

You notice that all the images are
closeup indoor images of the (reluctant)
faces of cats taken by the owner using
an SLR.

They want to use the classifier to detect
cats in their backyard with a low

resolution infrared surveillance camera.

Do you see any problems with this?
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Problems with Example: Differences in Distributions

The training images and backyard images
are from different distributions.

e Different resolution (high res. SLR vs.
low res. surveillance) 20

e Different scale, perspective and pose 15
(closeup of face vs. full body) o

e Different lighting and colours (indoors
colour vs. outdoor IR/BW)

e Different label distribution (other cats
in image, multiple cats in image)
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Generalization (model property):

f(—@train) ~ f(—@target) for @train ~ @target

Domain adaptation (model property):

f(@train) ~ f(@target) for @train lcad @target

Out-of-distribution ( ):
Samples significantly different from the
data our model was trained on.

Outliers ( ): Samples from

the tails of training or target distributions.

Distribution shift ( ):
Samples with different statistical
properties from the data our model was
trained on.

Drrain ~ Drarger = training data has similar
distribution to target/test/inference data.
Dirain * Drarger := training data has different
distribution to target / test / inference data.

Colored MNIST

Camelyon ImageNet-V2

Training

: pr
I r—% b/ o |
bl et
Diversity shift = ? = Correlation shift
Figure 1: of image ification datasets ing different kinds of distribution
shifts. While ll ls clear that lhe dnl’\sen at bmh end< exhibit apparent distribution shifts, in the middle,
it is hard to the between the training dataset (ImageNet [21])

and the test dataset (ImageNet-V2 [58]) whth represent a large body of realistic OoD datasets.
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MinMax:

_ x — min(z) .
2= max(z) — min(x) = 2 € [0,1]

Control variance

MaxAbs: e Improve convergence

= —— =2z € [-1,1] o Reduce numerical instability
max(|x])
e Improve sensitivity to
Standardization: outliers
P = E[z] =0, Var[z]=1
O
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We cannot expect training data to
match data at inference...

...and we cannot expect our models
to match training error in

deployment! . . ]
Train longer, generalize better: closing the
generalization gap in large batch training of neural

Recall: networks

e training / validation / test

Elad Hoffer} Itay Hubara; Daniel Soudry
Technion - Israel Institute of Technology. Haifa, Israel
{elad.hoffer, itayhubara, daniel.soudry}@gmail.com

e bias-variance tradeoff

The Deep Learning Solution™:
more training and data, let
|2| — o0
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Which of these are problematic for our approach?

A. It takes longer (time — 00) to train our models.

B. Infinite informational capacity risks creating a black hole.

C. We are too lazy to gather infinite samples.
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Which of these are problematic for our approach?

A. It takes longer (time — 00) to train our models.

Environmentally unfriendly

B. Infinite informational capacity risks creating a black hole.

C. We are too lazy to gather infinite samples.

No problem, lazy = smart
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How to get our hands on more
data?

e We want to generate
samples similar to our
existing data.

e We want the variation to be
indicative of natural
variations of our data.

We use image transformations to

Three ways to improve data

1 - Collect more 2 - Synthesize 3 - Augment
g —
= i
o simple

o expensive
o requires manual
labor

o complicated
« might not truly
represent the real data

o butfinding a good
augmentation strategy
takes lots of trial &
error (=time of Al
engineers)
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Geometric of Photometric?

Two main categories of image transformations

Geometric image transformations:
e Changes to geometric properties.

e Size, shape, position, orientation, etc.

Photometric transformations:
e Changes photoreceptive properties.

e Brightness, contrast, colour, noise, etc.

Otbher filters:

e Can be interpreted as either, or both.

e Blur, edge filters (Sobel, Canny), etc.
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Geometric transformations
Vertical / Horizontal flip

Several common transformations are : T - I T =
geometric in nature.

Simple example: flipping images in
torch.tensor format.

def vflip(img):
# Input dim: B,C,H,W
# Dimension -2 := H
return img.flip(dim=-2)

def hflip(img):
# Input dim: B,C,H,W
# Dimension -1 := W
return img.flip(dim=-1)
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Rotation is another commonly
applied geometric transform. In
matrix form, coordinates are
transformed by:

Tout cos(f)  sin(0)| |xin

Yout - Sln(e) COS(@) Yin

PyTorch implementation:

import torchvision.transforms as T

def rotation(img, angle):
# Input dim: B,C,H,W

return T.functional.rotate (img,

angle)
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A generalisation of rotation and flips,
which includes shifting, scaling, and

shearing.
Ore poWe
Tout a1 a2 b Tin
Yout | = |21 a2z ba| |¥Uin
1 0 0 1 1 : ]

\

PyTorch implementation:

import torchvision.transforms as T

def affine(img, angle, shift, scale, shear):
# Input dim: B,C,H,W
return T.functional.affine(
img, angle, shift, scale, shear

19/56



Photometric Transforms
Color lJitter

Standard method:

Jer

e Random perturbation of either ’ ggf ‘w
e Note: Hue channels are angular!

PyTorch implementation:

Notes:

def color_jitter(img, intensity): e The implementation is applied to a tensor of shape: B,CHW
hSVimg = I‘gb2hSV (img) @ In-place version of functions in PyTorch use convention
eps = torch.randn(3,1,1) x.foo_(arg)
hsvimg = hsvimg + eps * intensity ® We first calculate the remainder/modulo 1 of the hue
hsvimg[:,0].remainder_(1) channel.
hsvimg.clip_ (0, 1) @ We then clip the image tensor to be in [0, 1] before returning.
return hsv2rgb (hsvimg) In practice, we use torchvision.transforms. ColorJitter, which works on

both PIL images and torch.tensors
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HSV (recap)

Angular color
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Photometric Transforms

Solarization

Solarized image: An image where
colours above a certain threshold are
inverted.

Original

Implementation using PIL library:

def solarize(img, prob):
solarize = PIL.ImageOps.solarize

if random.random() < prob:
img = solarize (img)

return img

Notes:

Solarized

PROTIP: Add stochasticity with
a probability parameter!

e The Pillow (PIL) library includes several
image transforms.

e PIL uses CPU, and PyTorch data
loaders can execute in parallel.

In practice, we can use
torchvision.transforms.RandSolarize
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Blur Transformation

Blurring the lines

A blurred image is a result of applying a
low-pass-filter, removing high frequency
components out from the image.

Very common: Using a Gaussian kernel

Implementation using PIL library:

def gaussblur (img, prob, r_min, r_max):
if random.random() < prob:

Notes:

e Again we use Pillow (PIL).

radius = random.uniform(
r_min, r_max # Controls intensity

) e For tensors, we can use a
filter = PIL.ImageFilter.GaussianBlur ( Gaussian convolution kernel:
radius = radius =

Sk

-

)
img = img.filter (filter)
return img

(R

00|00
[~ ool

o
o
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Other Augmentations

The world is your oyster!

Popular choices:

e RandAugment: Random combination
of 14 different photometric and
geometric transforms.

e Mixup: Pairs all images in batch,
blends them with a random convex
combination.

e Cutmix: Pairs all images in a batch,
picks a random bounding box in the
image, and copies slice from one image
to another.

Mixup and cutmix also blends labels of the
images proportional to the mixing.
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Introduced by Szegedy et al. back in ancient
times (2015).

Thought: What happens if an image is
mislabeled, or the label is ambiguous?

Instead of optimising p(y|z) directly, assume
the label is correct with probability 1 — €,
and distribute the remaining probability
mass on non-appearing labels.

Effectively acts as a regularizer.

0.8

0.0

—08|-

-16.

Training w/o LS

04 Training w/ LS

0.2

0.0
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16

-0.4
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Choices of Augmentation

Which augmentations should we use?

Flags: Which flag is which?

e Grayscale

26 /56



Choices of Augmentation

Which augmentations should we use?

Flags: Which flag is which?

e Grayscale

27/ 56



Choices of Augmentation

Which augmentations should we use?

Flags: Which flag is which?

e Grayscale

e Flip / Rotation

Ivory Coast
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Choices of Augmentation

Which augmentations should we use?

Flags: Which flag is which?

e Grayscale

e Flip / Rotation

Pathology: Different labs use different
colouring of tissue.
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Flags: Which flag is which?

e Grayscale

e Flip / Rotation

Pathology: Different labs use different
colouring of tissue.

Augmenting validation set?
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Flags: Which flag is which?

e Grayscale

e Flip / Rotation

Pathology: Different labs use different
colouring of tissue.

Augmenting validation set?

Conclusion: “No free lunch!”
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e Simple approach: Re-scale images to match network input size

e More advanced: Convolution works on different image sizes.

. d—k—2p d’: output dim, d: input dim,
d = s +1 k: kernel size, p: padding, s: stride
By down-sampling features using global pooling layers, we can
ensure that out network can handle images of all sizes (above some

minimum).
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Pooling Operations in CNNs
Pooling with Kernel vs. Global Pooling

Pooling withk =5 =2 Global pooling
nn.AvgPool2d(~,”) nn.AdaptiveAvgPool2d((',))

Do@-

Global pooling: generally applied before the last fully connected layers.
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Notes on size invariance in ViTs:
e ViTs divide images into patches.

e Self-attention operators are invariant
to number of patches/permutation

e Permutation invariance implies no
ordering — solved by positional
embeddings

o |f the applied positional embedding can
handle different image sizes, the
transformer will handle different
image sizes as well.
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Images and audio: Lots of existing work on
filters and transformations.

e Audio: Pitch shift, resampling,
modulation, equalisation. ..

Can often be applied “on the fly”,

computationally effective.

Not trivial to augment data in other
domains!
Two general purpose solutions:

e Additive noise.

e Sampling from generative models.
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Case Study: NLP

Natural Language Processing

Language is categorical, images are

continuous.

Ordering in language is grammar dependent,

less clear cut order!

Want: n < m.
GPT-3:n =384, m=1.4x 107

Embedding dimension: 11

Each word as one-hot encoded vectors:

[8]1] H B
e Human vocabulary: 30,000 words. 13]3] ad B
n SIREIE) ) =N I ——
e Then one hot encoded vectors consist of 29,999 o EEH E dimension:
zeros (very sparse, memory hungry)! S 0 6 3 4 4]6(s|1/0/9/1/5 7 /M| "
Sl 7 5 41 1918 1.0]0]2]9]6]

To solve this, we learn an embedding, a
continuous vector for each word.

Makes parameter space larger
(GPT-3 = 175 billion)
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Case Study: NLP Augmentations

Careful Design to Preserve Grammar

Common approach, masking:
e Replace random words with blank token.
e Encode masked sentence, use decoder to
reconstruct full sentence.
More advanced approaches:

o Different levels: Character, word,

sentence.

e ¥ -preserving: Random
insert/swap/delete/shuffle.

e Synonyms: Replace by KNN on
embeddings.

e Back translation: Translate back and forth
to another language.
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Birds Eye View

What is the effect of data augmentation?
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Birds Eye View

What is the effect of data augmentation?
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Wit iy b oo bl
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Good weight initialisation accelerates
convergence and learning.

Neural network function

e Identity: Initialise weights such
that Wyz = Iz = . o

e Orthogonal: Sample orthogonal 3 &

matrix.

784 inputs 13,002 weights O9
and biases

e Random: Sample the parameters.

10 outputs
e Pre-trained: Use weights from
another neural network.
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Pros:
e Simple (Occams Razor).
e No bias — better generalization.

e No initial correlation — forces
network to learn correlations
between features.

e Unit gradients — optimal gradient
propagation.
o Dynamical Isometry:
[Twell2 = 1.
o Jacobian of the weights has
unit norm.

Cons:

e Off-diagonal zeros have no
gradient signal.

o Fix: add tiny values € < 1.
e Mostly useful in deeper layers.

e lIgnores inputs for layers with fewer
output dimensions.

e Can take longer to converge.
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Orthogonal matrix definition: ATA = AAT =T

e Similar properties to identity:

o Optimal gradient prop., no correlation or bias.

e |Initially invariant to rotation and scaling, can lead
to better generalisation.
Cons:

e Limited applicability to smaller networks, can be
numerically unstable.

e Only square matrices. Semi-orthogonal weights can
be expensive to initialise for large weights.

e Tricky to initialise for convolutions.
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Most common method in practical use.

We commonly use either a Normal/Gaussian
distribution or a Uniform distribution with
zero mean for weight initialisation.

Why these distributions?

e Computationally efficient.
e Empirically sound, tried and tested.

e Uniform and normal distributions are
considered non-informative
distributions.
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An indirect reason for choosing Normal
and Uniform distributions are that they
are often used as prior distributions in
Bayesian statistics.

These distributions are non-informative,
meaning they do not encode any
specific assumptions or knowledge
about the parameters being estimated.

Non-informative = less bias.

Note: Be wary of referring to the
initialisation distributions as priors. We
do not explicitly constrain weight
distributions with SGD!
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Asymptotic Orthogonality (Non-rigorous)

e By LLN* the expected inner product of
two zero-mean vectors with sym. iid. **
entries is asymptotically zero.

e This means large randomly initialised
zero-mean matrices are approximately
row-orthogonal, AT A ~ diag(a).***

* LLN := The Law of Large Numbers states that

limp 00 2 S0 X = E[X]

** jid. := Independent and identically distributed.

*** Note that the inner products with a zero-mean random
vector and itself is NOT asymptotically zero, since

592, a? = 0iff (a; = 0)V(i € Ny)
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Random Initialization

More good reasons to be random...

Asymptotic Orthogonality (Non-rigorous)

e By LLN* the expected inner product of
two zero-mean vectors with sym. iid.**
entries is asymptotically zero.

e This means large randomly initialised
zero-mean matrices are approximately
row-orthogonal, AT A ~ diag(a).***

What does this tell us?
Many of the nice properties from previous
slides follow from this!

* LLN := The Law of Large Numbers states that

limp 00 2 S0 X = E[X]

** jid. := Independent and identically distributed.

*** Note that the inner products with a zero-mean random
vector and itself is NOT asymptotically zero, since

392, aZ = 0iff (a; = 0)¥(i € Ny)
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Weight Normalization
Achieving full unity

Quick method for unit norm weights:
(] Sample Wg ~ ]P)init
— W
* Set Wo = i
||W0||2 = gmax(WQ)

, where

Code example:

def init_unit_weights_(W, initfunc_, **params):
# Note: Underscore functions are in-place
initfunc_(W, **params)
W.div_(W.svd().s[0])

# Exzample of wuse

initfunc_ = torch.nn.init.kaiming_uniform_
linear = nn.Linear (256, 128)
init_unit_weights_(linear.weight.data, initfunc_)
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Standardization
A bog standard trick...

Instead of normalising to unit norm, we
standardise to zero-mean unit variance:

e Sample Wy ~ Pinit
o letp=n"'Y" Wy

o Leto=\/n 120, (Wo— )

Weight Standardization

Designed to work with

Group/Instance/Layer normalisation
instead of Batch normalisation.
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Want: Var(o(Wsz + b)) ~ Var(z)

Xavier Glorot (Uniform or Normal)

e Assume z 1l Wy and
o = Sigmoidal

Kaiming He (Uniform or Normal)

e Assume z 1l Wy and
o = Rectified

For a derivation of these results, check
out the notes by Alex Binder. z 1L Wy := x is independent of Wy.
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https://www.uio.no/studier/emner/matnat/ifi/IN5400/v22/lecture-materials/in5400_2022_noslides_lecture6.pdf

Pre-Trained Weights

Transfer Learning

e Take weights from network that
was trained to solve a similar task.
e Leverage what has been learned
before.
e Avoid starting from scratch.
e Many pre-trained weights for
various network architectures
available with PyTorch!

e Example: ResNet trained for
classification on ImageNet.

e Then fine-tune network/weights on
your data.

Pre-trained

New model for
classifying 102
flower classes

Random Train from
initialization FC 102 scratch

ResNet pre-trained
on ImageNet

ResNet Copy weights ResNet
block L block L

! !

ResNet ¢ ResNet
opy weights
block 1 Hss—ndl block 1

Input Input

sunj-aul4

Copy weights
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e Can we use pre-trained weights Instructions:

to train a different architecture o Think individually for 2 min

(different weights and layer ) _ _ _
structure)? o Discuss in pairs for 3 min

o Share in plenum!
e Do we always need to use

annotated labels to train a
network?
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Student-Teacher Learning

Knowledge distillation/model compression

Train a smaller “student” model from a
large/complex “teacher” model For situations where a large

. . model is too expensive/slow to run e.g.
Idea: Train the student model by using P / &

on smaller devices.
the softmax output of the teacher
model as soft labels

Cross-entropy loss using teacher output Frozen

Teacher prediction

t(z) as ground truth labels i

l

Cross-entropy loss
o

Prioritizes learning of easier samples:
Lix, 1) = Y = t(0)logs,(x)

P

I

Student prediction
5

o Difficult samples: Class probabilities in t(z)
are all close to 1/C. Then the
cross-entropy loss is lower.

Training data

Student

o Easy samples: The teacher is very certain,
i.e. t(x) is close to a one-hot label. Then
the cross entropy loss is higher.

Train
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Pre-train on large dataset without
labels.

Use augmentations to create two
different “views” of the same image.

Train network to recognize augmented
instances of the same image.

Positive samples: Augmentations of
the same image should have high

similarity scores

Negative samples: Augmentations of
should have

\
[n_meniEe sws)
ﬂ
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Sample a mini-batch of N images

Create two views of each image by
applying a random selection of simple
augmentations

Positive pairs = views of the same image

Cosine similarity: sim(u,v) = Huul\w
equivalent to the cosine of the angle

between two vectors
Contrastive loss for positive pair 25, ;:

exp(sim(z;, z;)/T)
ki exp(sim (24, 25) /7)

l;; = —log

where 7 is a temperature parameter

Downside: Requires very large batch sizes!

'mple ¢,
. 7
f visyg, Ra'mewor
e

for ¢,
on .
Sentatio,,s.. trastjye

Maximize agreement

zi Zj
50| o)
hi <— Representation — h;

Figure 2. A simple framework for contrastive learning of visual
representations. Two separate data augmentation operators are
sampled from the same family of augmentations (¢ ~ 7 and
' ~ T) and applied to each data example to obtain two correlated
views. A base encoder network f(-) and a projection head g(-)
are trained to maximize agreement using a contrastive loss. After
training is completed, we throw away the projection head g(-) and
use encoder f(-) and representation h for downstream tasks.

55 / 56



Instructions:

o Think individually for 2 min
What happens if the negative

. - o Discuss in pairs for 3 min
samples in a batch are very similar to

the positive samples? o Share in plenum!
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