IN5050:
Programming heterogeneous multi-core processors

(M-)JPEG

Parts of the code explained...



‘th?

Hmmmm... IN5050 is about programming heterogeneous multi-core processors.

Why video coding?
We want to look at parallelism that is required for everyday tasks...

According to Cisco in 2016, Internet video will in 2017 globally ...
= have a compound annual growth rate of 30%

" reach 62.7 Exabytes per month with 69% of Internet traffic

= have 2 trillion minutes (5 million years) of video content crossing the Internet each
month. That's 914,100 minutes of video every second streamed or downloaded ...

= Many of the video codec applications are time-critical
= A codec can become memory-bound, CPU-bound, I0-bound

==) opportunities for both data and execution parallelism AND real-world relevant

(Today, we define a video as a sequence of still images — (M)JPEG)
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I Data Compression

The human eye
— is good at seeing small differences in brightness over a large area

— not so good at distinguishing the exact strength of a high frequency brightness
variation

=» can reduce the amount of information in the high frequency components

o L
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‘ Data Compression

= Alternative description of data requiring less
storage and bandwidth

Uncompressed: 1 Mbyte Compressed (JPEG): 50 Kbyte (20:1)

.. while, for example, a 20 Megapixel camera creates 6016 x 4000 images,
in 8-bit RGB that makes more than 72 Mbytes per uncompressed image
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l Channels & color conversion (ras and Ycber/yuv)

Y=0299-R+0.587-G+0.114B
Cb=128-0.168736R-0.331264G +0.5B
Cr=128+0.5R-0.418688G -0.0813128

YCbCr

Y image is essentially a greyscale
copy of the main image

the white snow is represented as
a middle value in both Cr and Cb

the brown barn is represented by
weak Cb and strong Cr

the green grass is represented by
weak Cb and weak Cr

the blue sky is represented by
strong Cb and weak Cr
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I (Chroma) Downsampling

= Downsampling (first compression step)

— humans can see considerably more fine detail in the brightness,
i.e., can reduce the spatial resolution of the Cb and Cr components

- 4:4:4
(no downsampling)

- 4:2:2
(reduce by factor of 2 in
horizontal direction)

- 4:2:0
(reduce by factor of 2 in
horizontal and vertical
directions)
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I 1 - Split each picture in 8x8 blocks

= Each sub-picture is divided into 8x8 blocks, number
depends on resolution
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_IZ'LCFGtecosine transform (DCT) ..

= Each 8 x 8 block is converted to a frequency-domain
representation, using a normalized, two-dimensional DCT
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lli—Dﬁrete cosine transform (DCT) q

= Each 8 x 8 block is converted to a frequency-domain
representation, using a normalized, two-dimensional DCT

— each pixel is represented by a [0, 255]-value

— each pixel is transformed to a [-128, 127]-value

(52 55 61 66 70 61 64 73]
63 59 55 90 109 85 69 72
62 59 68 113 144 104 66 73
63 58 71 122 154 106 70 69
67 61 68 104 126 88 68 70
79 60 60 70 77 68 58 T
8 71 64 59 55 61 65 &3
87 79 69 68 65 76 78 94

T
N

[-76 —-73 —67 —62 —-58 —67 —64 —55]
—-65 —69 -73 -38 —-19 -43 -59 -56
—-66 —69 —-60 —-15 16 —-24 —62 -55

—65 —70 -57 —6 26 -22 —58 —59| |V
—-61 —67 —-60 —-24 -2 —-40 —-60 -58
—-49 —-63 —-68 —-58 —51 —60 —70 —53
—43 -57 —-64 —-69 -73 —67 —63 —45
| —41 —49 -59 —-60 —-63 -52 —50 —34]
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‘ 2 - Discrete cosine transform (DCT) .. )

Each 8 x 8 block is converted to a frequency-domain
representation, using a normalized, two-dimensional DCT

two-dimensional DCT: ¢, = a(w)a(v) Z Z G,y COS E (I + %) u] cos [g (y + %) l}

z=0y=0

G, is the DCT at coordinates (u,v)
v is the horizontal spatial frequency [0,8>
vis the vertical spatial frequency [0,8>

g, , i1s the pixel value at coordinates (x,y)

. . . ] 1 ifn=0
a is a normalizing function: ()= { ; |
3, otherwise
Note the rather large value of the top-left corner (DC coefficient). The -
remaining 63 are AC coefficients. The advantage of the DCT is its tendency ~ [—415 —30 —61 27 56 -20 -2 0]

. . 4 -22 —61 10 13 -7 -9 5
to aggregate most of the signal in one corner of the result, as may be seen 47 7 77 95 —29 10 5 —6 t
.

above. —49 12 34 -15 -10 6 2 2
12 -7 -13 -4 -2 2 -3 3
-8 3 2 -6 -2 1 4 2
Compression possible: the following quantization step accentuates this =L & @ =2 =g =3 = =

effect while simultaneously reducing the overall size of the DCT coefficients v bl
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3 - Quantization

®= The human eye :
— is good at seeing small differences in brightness over a Iarge area
— not so good at distinguishing the exact strength of a high frequency brightness
variation
— can reduce the amount of information in the high frequency components

— simply dividing each component in the frequency domain by a known constant
for that component, and then rounding to the nearest integer:

By = round(%) for j=0,1,2,--- Ny —1;k=0,1,2,--- , Ny — 1

gk

where Q;« is @ quantization matrix, e.g., for JPEG
GO,O = '415
Qo,o =16

= -25.9375000000 = -26

24 40 51 617
26 58 60 55
4 40 57 69 56
51 87 380 62
63 109 103 77
81 104 113 92
103 121 120 101
112 100 103 99 |

e B e I e I e I s [ o Y o B
e I Y s Y s Y s I s Y s B

. University of Oslo IN5050 [ simula.research laboratory ]




‘ 4 - Lossless compression

* The resulting data for all 8 x 8 blocks is further
compressed with a loss-less algorithm:

— organizing numbers in a zigzag pattern:

P Ltz | Az | A7 |

AANANA N 4

aVaAvavavavavara

AN

INANNNA))

NN/ |a]

NN/

FEEE S
26, -3, 0, -3, -2, -6, 2, -4, 1, -4, 1, 1, 5, 1, 2, -1, 1, -1, 2,
0,000 0-,-10,00000000,..,0 0

— Compress using for example run-length or Huffman coding : X

PO AXXIAANAD
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H JPEG Encoder Overview

Fa Entropy
(current) DCT — Quant coding
Encoding:
Image split into blocks 2N Fon’.vard Discrete S| Quantization
(could also be Cosine Transform
downsampled) J/

Encoded JPEG image <—| Entropy encoding

S,
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DCT / Quantization

// Make 8x8 block of the entire picture
for(y = 0; y < height; y += 8)

{
for(x = 0; x < width; x += 8)
{

};Loop through all elements of the block
for(u = 0; u < 8; ++u)

{

for(v = 0; v < 8; ++v)
{
() = é, fu=0
\@, otherwise
- -
Gy = a(u)a(v)
=0 }
)
) b
Gy = PXEl(xy) - 126; }
G :
B.r=rtound [ =2£ ) for j=0,1,2,--- ,\ Ny —1:k=0,1,2,--- , Ny — 1
Js Q K
L
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(M-)JPEG

SSE / AVX examples




Optimizing DCT e

// Make 8x8 block of the entire picture
for(y = 0; y < height; y += 8)
{
for(x = 0; x < width; x +=8)

{

//Loop through all elements of the block
for(u = 0; u < 8; ++u)
{
for(v=10; v<8; ++v)
{
for(G = 0; j < jj; ++j) // Inner DCT
for(i=0; i <ii; ++i)
{ // Inner sum of DCT
float coeff = in_data[(y+j)*width+(x+i)] - 128.0f;
dct += coeff * (float) (cos(...) * cos(...));

}

float al = 'u ? ISQRT2 : 1.0f; float a2 = v ? ISQRT2 : 1.0f;
/* Scale according to normalizing function */
dct *= a1*a2/4.0f;

/* Quantization */
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L

DCT — Approach 1 — normalization table™

cy
// Make 8x8 block of the entire picture
for(y = 0; y < height; y += 8)
{

for(x = 0; x < width; x +=8)

V1/8 VZ/S V2/8 VZ/S VZ/S VZ/B VZ/S V2/8 {

//Loop through all elements of the block

ISQRT2* | 1% 1% 1 - L L . T .
Vs 1sQr2/ | 1sQrt2/ | 1sqrt2/ | 1sorm2; | 1sqrr2s | 1sqrr2s | 1sqrt2/ | 1sqrr2/ for(u = 0; u < 8; ++u)
4 4 4 4 4 4 4 4 {
for(v=0; v <8; ++v
Vare IIS?‘?TZ* 1x1/4 1x1/4 1%1/4 1%1/4 1%1/4 1%1/4 1%1/4 { ( , , )
for(j = 0; j < jj; ++j) // Inner DCT
VZ/S ISQRT2 * 1*¥1/4 1*%1/4 1%1/4 1%1/4 1%1/4 1%1/4 1%1/4

1/4 for(i = 0; i < ii; ++i)

Vs 1SQRT2 * { // Inner sum of DCT
! 14 S e I e B I B float coeff = in_data[(y+j)*width+(x+i)] - 128.0f;
dct += coeff * (float) (cos(...) * cos(...));

"/2/3 IIS;QETZ* 1%1/4 1%¥1/4 1%1/4 1%¥1/4 1%¥1/4 1%¥1/4 1%¥1/4 )

VZI 8 ISQRT2 *

114 1%1/4 1%1/4 1%1/4 1%1/4 1%1/4 1%1/4 1%1/4
V. /* Scale according to normalizing function */
2/8 IIS;QETZ* 1%1/4 1%1/4 1%1/4 1%1/4 1%1/4 1%1/4 1%1/4
dct *= dct_norm_table[u][V];
"/2/3 ISQRT2* 1 414 1%¥1/4 1%1/4 1%¥1/4 1%¥1/4 1%¥1/4 1%¥1/4

1/4

/* Quantization */

o ifn=0

a,(n) =
. . otherwise }

PEP
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DCT — Approach 2 — cosine table

// Make 8x8 block of the entire picture
for(y = 0; y < height; y += 8)

{
for(x = 0; x < width; x +=8)
0 1 2 3 4 5 6 7 {
//Loop through all elements of the block
0 c0,0) | c0,1) | c0,2) | c(0,3) | c0,4) | c0,5) | c0,6) | co,6) | for(u=0;u<8; ++u)
{
1 for(v =0; v < 8; ++V)

C(1,0) [ C1,1) [ C(1,2) | C1,3) | C(1,4) | C1,5) | C1,6) | C(1,7)

{
for(j = 0; j < jj; ++j) // Inner DCT
for(i = 0; i <ii; ++i)
3 { // Inner sum of DCT
A B I R float coeff = in_data[(y+j)*width+(x+i)] - 128.0f;
dct += coeff * costable[i][u] * costable[j][v];

2 2,0 | c2,1) | €2 2

e a0 | | . | e | | | y
< C(5,0) | C5,1) | ... C(5, 5)
/* Scale according to normalizing function */
6 (6, 0) (6, 1) . . . . (6, 6) . dct *= dCt_norm_table[U][V];
7 «,0 |z | ... I e A)

/* Quantization */

T, T

=) 5, S ez @ Dl e[ @ DB
A }

C(x,u) = cos((2*x+1)*u*PI/16.0f);
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DCT — A

roach 3 — SSE entire row

L
0 -~
% cy

{

{

-128, *cos, *cos ” -128, *cos, *cos

' University of Oslo

dct += a0+al+a2+a3+b0+bl+b2+b3
dct += a0+al+a2+a3+b0+b1+b2+b3
dct += a0+al+a2+a3+b0+bl+b2+b3
dct += a0+al+a2+a3+b0+bl+b2+b3
dct += a0+al+a2+a3+b0+bl+b2+b3
dct += a0+al+a2+a3+b0+bl+b2+b3
dct += a0+al+a2+a3+b0+bl+b2+b3
dct += a0+al+a2+a3+b0+bl+b2+b3 )
by

// Make 8x8 block of the entire picture
for(y = 0; y < height; y += 8)

for(x = 0; x < width; x += 8)

//Loop through all elements of the block
for(u = 0; u < 8; ++u)
{
for(v=0; v < 8; ++v)
{
for(G = 0; j < jj; ++j) // Inner DCT
for(i = 0; i <ii; ++i)
{ // Inner sum of DCT
float coeff = in_data[(y+j)*width+(x+i)] - 128.0f;
dct += coeff * costable[i][u] * costable[j][Vv];

}

/* Scale according to normalizing function */
dct *= dct_norm_table[u][v];

/* Quantization */

}
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DCT — Approach 4 — AVX entire row o,

// Make 8x8 block of the entire picture
for(y = 0; y < height; y += 8)
{
for(x = 0; x < width; x +=8)

{

//Loop through all elements of the block
for(u = 0; u < 8; ++u)

{

for(v = 0; v < 8; ++v)

{

‘ for(j = 0; j <jj; ++j) // Inner DCT

for(i = 0; i <ii; ++i)

y { // Inner sum of DCT

float coeff = in_data[(y+j)*width+(x+i)] - 128.0f;
dct += coeff * costable[i][u] * costable[j][Vv];

:l dct += a0+al+a2+a3+b8+53+86+43 }

/* Scale according to normalizing function */
dct *= dct_norm_table[u][v];

/* Quantization */
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DCT — Approach 5 — AVX entire row, add™

// Make 8x8 block of the entire picture
for(y = 0; y < height; y += 8)
{

for(x = 0; x < width; x +=8)

{

//Loop through all elements of the block
for(u = 0; u < 8; ++u)
{
for(v=10; v<8; ++v)
{
A for(j = 0; j < jj; ++j) // Inner DCT
for(i = 0; i <ii; ++i)
— { // Inner sum of DCT
float coeff = in_data[(y+j)*width+(x+i)] - 128.0f;
dct += coeff * costable[i][u] * costable[j][Vv];

dct_vecab+d 80 30+a% 234526877 ¥
dct_vecab+d 88 a)+a8 adadbra6,ad]
dct_vecab=q &0 2)+a8 43 a42bra6,8a] /* Scale according to normalizing function */

dct *= dct_norm_table[u][v];
dct_vecab=+qadal1a8 a3 a4Ebtab,8d]

dct_vecab=+d a0zl aB a3bHabra6:0a]
dct_vecab=+d a0zl aB a3hHabra60a]
dct_vecab=+da0al1aB a3b##bra607] }
dct_vecab=+d a8 zl1aBad/AEbra6:0d] | )

'
dct += dct_vec[0]+dct_vec[1]+...4+dct_vec[7]

/* Quantization */

S,

\/ University of Oslo IN5050 [ simula.research laboratory ]






