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PCI Express (PCle) is a standard for connecting devices to a computer system

Graphics card * The standard defines both the physical
(GPU) hardware connection and how software
should interact with a device
O Software that is controlling a device is
usually called a "driver"
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PCI Express (PCle) is a standard for connecting devices to a computer system

PCle Gen4 x16
~= 32GBytes/sec
(Or 512Gbit/sec)
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PCle Gen4 x4 ~= 8GBytes/sec

Currently at PCle Gen 5.0

O Genb spec is out

Many different form factors
O Add-in cards, m.2, cables, ...

Each generation roughly doubles bandwidth
O Gen5 is ~4GBytes/sec per lane
O Genb will be ~8 GBytes/sec per lane

Supports x1, x2, x4, x8 and x16 lanes

'PCI Gen5 x16
~= 64 GBytes/sec



PCle devices, such as GPUs, NVMes, and network cards, are mapped to the
same physical address space as system memory and the CPU

RAM Address Space Layout

Memory (RAM)

Interrupts

NVMe BARs

NIC BARs

GPU BARs

BIOS (and OS) "enumerates" the PCle bus during boot,

and maps device memory regions to physical addresses The "Ispci” command shows memory address mappings

(and more, such as capabilities, enabled registers etc)



PCle devices, such as GPUs, NVMes, and network cards, are mapped to the
same physical address space as system memory and the CPU

* The CPU can read and write to device memory using
memory-mapped /0 (MMIO)
O Example: Reading/writing to device registers
O Slower than accessing RAM (~10x slower)
O Note: MMIO is sometimes called "PIO"

RAM Address Space Layout

Memory (RAM)

— * MMIO is same as accessing a memory pointer (to RAM)

NVMe BARs from the software's perspective
O Some considerations: write-combining, alignment, etc.

NIC BARs

* Devices can read and write from system memory using
direct memory access (DMA)

GPU BARe O DMA transfers can be used to copy data without
involving the CPU (offloading)

O Example: cudaMemcpy(D2H / H2D)

O On some platforms I/O cache coherency can be
difficult




PCle uses request/completion packets with headers, containing the memory
address destination and ID of the requestor
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+0 +1 +2 +3
7|6‘5|4’3|2|1 ‘O 7‘6‘5|4|3‘2‘1 ‘O 7|6|5|4|3‘2‘1‘0 7|6‘5‘4‘3‘2’1|0
Byte 0 TLP Prefix Byte 0
TLP Prefixes
(Optional)
Byte H-4 ‘ TLP Prefix Byte H-1
Byte H Header Byte 0 ‘
Header
Byte J Data Byte 0 ‘
Data
(included when applicable)
Byte K-4 Data Byte N-1
Byte K TLP Digest (optional)
31 | | | | 124123 | | | | | 16415} § | | | | [8|7] | | | | | 10

Single transaction layer packet (TLP)
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+1 2 +3
7‘(1'3""3211‘[‘73"3"?i/Zl )| T| B ‘3""\ l‘.Z l!fTT‘G“S‘ﬁ‘i‘/L‘i‘ﬁ

Byte0-> | Fmt Type 9 T s |az|R| | Attr | AT | Length
(OFE-S I A TN I I N N O T S M A M M

RS | L1 ]
Byte 4 > {fields in bytes 4 through 7 depend on type of Request}
IIIIIIIIIIIIIIIIIIIIIIIIIIIIIII

Byte 8 > Address[63:32]
||||||||||||||||||||||||||||||

Byte12 > Address[31:2] PH
||||||||||||||||||||||||||||||

TLP Header for a 64-bit
Memory Request

From software it is the same as reading/writing to a physical memory address



Example: CPU reading a device register

Requester Memory Read request Completer

+0
7|6|5[4]3]2]1]0

+1
7|6|5]4]3]2]1]0

+2 +3
7]6]5]4]3]2]1]0|7|6]5]4]3]2]1]0

Byte 0> e Attr | oar Length

Byte 4 >

Byte 8 > Address[63:32]

N N N T NN N N N N NN NN N A N A M A A A
Address[31:2] PH

Byte 12 »

Completion with payload

+0 +1 +2 +3
7|6|5]4]3]2|1|o|7]6|5]4]3|2|1]|0|7|6]5]4|3|2|1]0|7]6]5[4]3]2]1]0

Byte 0> JE Length
el T O N I B B

Byte 4 > Cpl. Status B Byte Count
________________ T T O T A R

R| Lower Address

0x01020304




Example: CPU writing a device register

Requester

Memory Write request

+2 +3
7]6]5]4]3]2]1]0|7|6]5]4]3]2]1]0

+1
7|6|5]4]3]2]1]0

+0
7|6|5[4]3]2]1]0

o] At |oar Length
| | | | I I I |

Requester ID

Address[63:32]
N I NN N NN Y A A B

Address[31:2] PH

0x01020304




Example: Device writing to RAM (DMA)

Memory Write request

+0

+1 +2 +3
7(6|5]4|3]2|1]0]|7]6]5[4]3]2]|1|0|7|6|5|4]3|2|t]|0o|7|6[5]4|3]2]1]0
Byte 0> TC tala | Rl | Atr | oAt Length
| | | | I I I |

Byte 4 >

Requester ID

Byte 8 > Address[63:32]

NN TN N TN NN NN NN N N N O M A A A A A
Address[31:2] PH

Byte 12 »

-

Requester
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Example: Device sending interrupt

Memory Write request

+0

+1 +2 +3
7(6|5]4|3]2|1]0]|7]6]5[4]3]2]|1|0|7|6|5|4]3|2|t]|0o|7|6[5]4|3]2]1]0
Byte 0> TC tala | Rl | Atr | oAt Length
| | | | I I I |

Byte 4 >

Requester ID

Byte 8 > Address[63:32]

NN TN N TN NN NN NN N N N O M A A A A A
Address[31:2] PH

Byte 12 »

-

Requester

11



Most device drivers and PCle devices follow a similar data and control
pattern, using device registers, DMA transfers and interrupts

Address Space Layout

0x00000000
Memory (RAM)
Device Driver
(Software)
Memory load & store DMA Buffer Read & write with
instructions DMA

—
G ——————————————— Interrupts /
[ P -

Run interrupt routine rigger interrupt

NVMe BARs
Read & write to | |
device registers Device Registers
OXFFFFFFFF




Example: Reading a block from NVMe disk

Submission Queues Completion Queues
(SQs) (CQs)

o cmmms [T

(read or write ....:
blocks of data)

Command completion
(indicating status of
command)

Queue events are signalled

7
5\ with doorbell registers

13



Submission Queue Entry

("Command")

Example: Reading a block from NVMe disk

Data structures are

Completion Queue Entry
("Completion")

. 31 |23 |15 |7
3 = 1 |7 placed N RAM DwWo Command Specific
bDwo Opcode Flags Command Identifier /
Dw1i Namespace |dentifier \ Ll FEEEED
e meserved Dwz SQ Identifier SQ Head Pointer
DW3 Reserved Dw3 Status Field P Command Identifier
DW4 Metadata pointer
DW5 Address of memory page 1 (bits 63:32)
bwe Address of memory page 1 (bits 31: 0) Submission Queues  Completion Queues
Dw7 Address of memory page 2 (bits 63:32) (SQS) (CQS)
Dws Address of memory page 2 (bits 31: 0) )
DW9 Start block (bits 63:32) 1/O command C,O”"_maf”d completion
DW10 Start block (bits 31: 0) (read or write (indica ting status of
DW11 Number of blocks RW Flags b[OCk’S Of da ta) Command)
DW12 Dataset management
Dw13 Reserved
DW14 Reserved
Dw15 Reserved

Queue events are signalled
with doorbell registers




Example: Reading a block from NVMe disk

, , Driver processes
Driver writes
.. o > (7) .
command to 5@ (1) 2 Submission Completion - completion
Queue Queue
0101

'y Driver writes doorbell 1010 Driver writes doorbell signalling
g signalling command 8 0010 processed completion
)
I (2) 4 4 (8)
n

Read command Write completion

from memory (DMA) to memory (DMA)
Q
© \ 4 v A 4
-5 QSQ Doorbell (3) (4) (5) (6) QCQ Doorbell
© Register Read block Generate interrupt Register
* data (DMA)

PCle Fundamentals

15



Industries we * High Performance Computing
work with > . Embedded Systems & Rugged Applications
* Instrumentation
* Automotive Industry

’ Solutions we provide

-
Ultra-low latency and high-bandwidth
networking over PCle

* PCle-based cluster computing

* Shared-memory communication

* Cluster-wide 1/0 expansion (SmartlO)
* TCP/IP over PCle

* ...and alot more!

That's us :) 16




It is possible to connect machines and external devices in a PCle cluster,
using cables, rack switches, and plugin adapter cards

MXH930 Host Adapter
Gen4 x16 copper

=

MXS924 Switch
24 x4 gen4 ports

b |
.......

Small PCle cluster with switch, three g
nodes, and two expansion chassis MXH940 Host Adapter
Gen4 x16 fibre-optic

17



In a PCle cluster, CPUs and devices (such as GPUs and FPGAs) are connected
to the same PCle network fabric, enabling direct

remote memory access

Internal View

- ‘;\P}I . (]

‘:II!IIlll H 000 0000 © 000 0000 000 0000 000 0000 000 000

Switch EEE DR FREE B EEEE EE .

i
R

External
PCle Cables

Non-Transparent Bridging

/ Internal

PCle NTB PCle NTB PCle Bus
Cluster Switch Host Adapter

Switch ]
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Non-Transparent Bridges (NTB) are a special kind of device that can forward
memory transactions from the address space of one computer to another

Byte 0 >

Byte 4 >
Byte 8 »

Byte 12 »

+0 + + +3
7]6]5]4]3]2]1]o|7|6|5[4|3]2]1]o|7]6]5]4|3[2]1|0[7]6]5]4]3]2]1]0
Fmt Type wof e || R )] Aw oA Length
RETES BN TN A N I T T N Ty O I
Requester ID W BE

Host 1

Address is translated
by the NTB

Byte 0 >

Byte 4 >

+0 +1 + +3
7|6|5 4|3‘2‘1|0765432107654321‘0 7|6|5|4|3|2|1‘O
Fmt Type T TC | R mlo]ee| Atr | oar Length
CAR.TES IRV I ENVERINN N I I AV I O A S R
veE

Host 2
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NTBs make it possible to memory-map different address offsets (segments) in
a remote system, so a CPU can access remote memory using MMIO

Address Space | Address Space
Layout | Layout
Segment 1| g RAM (Memory)
RAM (Memory) a RAM Segment 1
Segment 2
Segment 2
[ NVMe l
NTB
GPU
I NTB ‘

Host 1 Host 2
Non-Transparent Bridging



NTBs make it possible to memory-map different address offsets (segments) in
a remote system, so a CPU can access remote memory using MMIO

Address Space

Address Space |
Layout | Layout
, -~ RAM (Memory)
RAM (Memory) / V4 Segment 1
/
Segment 2
[ NVMe l
NTB
P . - GPU
: Segment 1 o2
P
T
| Segment 2 |
' )
oo |
I NTB ‘

Host 1 Host 2
Non-Transparent Bridging



NTBs make it possible to memory-map different address offsets (segments) in

a remote system, so a CPU can access remote memory using MMIO

Address Space
Layout

RAM (Memory)

——————————

Translation Table

0x90000 | 0x4000
0xA2000 | 0x8000

NTB Iir'

Non-Transparent Bridging

Host 1

RAM

Read/Write to
remote memory

\|

Address Space
Layout

RAM (Memory)

Segment 1

Segment 2

GPU

I NTB

Host 2

22



Since device memory is part of the same address space, memory regions of a

remote device can also be mapped using an NTB

Address Space
Layout

RAM (Memory)

Non-Transparent Bridging

[Segment 3

RAM

Address Space
Layout

RAM (Memory)

Segment 1

Segment 2

GPU

Segment 3

23



Smartio
I

~ =
TCP/IP over PCle Shared-memory Distributed Device Lending SmartIO KVM / VFIO
Socket communication communication device driver & Hot-Add NVMe driver passthrough
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Standard TCP/IP i | Distributed Application i Standard Application ||, IVM |
. . P P Application
Application P User Space ] . : ,
= Device Driver) i ! Guest 0S
L L= A
p Standard
Host OS AN A Host OS [Device Driver
[Network Stack] [ Standard ] [_Filesystem | (VM Hypervisor]
7\ Device Driver | Block Layer |
\_ wn J
= . 3
2 % = SISCI API /" \ "
S o f o o L
o) wn O = = o)
" < & 5 = =
= o 7 @ 2 O
@© o~ - n =
15 0] [} ©
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©
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SuperSockets

SmartIO

IRM and Low-Level NTB Driver

dis_nvme

(™) Part of Dolphin eXpressWare
() Standard software component

() Existing device driver
() Requires user implementation
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Dolphin provides a shared-memory API on top of PCle NTBs called SISCI

Memory-mapped access

DMA Transfers

® Remote memory access
based on shared memory
segments

® CPU can natively read &
write to remote memory

® Sub-microsecond latency
(100s of nanoseconds)

® High data throughput

® Offload data transfer to
adapter -> Low CPU load

® Can be used for
pipelining data streaming

Multicasting

IIIIIIIII
nnnnnnnnnnnn

Y:

IIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIII
eeeeeeeeee

® Efficiently replicate data
across several nodes

® May also DMA to
multicast addresses

Dolphin Solutions

25



Dolphin's SmartlO solutions make it possible to dynamically share the
internal devices of a host with remote hosts in the PCle cluster

CPU =
=

NTB .i

Lender

Dolphin Solutions

| CPU

RAM

o

Device is dynamically
added to the system

i. NTB

Borrower

Device appears as
a local device

26



Using Dolphin SmartlO, resource utilization is increased as resources are
decoupled from servers and can instead be pooled and shared

"Composable & Disaggregated Infrastructure”

LANNNEREN LI IR AR ] MCICMCIHE MR
Cluster Node Cluster Node Cluster Node
AL LT

GPU (OO L TN
Cluster No Cluster No Cluster No

de de de

© O
Rl

Traditional Server Nodes Resource Pooling & Sharing

Dolphin Solutions 27



Device sharing is facilitated at the hardware level by using NTBs, in contrast
to traditional distributed 1/0 over a network

- Software

Hardware

Application l ‘ Application ’ %
=

NVMe-oF : . E
Host / Initigtor ‘ NVMe—oFATarget NVMe E)rlvir | ‘ NVMe Driver S

()]
©
=
T =
Network lo- NIC %
Local Host Remote Host ~ Local Host Remote Host ‘
NVMe over Fabrics (NVMe-oF) NVMe over PCle

Dolphin Solutions 28



Device sharing is facilitated at the hardware level by using NTBs, in contrast

to traditional distributed 1I/0 over a network

17500 1

Number of 1/O operations

2500 1

FIO 4 kB random reads

SPDK NVMe driver

SmartlO NVMe driver

15000 1

12500 1

10000 A

7500 1

5000 A

N=2x327680 (99.1% shown), bins=1000
L]

SPDK NVMe-oF [ 1

N=2x327680 (99.5% shown), bins=1000

Remote NVMe

Local PCle Local SPDK Local NVMe
/ Distributions overlap
InfiniBand RDMA for local and remote
NVMe-oF / RDMA overhead (
| [
o i e e |} ‘
8 10 12 14 16 18 8 10 12 14 16 18

Latency distribution (microseconds)

NVMe over Fabrics (NVMe-oF)

Dolphin Solutions

Latency distribution (microseconds)

NVMe over PCle




SmartlO allows remote devices to be used with native PCle performance

Running Running
bandwidthTest bandwidthTest
...... benchmark benchmark

DDR4

1866 MHz 1866 MHz

1866 MHz

Data Path

X16

Expansion Chassis Expansion Chassis

(] e

L
.
as®
L
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(LA
L
.
ann®
.
------
e
e
ann®
.
wnn®
et
.
ans®
s

Borrowed with
Device Lending

Local vs. Remote

Data Path

PXH830

Local Host Lender Borrower

12

PO, o Same perf. for
8 1 local and remote

DMA throughput (GB/s)

=)= Local Baseline ba ndWidthTeSt

= =)= = Device Lending

T T T T T T T T T T ! ! i ' DtO H
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SmartlO allows remote devices to be used with native performance

CUDA nciBusID: 4, pciDeviceID: 2, pciDemainID
p2pBandWidthLatencyTest > 4, pciDeviceID: 3, pciDomainID:@
using both GPUs

s to other one, it falls back to normal memcopy pryq
in those c

2.6 GB/s
VS
9 GB/s

Switch SN SEEE SRR

P2P

Shared GPU —>»
Shared GPU

Bradley Petty

P2P=Enabl
GPU

Dolphin Solutions
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