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Look What Happened Yesterday

(The New York Times, March 27, 2019)
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Our Roadmap

Last Week
I Language structure: sequences, trees, graphs
I Recurrent Neural Networks
I Different types of sequence labeling

Today
I Vanishing and exploding gradients
I Learning to forget: Gated RNNs
I RNNs for structured prediction
I A Selection of RNN applications

Next Weeks
I Conditioned generation and attention
I Contextualized embeddings and transfer learning
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Recap: Recurrent Neural Networks

I Recurrent Neural Networks (RNNs)

I map input sequence x1:n to output y1:n

I internal state sequence s1:n as ‘memory’

RNN(x1:n, s0) = y1:n

si = R(si−1,xi)
yi = O(si)

xi ∈ Rdx ; yi ∈ Rdy ; si ∈ Rf(dy)
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Recap: The RNN Abstraction Unrolled

I Each state si and output yi depend on the full previous context, e.g.

s4 = R(R(R(R(x1, so),x2),x3)x4)

I Functions R(·) and O(·) shared across time points; fewer parameters
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Recap: Bidirectional, Stacked, and Character RNNs
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Recap: The ‘Simple’ RNN (Elman, 1990)

I Want to learn the dependencies between elements of the sequence

I nature of the R(·) function needs to be determined during training

The Elman RNN

si = R(si−1,xi) = g(si−1W s + xiW
x + b)

yi = O(si) = si

xi ∈ Rdx ; s1,yi ∈ Rdy ; W x ∈ Rdx×ds ; W s ∈ Rds×ds ; b ∈ Rds

I Linear transformations of states and inputs; non-linear activation

I alternative, equivalent definition of R(·): si = g([si−1; xi]W + b)
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RNNs In a Nutshell

I State vectors si reflect the complete history up to time point i;

I RNNs are sensitive to (basic) natural language structure: sequences;

I applicable to indeterminate and unlimited length inputs (in principle);

I few parameters: matrices W s and W x shared across all time points;

I analoguous to (potentially) deep nesting: repeated multiplications;

I near-crippling practical limitation: ‘exploding’ or ‘vanishing’ gradients;

→ gated RNNs: Hochreiter & Schmidhuber (1997) and Cho et al. (2014).

8



RNNs In a Nutshell

I State vectors si reflect the complete history up to time point i;

I RNNs are sensitive to (basic) natural language structure: sequences;

I applicable to indeterminate and unlimited length inputs (in principle);

I few parameters: matrices W s and W x shared across all time points;

I analoguous to (potentially) deep nesting: repeated multiplications;

I near-crippling practical limitation: ‘exploding’ or ‘vanishing’ gradients;

→ gated RNNs: Hochreiter & Schmidhuber (1997) and Cho et al. (2014).

8



RNNs In a Nutshell

I State vectors si reflect the complete history up to time point i;

I RNNs are sensitive to (basic) natural language structure: sequences;

I applicable to indeterminate and unlimited length inputs (in principle);

I few parameters: matrices W s and W x shared across all time points;

I analoguous to (potentially) deep nesting: repeated multiplications;

I near-crippling practical limitation: ‘exploding’ or ‘vanishing’ gradients;

→ gated RNNs: Hochreiter & Schmidhuber (1997) and Cho et al. (2014).

8



RNNs In a Nutshell

I State vectors si reflect the complete history up to time point i;

I RNNs are sensitive to (basic) natural language structure: sequences;

I applicable to indeterminate and unlimited length inputs (in principle);

I few parameters: matrices W s and W x shared across all time points;

I analoguous to (potentially) deep nesting: repeated multiplications;

I near-crippling practical limitation: ‘exploding’ or ‘vanishing’ gradients;

→ gated RNNs: Hochreiter & Schmidhuber (1997) and Cho et al. (2014).

8



Streams of Fashion in NLP

To a first approximation, the de facto consensus in NLP in 2017 is
that, no matter what the task, you throw a BiLSTM at it [...]

Christopher Manning, March 2017
(https://simons.berkeley.edu/talks/christopher-manning-2017-3-27)

RNNs, particularly ones with gated architectures such as the LSTM
and the GRU, [...] are arguably the strongest contribution of deep
learning to the statistical natural language processing tool set.

(Goldberg, 2017, p. 163)

Looking around at EMNLP 2018 last Fall,
that rule of thumb seems no less valid today.
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Vanishing (or Exploding) Gradients

I gradients for parameters ‘deep’ down diminish (or get out of hand)

→ ineffective backpropagation of error signals through the network

→ can make it difficult for the RNN to learn long-range dependencies

10



Vanishing (or Exploding) Gradients

I gradients for parameters ‘deep’ down diminish (or get out of hand)

→ ineffective backpropagation of error signals through the network

→ can make it difficult for the RNN to learn long-range dependencies

10



Controlling Memory Access

I Hadamard product (�) simply performs element-wise multiplication
I vector g acts as a gate: mask out parts of the memory and input
I gating should depend on memory state and input; learn its behavior
I differentiable gates: assume g ∈ Rn but squash into (0, 1) with σ
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Long Short-Term Memory RNNs (LSTMs)
I State vectors si partitioned into context memory and hidden state;

I forget gate f how much of the previous memory to keep;
I input gate i how much of the proposed update to apply;
I output gate o what parts of the updated memory to output.

si = R(xi, si−1) = [ci; hi]
f = σ(xiW

xf + hi−1W hf )
i = σ(xiW

xi + hi−1W hi)
o = σ(xiW

xo + hi−1W ho)
ci = f � ci−1 + i� tanh(xiW

x + hi−1W h)
hi = o� tanh(ci)
yi = O(si) = hi

I More parameters: separate W x· and W h· matrices for each gate.
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A Variant: Gated Recurrent Units (GRUs)

I Same overall goals, but somewhat lower complexity than LSTMs

I “substantially fewer gates” (Goldberg, 2017, p. 181):

two (one less)

si = R(xi, si−1) = (1− z)� si−1 + z � s̃i

zi = σ(xiW
xz + si−1W sz + bz)

ri = σ(xiW
xr + si−1W sr + br)

s̃i = tanh(xiW
x + (r � si−1)W s + b)

yi = O(si) = si

I Can give results comparable to LSTMs, at reduced training costs:

[...] the jury is still out between the GRU, the LSTM, and possible
alternative RNN architectures. (Goldberg, 2017, p. 182)
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Recap: Common Applications of RNNs (in NLP)
I Acceptors e.g. (sentence-level) sentiment classification:

P (c = k|w1:n) = ŷ[k]

ŷ = softmax(MLP([RNNf(x1:n); RNNb(xn:1)]))
x1:n = E[w1], . . . ,E[wn]

I transducers e.g. part-of-speech tagging:

P (ci = k|w1:n) = softmax(MLP([RNNf(x1:n)[i]; RNNb(xn:1)[i]]))[k]

xi = [E[wi]; RNNf
c(c1:li); RNNb

c (cli:1)]

I character-level RNNs robust to unknown words; may capture affixation

I encoder–decoder (sequence-to-sequence) models coming next week
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Sequence Labeling in Natural Language Processing

I Token-level class assignments in sequential context, aka tagging
I e.g. phoneme sequences, parts of speech; chunks, named entities, etc.

I some structure transcending individual tokens can be approximated

Michelle Obama visits UiO today .

NNP NNP VBZ NNP RB .

BPERS IPERS O BORG O O

BPERS EPERS O SORG O O

〈2,NP〉 〈1,S〉 〈2,VP〉 〈2,VP〉 〈1, S〉

I IOB (aka BIO) labeling scheme—and variants—encodes groupings.
I What is the constituent tree corresponding to the bottom row labels?
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Two Definitions of ‘Sequence Labeling’

I Hmm, actually, what exactly does one mean by sequence labeling?

I gentle definition class predictions for all elements, in context;

I pointwise classification; each individual decision is independent;

I no (direct) model of wellformedness conditions on class sequence;

I strict definition sequence labeling performs structured prediction;

I search for ‘globally’ optimal solution, e.g. most probable sequence;

I models (properties of) output sequence explicitly, e.g. class bi-grams;

I later time points impact earlier choices, i.e. revision of path prefix;

I search techniques: dynamic programming, beam search, re-ranking.
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Abstract

State-of-the-art named entity recognition sys-
tems rely heavily on hand-crafted features and
domain-specific knowledge in order to learn
effectively from the small, supervised training
corpora that are available. In this paper, we
introduce two new neural architectures—one
based on bidirectional LSTMs and conditional
random fields, and the other that constructs
and labels segments using a transition-based
approach inspired by shift-reduce parsers.
Our models rely on two sources of infor-
mation about words: character-based word
representations learned from the supervised
corpus and unsupervised word representa-
tions learned from unannotated corpora. Our
models obtain state-of-the-art performance in
NER in four languages without resorting to
any language-specific knowledge or resources
such as gazetteers. 1

1 Introduction

Named entity recognition (NER) is a challenging
learning problem. One the one hand, in most lan-
guages and domains, there is only a very small
amount of supervised training data available. On the
other, there are few constraints on the kinds of words
that can be names, so generalizing from this small
sample of data is difficult. As a result, carefully con-
structed orthographic features and language-specific
knowledge resources, such as gazetteers, are widely
used for solving this task. Unfortunately, language-
specific resources and features are costly to de-
velop in new languages and new domains, making
NER a challenge to adapt. Unsupervised learning

1The code of the LSTM-CRF and Stack-LSTM NER
systems are available at https://github.com/
glample/tagger and https://github.com/clab/
stack-lstm-ner

from unannotated corpora offers an alternative strat-
egy for obtaining better generalization from small
amounts of supervision. However, even systems
that have relied extensively on unsupervised fea-
tures (Collobert et al., 2011; Turian et al., 2010;
Lin and Wu, 2009; Ando and Zhang, 2005b, in-
ter alia) have used these to augment, rather than
replace, hand-engineered features (e.g., knowledge
about capitalization patterns and character classes in
a particular language) and specialized knowledge re-
sources (e.g., gazetteers).

In this paper, we present neural architectures
for NER that use no language-specific resources
or features beyond a small amount of supervised
training data and unlabeled corpora. Our mod-
els are designed to capture two intuitions. First,
since names often consist of multiple tokens, rea-
soning jointly over tagging decisions for each to-
ken is important. We compare two models here,
(i) a bidirectional LSTM with a sequential condi-
tional random layer above it (LSTM-CRF; §2), and
(ii) a new model that constructs and labels chunks
of input sentences using an algorithm inspired by
transition-based parsing with states represented by
stack LSTMs (S-LSTM; §3). Second, token-level
evidence for “being a name” includes both ortho-
graphic evidence (what does the word being tagged
as a name look like?) and distributional evidence
(where does the word being tagged tend to oc-
cur in a corpus?). To capture orthographic sen-
sitivity, we use character-based word representa-
tion model (Ling et al., 2015b) to capture distribu-
tional sensitivity, we combine these representations
with distributional representations (Mikolov et al.,
2013b). Our word representations combine both of
these, and dropout training is used to encourage the
model to learn to trust both sources of evidence (§4).

Experiments in English, Dutch, German, and
Spanish show that we are able to obtain state-
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Abstractly: RNN Outputs as Emission Scores
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Conditional Random Fields (CRF) on Top of an RNN

I Maybe just maximize sequence probability over softmax outputs?

I CRFs mark pinnacle of evolution in probabilistic sequence labeling;
I discriminative (like MEMMs), but avoiding the label bias problem;
I for an input sequence W = w1:n and label sequence T = t1:n

P (t1:n|w1:n) = escore(W,T )∑
T ′ e

score(W,T ′)

score(t1:n, w1:n) =
n∑

i=0
A[ti,ti+1] +

n∑
i=1

Y [i,ti]

I Y is the (bi-)RNN ouput; A holds transition scores for tag bi-grams;
I What are the dimensionalities of Y and A? Y ∈ Rm×m; A ∈ Rn×m;
I end-to-end training: maximize the log-probability of the correct t1:n.
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Some Practical Considerations

Variable Length of Input Sequence
I Although RNNs in principle well-defined for inputs of variable length,
I in practise, padding to fixed length is required for efficiency (batching);
I actually not too much ‘waste’; but can be beneficial to bin by length.

Evaluation
I Accuracy is common metric for tagging; fixed number of predictions;
I for most inputs, very large proportion of padding tokens (and labels);
I trivial predictions will inflate accuracy scores; detrimental to learning?
I Can define custom function: ‘prefix accuracy’; control early stopping?

Dropout in RNNs
I Dropout along memory updates can inhibt learning of effective gating;
I only apply dropout ‘vertically’; or fix random mask (variational RNN).
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Applications: Natural Language Inference (NLI)

I 570,000 sentence pairs from image descriptions; three labels: E, N, C
I five crowd-sourced annotations; ‘consensus’; first enabler of neural NLI;
I approach via three-way classification over sentence representations?
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SNLI: Bowman et al. (2015)

A large annotated corpus for learning natural language inference
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manning@stanford.edu

∗Stanford Linguistics †Stanford NLP Group ‡Stanford Computer Science

Abstract

Understanding entailment and contradic-
tion is fundamental to understanding nat-
ural language, and inference about entail-
ment and contradiction is a valuable test-
ing ground for the development of seman-
tic representations. However, machine
learning research in this area has been dra-
matically limited by the lack of large-scale
resources. To address this, we introduce
the Stanford Natural Language Inference
corpus, a new, freely available collection
of labeled sentence pairs, written by hu-
mans doing a novel grounded task based
on image captioning. At 570K pairs, it
is two orders of magnitude larger than
all other resources of its type. This in-
crease in scale allows lexicalized classi-
fiers to outperform some sophisticated ex-
isting entailment models, and it allows a
neural network-based model to perform
competitively on natural language infer-
ence benchmarks for the first time.

1 Introduction

The semantic concepts of entailment and contra-
diction are central to all aspects of natural lan-
guage meaning (Katz, 1972; van Benthem, 2008),
from the lexicon to the content of entire texts.
Thus, natural language inference (NLI) — charac-
terizing and using these relations in computational
systems (Fyodorov et al., 2000; Condoravdi et al.,
2003; Bos and Markert, 2005; Dagan et al., 2006;
MacCartney and Manning, 2009) — is essential in
tasks ranging from information retrieval to seman-
tic parsing to commonsense reasoning.

NLI has been addressed using a variety of tech-
niques, including those based on symbolic logic,
knowledge bases, and neural networks. In recent
years, it has become an important testing ground

for approaches employing distributed word and
phrase representations. Distributed representa-
tions excel at capturing relations based in similar-
ity, and have proven effective at modeling simple
dimensions of meaning like evaluative sentiment
(e.g., Socher et al. 2013), but it is less clear that
they can be trained to support the full range of
logical and commonsense inferences required for
NLI (Bowman et al., 2015; Weston et al., 2015b;
Weston et al., 2015a). In a SemEval 2014 task
aimed at evaluating distributed representations for
NLI, the best-performing systems relied heavily
on additional features and reasoning capabilities
(Marelli et al., 2014a).

Our ultimate objective is to provide an empiri-
cal evaluation of learning-centered approaches to
NLI, advancing the case for NLI as a tool for
the evaluation of domain-general approaches to
semantic representation. However, in our view,
existing NLI corpora do not permit such an as-
sessment. They are generally too small for train-
ing modern data-intensive, wide-coverage models,
many contain sentences that were algorithmically
generated, and they are often beset with indeter-
minacies of event and entity coreference that sig-
nificantly impact annotation quality.

To address this, this paper introduces the Stan-
ford Natural Language Inference (SNLI) corpus,
a collection of sentence pairs labeled for entail-
ment, contradiction, and semantic independence.
At 570,152 sentence pairs, SNLI is two orders of
magnitude larger than all other resources of its
type. And, in contrast to many such resources,
all of its sentences and labels were written by hu-
mans in a grounded, naturalistic context. In a sepa-
rate validation phase, we collected four additional
judgments for each label for 56,941 of the exam-
ples. Of these, 98% of cases emerge with a three-
annotator consensus, and 58% see a unanimous
consensus from all five annotators.

In this paper, we use this corpus to evaluate
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SNLI: Four Years of Intense Engineering

I Successfully established as community benchmark task (for a while);

I Bowman et al. (2015): 50.4 % accuracy; Liu et al. (2019): 91.1 %;

I from millions of parameters to hundreds of millions (no kidding);

I add attention, transformers, contextualized embeddings, ensembles, ...

I at times considered ‘too easy’; follow-up data sets in a similar spirit.

https://nlp.stanford.edu/projects/snli/

I Vinit will probably have more to say about NLI in the weeks to come.
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Recursive RNNs: Beyond Sequential Structure
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Abstract

Because of their superior ability to pre-
serve sequence information over time,
Long Short-Term Memory (LSTM) net-
works, a type of recurrent neural net-
work with a more complex computational
unit, have obtained strong results on a va-
riety of sequence modeling tasks. The
only underlying LSTM structure that has
been explored so far is a linear chain.
However, natural language exhibits syn-
tactic properties that would naturally com-
bine words to phrases. We introduce the
Tree-LSTM, a generalization of LSTMs to
tree-structured network topologies. Tree-
LSTMs outperform all existing systems
and strong LSTM baselines on two tasks:
predicting the semantic relatedness of two
sentences (SemEval 2014, Task 1) and
sentiment classification (Stanford Senti-
ment Treebank).

1 Introduction

Most models for distributed representations of
phrases and sentences—that is, models where real-
valued vectors are used to represent meaning—fall
into one of three classes: bag-of-words models,
sequence models, and tree-structured models. In
bag-of-words models, phrase and sentence repre-
sentations are independent of word order; for ex-
ample, they can be generated by averaging con-
stituent word representations (Landauer and Du-
mais, 1997; Foltz et al., 1998). In contrast, se-
quence models construct sentence representations
as an order-sensitive function of the sequence of
tokens (Elman, 1990; Mikolov, 2012). Lastly,
tree-structured models compose each phrase and
sentence representation from its constituent sub-
phrases according to a given syntactic structure
over the sentence (Goller and Kuchler, 1996;
Socher et al., 2011).

x1 x2 x3 x4

y1 y2 y3 y4

x1

x2

x4 x5 x6

y1

y2 y3

y4 y6

Figure 1: Top: A chain-structured LSTM net-
work. Bottom: A tree-structured LSTM network
with arbitrary branching factor.

Order-insensitive models are insufficient to
fully capture the semantics of natural language
due to their inability to account for differences in
meaning as a result of differences in word order
or syntactic structure (e.g., “cats climb trees” vs.
“trees climb cats”). We therefore turn to order-
sensitive sequential or tree-structured models. In
particular, tree-structured models are a linguisti-
cally attractive option due to their relation to syn-
tactic interpretations of sentence structure. A nat-
ural question, then, is the following: to what ex-
tent (if at all) can we do better with tree-structured
models as opposed to sequential models for sen-
tence representation? In this paper, we work to-
wards addressing this question by directly com-
paring a type of sequential model that has recently
been used to achieve state-of-the-art results in sev-
eral NLP tasks against its tree-structured general-
ization.

Due to their capability for processing arbitrary-
length sequences, recurrent neural networks
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fully capture the semantics of natural language
due to their inability to account for differences in
meaning as a result of differences in word order
or syntactic structure (e.g., “cats climb trees” vs.
“trees climb cats”). We therefore turn to order-
sensitive sequential or tree-structured models. In
particular, tree-structured models are a linguisti-
cally attractive option due to their relation to syn-
tactic interpretations of sentence structure. A nat-
ural question, then, is the following: to what ex-
tent (if at all) can we do better with tree-structured
models as opposed to sequential models for sen-
tence representation? In this paper, we work to-
wards addressing this question by directly com-
paring a type of sequential model that has recently
been used to achieve state-of-the-art results in sev-
eral NLP tasks against its tree-structured general-
ization.

Due to their capability for processing arbitrary-
length sequences, recurrent neural networks
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Tree LSTMs Can Help Leverage Syntactic Structure

[text] A woman is slicing an onion.
[hypothesis] A vegetable is being cut by a woman.

Method Pearson’s r Spearman’s ρ MSE

Illinois-LH (Lai and Hockenmaier, 2014) 0.7993 0.7538 0.3692
UNAL-NLP (Jimenez et al., 2014) 0.8070 0.7489 0.3550
Meaning Factory (Bjerva et al., 2014) 0.8268 0.7721 0.3224
ECNU (Zhao et al., 2014) 0.8414 – –

Mean vectors 0.7577 (0.0013) 0.6738 (0.0027) 0.4557 (0.0090)
DT-RNN (Socher et al., 2014) 0.7923 (0.0070) 0.7319 (0.0071) 0.3822 (0.0137)
SDT-RNN (Socher et al., 2014) 0.7900 (0.0042) 0.7304 (0.0076) 0.3848 (0.0074)

LSTM 0.8528 (0.0031) 0.7911 (0.0059) 0.2831 (0.0092)
Bidirectional LSTM 0.8567 (0.0028) 0.7966 (0.0053) 0.2736 (0.0063)
2-layer LSTM 0.8515 (0.0066) 0.7896 (0.0088) 0.2838 (0.0150)
2-layer Bidirectional LSTM 0.8558 (0.0014) 0.7965 (0.0018) 0.2762 (0.0020)

Constituency Tree-LSTM 0.8582 (0.0038) 0.7966 (0.0053) 0.2734 (0.0108)
Dependency Tree-LSTM 0.8676 (0.0030) 0.8083 (0.0042) 0.2532 (0.0052)

Table 3: Test set results on the SICK semantic relatedness subtask. For our experiments, we report mean
scores over 5 runs (standard deviations in parentheses). Results are grouped as follows: (1) SemEval
2014 submissions; (2) Our own baselines; (3) Sequential LSTMs; (4) Tree-structured LSTMs.

6 Results

6.1 Sentiment Classification

Our results are summarized in Table 2. The Con-
stituency Tree-LSTM outperforms existing sys-
tems on the fine-grained classification subtask and
achieves accuracy comparable to the state-of-the-
art on the binary subtask. In particular, we find that
it outperforms the Dependency Tree-LSTM. This
performance gap is at least partially attributable to
the fact that the Dependency Tree-LSTM is trained
on less data: about 150K labeled nodes vs. 319K
for the Constituency Tree-LSTM. This difference
is due to (1) the dependency representations con-
taining fewer nodes than the corresponding con-
stituency representations, and (2) the inability to
match about 9% of the dependency nodes to a cor-
responding span in the training data.

We found that updating the word representa-
tions during training (“fine-tuning” the word em-
bedding) yields a significant boost in performance
on the fine-grained classification subtask and gives
a minor gain on the binary classification subtask
(this finding is consistent with previous work on
this task by Kim (2014)). These gains are to be
expected since the Glove vectors used to initial-
ize our word representations were not originally
trained to capture sentiment.

6.2 Semantic Relatedness

Our results are summarized in Table 3. Following
Marelli et al. (2014), we use Pearson’s r, Spear-
man’s ρ and mean squared error (MSE) as evalua-

tion metrics. The first two metrics are measures of
correlation against human evaluations of semantic
relatedness.

We compare our models against a number of
non-LSTM baselines. The mean vector baseline
computes sentence representations as a mean of
the representations of the constituent words. The
DT-RNN and SDT-RNN models (Socher et al.,
2014) both compose vector representations for the
nodes in a dependency tree as a sum over affine-
transformed child vectors, followed by a nonlin-
earity. The SDT-RNN is an extension of the DT-
RNN that uses a separate transformation for each
dependency relation. For each of our baselines,
including the LSTM models, we use the similarity
model described in Sec. 4.2.

We also compare against four of the top-
performing systems6 submitted to the SemEval
2014 semantic relatedness shared task: ECNU
(Zhao et al., 2014), The Meaning Factory (Bjerva
et al., 2014), UNAL-NLP (Jimenez et al., 2014),
and Illinois-LH (Lai and Hockenmaier, 2014).
These systems are heavily feature engineered,
generally using a combination of surface form
overlap features and lexical distance features de-
rived from WordNet or the Paraphrase Database
(Ganitkevitch et al., 2013).

Our LSTM models outperform all these sys-

6We list the strongest results we were able to find for this
task; in some cases, these results are stronger than the official
performance by the team on the shared task. For example,
the listed result by Zhao et al. (2014) is stronger than their
submitted system’s Pearson correlation score of 0.8280.
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Applications: Parsing into Bi-Lexical Dependencies

A similar technique is almost impossible to apply to other crops .

root

det
amod

nsubj
cop
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mark
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case

A similar technique is almost impossible to apply to other crops .

ARG2 ARG3
ARG1ARG1

BV
ARG1 ARG1

top

I Syntactico-semantic structure as bi-lexical graph: binary dependencies;
I tree (e.g. Universal Depdendencies) or general graph (DELPH-IN MRS);
I transition- or graph-based algorithms; both score dependency edges.
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Arc-Factored Dependency Parsing

I Tagged input sentence s: w1:n, t1:n; score head–modifier pairs 〈h,m〉.
29



Kiperwasser & Goldberg (2016)

I Concatenate word and tag embeddings (maybe character-level RNN);

I feed through stacked, bi-directional RNNs (two layers work well):

xi = [E[wi]; E[ti]]
v1:n = biRNN(xi)

score(h,m, s) = MLP(φ(h,m, s))
= MLP([vh; vm])

I RNNs as feature extractors: each 〈h,m〉 pair evaluated in full context;

I ‘trivial’ parsing approach: consider all candidate edges; How many?

I can decide on edge and label as separate classifications, or jointly;

I typically want structural constraints, e.g. in transition system or MST.
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Abstract

We present a simple and effective scheme
for dependency parsing which is based on
bidirectional-LSTMs (BiLSTMs). Each sen-
tence token is associated with a BiLSTM vec-
tor representing the token in its sentential con-
text, and feature vectors are constructed by
concatenating a few BiLSTM vectors. The
BiLSTM is trained jointly with the parser ob-
jective, resulting in very effective feature ex-
tractors for parsing. We demonstrate the ef-
fectiveness of the approach by applying it to
a greedy transition-based parser as well as to
a globally optimized graph-based parser. The
resulting parsers have very simple architec-
tures, and match or surpass the state-of-the-art
accuracies on English and Chinese.

1 Introduction

The focus of this paper is on feature represen-
tation for dependency parsing, using recent tech-
niques from the neural-networks (“deep learning”)
literature. Modern approaches to dependency pars-
ing can be broadly categorized into graph-based
and transition-based parsers (Kübler et al., 2009).
Graph-based parsers (McDonald, 2006) treat pars-
ing as a search-based structured prediction prob-
lem in which the goal is learning a scoring func-
tion over dependency trees such that the correct tree
is scored above all other trees. Transition-based
parsers (Nivre, 2004; Nivre, 2008) treat parsing as
a sequence of actions that produce a parse tree, and
a classifier is trained to score the possible actions at
each stage of the process and guide the parsing pro-
cess. Perhaps the simplest graph-based parsers are

arc-factored (first order) models (McDonald, 2006),
in which the scoring function for a tree decomposes
over the individual arcs of the tree. More elaborate
models look at larger (overlapping) parts, requiring
more sophisticated inference and training algorithms
(Martins et al., 2009; Koo and Collins, 2010). The
basic transition-based parsers work in a greedy man-
ner, performing a series of locally-optimal decisions,
and boast very fast parsing speeds. More advanced
transition-based parsers introduce some search into
the process using a beam (Zhang and Clark, 2008)
or dynamic programming (Huang and Sagae, 2010).

Regardless of the details of the parsing frame-
work being used, a crucial step in parser design is
choosing the right feature function for the underly-
ing statistical model. Recent work (see Section 2.2
for an overview) attempt to alleviate parts of the fea-
ture function design problem by moving from lin-
ear to non-linear models, enabling the modeler to
focus on a small set of “core” features and leav-
ing it up to the machine-learning machinery to come
up with good feature combinations (Chen and Man-
ning, 2014; Pei et al., 2015; Lei et al., 2014; Taub-
Tabib et al., 2015). However, the need to carefully
define a set of core features remains. For exam-
ple, the work of Chen and Manning (2014) uses 18
different elements in its feature function, while the
work of Pei et al. (2015) uses 21 different elements.
Other works, notably Dyer et al. (2015) and Le and
Zuidema (2014), propose more sophisticated feature
representations, in which the feature engineering is
replaced with architecture engineering.

In this work, we suggest an approach which is
much simpler in terms of both feature engineering
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