
INF3110 Programming Languages 

Mandatory Assignment 2 Fall 2005 

A Simple Interpreter 
To get this assignment approved, you must write an interpreter for a simple language, 
specified below. To help you in this task, some code has already been written for you. This 
code can be downloaded from the course pages. You may choose to use the given code or 
ignore it as you choose, but it is probably a good idea to use it rather than reinventing the 
wheel. 
 
The provided code consists of a scanner and parser for the language, a program which builds a 
parse tree. Your task is to add code for doing the actual interpretation, including type 
checking. Your program should be able to run in four modi, directed by two command-line 
switches. If, after the program name, the switch “-d” is given, the interpretation should be run 
using dynamic scoping. Otherwise, static scoping should be used. (This is relevant for finding 
declarations, and therefore type checking.) Also, if the switch “-r” is given, the program 
should be interpreted using by-reference parameter transfer. Otherwise, parameters work by-
value. Overall, the interpreter should be run using the following command line syntax (the <> 
brackets are used to denote switches, other parameters are always present): 
 
java interpreter <-d> <-r> programfile parameter 
 
java: The command for the java virtual machine, as with all java programs. 
interpreter: Whatever you called your interpreter program. 
-d: If specified, use dynamic instead of static scoping. 
-r: If specified, use by-reference parameter transfer instead of by-value. 
programfile: The name of the file containing the program to be interpreted. 
parameter: The input parameter to the program (explained later). 
 

The Language 
The syntax of the language is specified by the following EBNF grammar. Nonterminals are 
denoted with <>, terminals are given in ‘’. 
 
<program>  ::= <fundecl> 
<fundecl>  ::= <type> ‘fun’ <NAME> ‘(’ <vardecl> ‘)’ ‘{’  

<stmtlist> ‘return’ <expr> ‘}’ 
<vardecl>  ::= <type> ‘var’ <NAME> 
<stmtlist> ::= { <stmt> ‘;’ }+ 
<stmt>     ::= <fundecl> | <vardecl> | <call> | <assign> 
<call>     ::= <NAME> ‘(’ <expr> ‘)’ 
<assign>   ::= <NAME> ‘=’ <expr> 
<expr>     ::= <term> { <op> <expr> }? 
<term>     ::= <call> | <NAME> | <VALUE>  
<op>       ::= ‘+’ | ‘-’ 
<type>     ::= ‘int’ | ‘double’ 
 



The nonterminal <NAME> expands to any alphabetical string which is not a keyword 
(terminal) in the language. The nonterminal <VALUE> expands to any string which is a legal 
value for one of the three types of the language: 
Integers: The type ‘int’. Legal values match the regular expression  

(0|[1-9][0-9]*) 
Doubles: The type ’double’. Legal values match the regular expression  

(0|[1-9][0-9]*)\.[0-9]+ 
Methods that check whether a given string matches one of the above regular expressions are 
included in the provided code. You can use standard methods (Integer.parseInt and 
Double.parseDouble) in the Java libraries to convert such strings to int and double values 
respectively. 

Namespaces and Double-declarations 
The language has a single namespace for variables and functions, this means that if you have 
declared a variable called foo and then a function called foo, any uses of the name foo from 
then on will be referencing the function. Using it as a variable, for example by assigning to it, 
should generate an error. 
 
Double-declarations are NOT illegal in the language. Instead, the latest declaration is the valid 
one. 

Parameters (and the return of functions) 
Parameters are transferred either by value or by reference, depending on whether the program 
was run with the –r option. Note the fact that the grammar specifies that functions in the 
language always have a single parameter (and never more than one) and that they always end 
with a return (which is not terminated by a “;”, showing that it is not a statement). 
 
Note that the parameters of the outermost function (the program itself) are set by parsing the 
command line (they are command line arguments). Thus, they are always passed by-value. 
The expression of the return statement in that function should be printed to the screen as the 
program terminates. This is the only input and output functionality of programs written in the 
language, and thus is important! 

Typing and Scoping 
The language is statically typed, but scoping depends on whether the parameter was run with 
the –d option. When using dynamic scoping, type checking must be performed at run-time. 
When using static scoping, type checking can be performed prior to interpretation OR at run-
time. You may choose your approach here, but it is probably simpler to at least bind functions 
and variables to their declarations before interpretation starts when you’re using static scoping. 
 
Tip: For dynamic scoping, it is probably a good idea to keep track of a “runtime stack” of 
called functions to search for declarations when you need them. A similar approach can be 
used when calculating declaration-bindings for static scoping. 
 
Type errors should be given as soon as an expression evaluates to a type which is 
incompatible with the context in which it is used. In this language, we assume automatic 
casting of integers to doubles, so the only situation to create a type error is when a double 
value is generated and an integer is expected. This can happen whenever an expression is used, 
see the grammar for details. (Tip: There are three relevant situations.) Upon finding a type 
error, the program should print an error message and terminate. 



 
The type of an expression is calculated as follows: If ALL the terms in the expression have 
type integer, then the type of the expression is also integer. Otherwise, the type of the 
expression is double, and any integer terms should be implicitly converted to type double. 

Recursion 
The language as described by the grammar allows recursion, but as it has no decision-making 
capabilities (such as while-loops or if-statements) it cannot end recursion. If you want you 
may implement a test to prevent infinite recursion, but you will get the assignment approved 
without it. 

Overloading 
The language does not support overloading of functions. This means that a newly declared 
function takes the place of a previously declared function with the same name, even if it has a 
different set of parameters. If you really want, you may implement overloading, but this will 
mean more work for you. 

The Provided Code 
The provided code consists of a scanner for the language, and an implemented meta-model to 
represent parse-trees. The parse tree classes each have methods that perform the actual 
parsing. When run, the provided code takes a file and parses it, emitting an error if it is not a 
valid program for the given language. The result is a parsing tree. To interpret the program, 
you will have to somehow traverse the parsing tree, performing calculations and actions as 
you go along. 

The Classes 
Interpreter simply contains the main method. You will need to add code here to initiate and 
start interpretation. 
 
Scanner performs scanning. It is used by the parse methods, and you can most likely ignore it 
unless you wish to find out how the parsing actually works.  
 
ProgramNode represents the program in the meta-model. An object of this class is the root 
node of the parse tree. 
 
StatementNode is an abstract superclass of all statements. It has a next-pointer, because 
consecutive statements in a function are stored as a linked list. 
 
FunDeclNode represents function declaration statements in the parse tree. 
 
VarDeclNode represents variable declaration statements in the parse tree. 
 
TermNode is an interface and a supertype of all classes that can represent terms. It may be 
wise to add methods here, depending on how you implement the evaluation of expressions. 
Also, you may want to add other interfaces much like this one, for example to be able to 
handle declarations in more or less the same way, no matter whether they are function 
declarations or variable declarations. 
 



CallNode represents function calls in the parse tree. Note the fact that this class is a bit more 
complex than the others, because it represents both function calls made as statements and 
function calls made as terms in expressions. Interpretation of function calls will most likely be 
one of the most challenging parts of the exercise. 
 
AssignNode represents assignment statements in the parse tree. While not as complex as 
function calls, assignments are one of the more interesting things to interpret. 
 
TypeNode is used to represent types (integer or double) in the parse tree. It is used to store the 
type of declared variables and functions. Some may find that this class adds unneeded 
complexity, and replace it by a variable in the declaration classes (but note that in this case, 
the parse methods must also be changed). 
 
ExprNode is used to represent expressions in the parse tree. Apart from calls and assignments, 
this is probably the most interesting thing to interpret, as interpretation here will have to 
compute both the type of the expression (for type checking in the call and assignment nodes) 
and the value of the expression (for use in returns, assignments and parameter transfers). 
 
OpNode is used to represent operators (+ and -) in the parse tree. The class includes a 
suggested methods for using the operator class to calculate the value of two terms. Similar 
functionality for calculating the type can be added. 
 
VarUseNode is used to represent the use (as opposed to the declaration) of variables in the 
parse tree. Interpretation of this kind of term may involve finding its declaration for 
fetching/assigning types. 
 
IntegerNode is used to represent integers (actual numbers, not integer variables, functions or 
types) in the parse tree. 
 
DoubleNode is used to represent doubles (again, actual numbers) in the parse tree. 

How to write an interpreter? 
This assignment may require quite a lot of work, and you are advised to start early. You are 
also advised to ask your group teacher for help whenever you’re stuck. 
 
The basic way to perform the interpretation is by recursively traversing the parse tree. Most of 
the node classes will need “interpret” methods, that call one another. This will happen in 
much the same way as was done for parsing, but instead of creating objects and reading the 
file, various other tasks must be performed (scope handling, type checking and so on). 
 
A couple of hints: 

• Use a variable in the VarDeclNode class to store the current value of the variable 
during interpretation. 

• A similar approach can be used for function return values and expression values, but 
these must be recalculated every time the function is called or the expression evaluated. 

• Remember that with dynamic scoping, the type of an expression may change 
depending on what variables and functions used in the expression are currently in 
scope. With static scoping, the type of an expression is static and can be calculated 
prior to interpretation. 

Need more hints? Ask your group teacher and the list might just be expanded! 
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