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UNIVERSITY of OSLO 

Faculty of Mathematics and Natural Sciences 

Exam in:  INF 4130/9135: Algorithms: Design and efficiency 

Date of exam: 12th December 2014  

Exam hours: 09:00 – 13:00 (4 hours) 

Exam paper consists of: 4 pages  

Appendices: None 

Permitted materials: All written and printed 

 

 

 

Make sure that your copy of this examination paper is complete before answering. 

You can give your answers in English or in Norwegian, as you like. 

 

Read the text carefully, and good luck! 

 

 

Assignment 1 String Search with the Karp-Rabin Algorithm (11 %) 

We want to search the string S = 567467014777 for the pattern P = 777 with the Karp-Rabin 

algorithm. Assume our alphabet consists of the decimal digits (0, 1, …, 9).  

Question 1.a (6 %)   

Our computer is quite limited, and we have to do all operations modulo 10 to make everything fit 

into one digit. (An 8-bit computer would have to do this modulo 256 to make everything fit into one 

byte.) Show all the spurious matches that occur before we get a correct match at the end. 

 

Answer 1.a 
 

5 6 7 4 6 7 0 1 4 7 7 7  window remainder 

mod 10 

  

5 6 7           567 7  spurious match 

 6 7 4          674 4  -- 

  7 4 6         746 6  -- 

   4 6 7        467 7  spurious match 

    6 7 0       670 0  -- 

     7 0 1      701 1  -- 

      0 1 4     014 4  -- 

       1 4 7    147 7  spurious match 

        4 7 7   477 7  spurious match 

         7 7 7  777 7  real match 
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So, there are 4 spurious matches. 

Question 1.b (5 %) 

Assume our computer is even more limited, and that we have to do all operations modulo 2 to make 

everything fit into one bit. Show all the spurious matches that occur before we get a correct match at 

the end in this case. 

 

Answer 1.b 

 
5 6 7 4 6 7 0 1 4 7 7 7  window remainder 

mod 2 

  

5 6 7           567 1 

 

spurious match 

 6 7 4          674 0 

 

-- 

  7 4 6         746 0 

 

-- 

   4 6 7        467 1 

 

spurious match 

    6 7 0       670 0 

 

-- 

     7 0 1      701 1 

 

spurious match 

      0 1 4     014 0 

 

-- 

       1 4 7    147 1 

 

spurious match 

        4 7 7   477 1 

 

spurious match 

         7 7 7  777 1 

 

real match 

 

So, there are 5 spurious matches. 

Assignment 2 The CBR problem: Cheapest Bicycle Rental (32 %) 

Richard plans to go on a bicycle trip over several days in a scenic area with a lot of bicycle roads 

and a number of “stations” where one can rent bikes and return them after use. The route he wants 

to travel goes through the stations S0, S1, …, SN-1, SN. That is, he will start (and rent a bike) at S0, 

rest (and maybe change bike) at S1, …, SN-1, and finally end the tour (and deliver the last bike) at 

station SN.  

 

He has observed that the prices for renting a bike at one station and delivering it at another differs 

quite a lot, and he wants to make the total price for renting bikes as small as possible. He has 

therefore, for each station Si, collected the prices for renting a bike there and delivering it at one of 

the stations Si+1, …, SN. The price for renting a bike at Si and delivering it at Sj (0 ≤ i < j ≤ N) is Pi, j. 

His aim is to find the cheapest “renting scheme” for going from S0 to SN. He must obviously rent a 

bicycle at S0, but the problem is where to deliver the current bike and rent a new one along the way. 

Question 2.a (5 %) 

We want to solve the problem by dynamic programming, and we are here only interested in the 

price of the cheapest renting scheme, not at which stations we should change bicycles. 

(1) Describe what you find to be the appropriate subproblems to solve, to be able to solve 

the full problem (from S0 to SN) in a bottom-up fashion. You may want to look through 

the two next questions (2.b and 2.c) before you answer this one. 

(2) What would you define as the size of such a subproblem?  
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Answer 2.a 

A reasonable subproblem (that will also work for the rest of the assignment) is to ask: What is 

the price of the cheapest renting scheme if you rent a bike in station i and deliver a bike in 

station j (i < j), may be delivering the bike and renting a new one at a number of stations along 

the way.  We shall name this problem “Cheapest(i, j)”.  Thus our original problem is 

Cheapest(0, N). 

 

The size of problem Cheapest(i, j) can suitable be  i – j. Then Cheapest(i, i) will reasonably be 

zero for all i=0, …, N. 

Question 2.b (6 %) 

Give a recurrence relation for finding the solution to a given subproblem from the solutions of 

smaller subproblems. There are two slightly different solutions to this problem: one “symmetric” 

and one “asymmetric”. Both will give full credit. You know all prices Pi, j. 

 

Answer 2.b 

The symmetric solution can be written: 

       Cheapest(i, j) = min (Pi,j ,  min (Cheapest( i, k ) + Cheapest( k, j) ) ) 

                                    k=i+1..j-1 

Here the alternative Pi,j represents the case when it is best to rent a bike at station i, and uses this all 

the way to j, and then deliver it here.  In the rest of the cases we change bike at least once, and then 

the cheapest way to do this will be caught when k is that station.  Note that if the cheapest change 

scheme from i to j includes many bike-changes, then we will get the same minimal value each time 

k is such a change-station.  Thus we somehow “do some extra work” if we use the above formula 

for computing our result.  This is not the case if we instead use the following asymmetric fomula 

(but the computation time will be the same): 

 

       Cheapest(i, j) = min (Pi,j ,  min (Cheapest( i, k ) + Pk,j ) ) ) 
                                    k=i+1..j-1 

The reason why also this works is that if it is cheapest to change bike at least once, then there, for 

the best scheme, there is a last change before you reach station j.  When k has this value you will 

obviously get the cheapest price. 

Question 2.c (6 %) 

During the bottom up dynamic programming computation we will store the solution of each 

subproblem in a two dimensional array A[0:N, 0:N], whose entries are indexed A[i, j]. When drawn, 

it should have i = 0:N increasing downwards, and j = 0:N increasing towards the right. 

(1) Write a program that (given prices Pi, j in the array P[0:N, 0:N]), computes the price of 

the cheapest renting scheme from station S0 to station SN. Looking at (2) below may 

help. 

(2) Indicate in a drawing which part of the array A will be filled by running the program. 

Where will the final answer occur? 

(3) How should the array A be initialized for your program to work? 

 

Answer 2.c (1) 
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It is easy here to get into trouble with the indexes.  Therefore it might to smart either to follow 

the scheme of a similar example in the textbook (pages 270 and 271), or partition the problem 

into two more easy-to-handle parts: First write a method that finds Cheapest(i, j) for any 

reasonable i and j, and then make a program that calls this method repeatedly in the right order 

(from smaller to larger sizes).  We choose to build on the first (symmetric) formula above, and 

get the following method: 

 

int cheapest(int i, int j) {             // Assumes that the arrays P and A are declared outside the method 

   int chp = P[i, j]; 

   for (int k = i+1,  k < j, k++){ 

       int x = cheapest(i, k) + cheapest(k, j); 

      if ( x  < chp ) {chp = x;} 

   } 

   return chp; 

} 

 

This method will in fact work OK for  j=i+1,  and, if  P[i, i] is 0, also for  j=i  (but below we 

start at j=i+2).  

 

We can now look at the figure that answers 2.c(2) below to find inspiration to see how this 

method must be called.  We should first call it for small sizes (and the instances with the same 

size are found on the same upper-left to lower-right diagonal, and those with size = 0 

corresponds to the main diagonal). We the proceed with larger sizes, and finally for size = N. In 

the programs below we’ll start at size = 2, and will discuss in 2.c(3) how the the array A must 

then be initialized.  The program can then be written as a method as follows (but just a program 

is OK): 

 

int findChp(int N) {          // Assumes that the arrays P and A are declared outside the method 

   < … Possible initialization, see 2.c(3) …>; 

   for (int size = 2,  size <= N,  size++){               // We must then initialize for size =1 

       for (int m = 0 ,  m <= N - size,  m++){ 

            A[m, m+size] = cheapest(m, m+size) 

       } 

   } 

   return A[0, N]; 

} 

 

  

 

Answer 2.c (2) 

The figure might look like this: 
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Answer 2.c (3) 

In the above program we will have to initialize the diagonal in A where size =1, as follows: 

            for (int i = 0 to N-1) { A[i, i+1] = P[i, i+1];} 

Question 2.d (5 %) 

Using O-notation, what is the time-complexity of the program you have written above? Explain. If 

you have trouble getting a “closed” answer, you may write it as a general sum, but a closed form is 

best. 

 

Answer 2.d 

The program (after inlining the method “cheapest(…)”) has three for-statements inside each 

other.  Thus the time-complexity is O(N
3
).  This is a straight forward answer, that should give 

full score. However, inside this solution lies the fact that 1
2
 +2

2
+ … +N

2
  is  O(N

3
), and if the 

student has said something about this (like O(1
2
 +2

2
+ … + N

2
), instead of O(N

3
)  that is also 

“almost” OK. 

Question 2.e (5 %) 

The CBR problem above can also be formulated as a shortest path problem in a directed graph. 

Describe how this can be done, preferably by including a drawing. 

 

Answer 2.e 

The graph for N=4 the graph will be as follows: 

       
That the cheapest rental scheme for our bicycle tour is the same as the shortest path from S0 to 

S4 should be obvious.  This figure can obviously also be generalized to longer paths. 

i 

j 

0 

N 

0 N 

This part will be filled 

The final answer will occur here 

NOT REQUIRED: 

The main diagonal will have zeroes, 

and the next diagonal will have P[i, j], 

Whether any of these must be 

initialized depends on the program 

The array A: 

S0 

S1 

S2 

S3 

S4 
P0, 4 

P1, 2 

P0, 3 
P3, 4 

P0, 1 

P2, 3 

P0, 2 

P1, 4 

P2, 4 

P1, 3 
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Question 2.f (5 %) 

Discuss, again using O-notation, which of the above two solution methods (using dynamic 

programming and using algorithms for finding shortest paths) is best for this problem. 

 

Answer 2.f 

The dynamic program above uses time O(N
3
).  To find the shortest path (with nonnegative edge 

lengths) we can use Dijkstra’s algorithm, which in general uses O(|E|*log|V|) time.  As we in 

our graph have O(N
2
) edges (in fact:  N*(N+1)/2 ) and N+1 nodes, the time used will be  

O(N
2
*log N).  This is smaller than O(N

3
), so it is best to use the shortest path variant. 

Assignment 3 A*-search (18 %) 

We are given a set of points P = {p1, p2, …, pn} in the terrain. Each point pi has a horizontal 

position (normal x and y coordinates) denoted x(pi) and denoted y(pi), and an elevation (meters 

above sea level) denoted elev(pi). For simplicity we assume that all these are positive numbers  

(not so in Holland). The points are connected by edges representing roads, trails, etc., forming a 

graph we wish to search for specific types of paths, using the A*- algorithm.  

Question 3.a (6 %) 
We want to use the A*-algorithm to search for a path from p1 to pn with the lowest amount of 

cumulative vertical travel. 

 

For a path < a, b, c,…, k, l > the cumulative vertical travel, denoted cvt(a, b, c, …, k, l), is simply 

the sum of the elevation difference (in absolute value) between each successive pair of points on the 

path 

cvt(a, b, c, …, k, l) = |elev(a) − elev(b)|  +  |elev(b) − elev(c)|  +  …  +  |elev(k) − elev(l)| . 

 

Example:  
Let the elevation of four points a, b, c, and d be 2, 3, 1, and 2, respectively. Then the cumulative 

vertical travel of the path < a, b, c, d > is  

cvt(a, b, c, d) = |2 − 3|  +  |3 − 1|  +  |1 − 2| =  1 + 2 + 1 = 4 . 

 

Your task: 

Design a monotone heuristic for the A*-algorithm that only takes cumulative vertical distance into 

account, so that the algorithm will find a path with the lowest cumulative vertical distance (the 

actual length is unimportant). Argue that your heuristic is monotone.   

 

Answer 3.a 

 
For a point p let the heuristic be h(p) = |elev(p) – elev(m)|. 

 

We need to define a cost. The length of the path leg is ok, the elevation difference between two 

points is never larger than the distance between the same points. 

 

 We must show: 
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1. h(p)<= h(p’) + cost(p,p’) 

2. h(m) = 0 (obvious) 

| h(p) – h(p’) | = | |elev(p) – elev(m)| - |elev(p’) – elev(m)| | is never larger than |elev(p) – elev(p’)| 

(whether m is above, below or between p and p’ in elevation ).   

Since cost(p,p’) ≥ |elev(p) – elev(p’)| (length of path leg must be longer than the vertical travel), 1 

holds. 

Question 3.b (6 %) 
Design a monotone heuristic for the A*-algorithm that looks at total travelled distance, so that the 

algorithm will find the overall shortest path. To really write this algorithm you would have to know 

the real distances along the paths and roads, but you shall only give a heuristic that is as good as 

possible, built on the knowledge above. Argue that your heuristic is monotone.  

 

Answer 3.b 
For a point p  let the heuristic h(p) be the length of the vector 𝑚𝑝⃗⃗⃗⃗⃗⃗ ,   

||𝑚𝑝⃗⃗⃗⃗⃗⃗ || =  √|𝑥(𝑝) –  𝑥(𝑚)|2  +  |𝑦(𝑝) –  𝑦(𝑚)|2  +  |𝑒𝑙𝑒𝑣(𝑝) –  𝑒𝑙𝑒𝑣(𝑚)|2. 

 

We again use the actual length of the path leg as the cost. 

 

We must show: 

 

1. h(p)<= h(p’) + cost(p,p’) 

2. h(m) = 0 (obvious) 

 

A bit more involved to prove with three dimensions. The main observation one must make is that 

the difference in length between two vectors 𝑚𝑝⃗⃗⃗⃗⃗⃗  and 𝑚𝑝′⃗⃗⃗⃗ ⃗⃗  ⃗  never can be larger than the length of the 

vector 𝑝𝑝´⃗⃗⃗⃗⃗⃗  (which is a lower bound for the cost), so 1 holds). A strict mathematical proof was not 

necessary. 

 

  

We can not use manhattan distance as our heuristic. If we are in point (1,1,1) and move to (0,0,0) 

which is the goal node, we will have h((1,1,1)) = 3, h((0,0,0)) = 0,  the straight line between (0,0,0) 

and (1,1,1), which is the lower bound for the cost, has length √(1
2
+1

2
+1

2
) = √3, so that  h((1,1,1)) > 

h((0,0,0)) + √3. 

Question 3.c (6 %) 
Design a monotone heuristic for the A*-algorithm that first takes cumulative vertical distance into 

account, and then horizontal distance, so that the algorithm will find the shortest path among the 

ones with the lowest cumulative vertical distance. A good proposal will give a reasonable score, 

even if you don’t prove that it is monotone. 

 

Answer 3.c 
The idea was to combine the answer from 3.a and a 2D horizontal variant of the answer from 3.b 

using a two-value pair. 

 

(cvt, horizontal distance) 
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Proving monotonicity turned out to be quite difficult. Not a good question, graded accordingly. 

Assignment 4 Undecidability (12 %) 

Discuss the decidability of the two problems below. Prove your answers. 

Question 4.a (6 %) 
Given two Turing machines as input, decide whether they will write the same symbol in their 100th 

step of computation. 
 

Answer 4.a 

The problem is decidable — by an algorithm that simply simulates both machines for 100 steps. 

Question 4.b (6 %) 
Given two Turing machines as input, decide whether they will ever write the same symbol in the 

same step of computation. 

 

Answer 4.b 

The problem is undecidable. The proof is by reduction from Halting problem.  
The reduction procedure creates two turing machines. One machine simulates machine  
M on in put  x and writes a dollar sigh (if M halts on x) — i.e. it’s the machine, and the reduction by 
which it is created, that were given in class; the other machine writes a dollar sign in  
every step. It is easy to see that these two machines will eventually write the same sign if and only 
if M halts on x. Hence deciding the question in b would be equivalent to deciding whether M halts 
on x - which we know is undecidable. 

Assignment 5 Complexity (12 %) 

At Lørenskog High, in class 9A, a number of students have quarrelled and don’t speak with one 

another – which gives the teachers the two problems listed below. Model them as general decision 

problems and discuss their complexity. Prove your claims. You may refer to algorithms discussed 

and problems proven NP-complete in class. 

Question 5.a (4 %) 
Sitting in the classroom: Seat the students pairwise, so that no two students that have quarrelled sit 

together. 
 

Answer 5.a  
The problem becomes the MAXIMUM MATCHING decision problem by substituting the 

compatibility relationships for the incompatibility ones (i.e. by complementing the incompatibility 

graph). The problem is solvable in polynomial time by the matching algorithm discussed in class. 

 

Question 5.b (8 %) 
Line-up in the gym: Arrange the students in a row, so that no two students who have quarrelled 

stand next to each other.  
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Answer 5.b 
With the same transformation as above (complementing the edges), the problem becomes the 

Hamiltonian path or HamPath problem. (The students may not know this problem, because it was 

not discussed in class; but the Hamiltonian cycle or HamCycle was proven NP-complete). We 

prove that the Hamiltonian path problem is NP-complete by first showing a polynomial-time 

reduction from HamCycle to stHamPath (the question whether there is a Hamiltonian path from a 

given vertex s to a given vertex t, Lemma 1); and then reducing stHamPath to HamPath (Lemma 2). 

 

Lemma 1: HamCycle ≤p stHamPath 

Proof: Let f(G) = (G’, s, t) be the reduction function. Define it as follows. Choose an arbitrary 

vertex of G (say, labelled v). Suppose that there is no vertex in G called v’. Now, set vertices of G’
 

to be V’=V ∪{v’},and edges of G’
 
to be E’

 
= E∪{(u, v’) | (u, v)∈E}. That is, the new vertex v’ is a 

“copy” of v in a sense that it is connected to exactly the same vertices as v. Then, set s = v and
 

t = v’. 

 

Now, suppose that there is a Hamiltonian cycle in G. Without loss of generality, suppose that it 

starts with v, so it is v = v
1
, v

2
, .... vn, v. Now, replacing the final v with v’

 
we get a hamiltonian 

path from s = v to t = v’ in G’. 

 

For the other direction, suppose that G’
 
has a hamiltonian path starting from s and ending in t. Then 

since s and t correspond to the same vertex in G, this path will be a hamiltonian cycle in G. 

Lastly, since f does no computation and only adds 1 vertex and at most n edges the reduction is 

polynomial-time. 

 

Lemma 2: stHamPath ≤p HamPath 

Proof:  Let the input instance of stHamPath be (G, s, t). stHamPath is reduced to HamPath by an 

algorithm that takes (G, s, t) as input and creates a graph G’, such that V’=V ∪{v’’,v’’’} and  E’
 
= 

E ∪{(v’’,s), (t,v’’’)} (i.e. we adding to the input graph G two vertices v0’ and v0’’, and connect 

them with edges to s and t). It is easy to see that this reduction procedure is polynomial-time, and 

that the resulting graph has a Hamiltonian path if and only if the original graph has a Hamiltonian 

path from s to t. 

Assignment 6 Algorithm design for coping with Intractability (15 %) 

Answer each of the questions below, and give a brief, but precise, explanation. If you don’t know 

the answer, discuss what you would need to know in order to give a correct answer. Recall that a 

number (integer) is a prime if it is divisible only by 1 and by itself. PRIMALITY is the problem of 

deciding, given a number N as input, whether N is a prime.  

 
The idea of this assignment is to test the students’ understanding of basic concepts.  

Question 6.a (5 %) 

Consider the algorithm that for each number x between 2 and SQRT(N), checks whether N is 

divisible by x. Would this be a polynomial time algorithm? (Recall that “polynomial” means 

polynomial-time with respect to the length of the input string.) 

 

 

 

Answer 6.a 
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This would not be a polynomial time algorithm: The number N is exponentially large w.r.t. the size 

of the input (which is log N); hence so is SQRT(N). 

Question 6.b (5 %) 

Assume that you have a procedure that, given a prime number k, produces the next prime number in 

constant time; and consider the following idea for how to create an algorithm for PRIMALITY: For 

each prime x between 2 and SQRT(N), check whether N is divisible by x. Could this approach lead 

to a polynomial time PRIMALITY algorithm? 

 

Answer 6.b 
This would not be a polynomial-time algorithm, because there are N / log N primes between 1 and 

N (the Prime Number Theorem; the students are not supposed to know this, but they should be able 

to raise this issue). 

Question 6.c (5 %) 

Assume you are given a procedure that produces a random prime number between 2 and SQRT(N) 

in constant time, and consider the following idea for how to create an algorithm for PRIMALITY: 

Repeatedly call this procedure to create a prime number x, then test whether N is divisible by x. 

Could this approach lead to a Monte Carlo algorithm for PRIMALITY (recall that a Monte Carlo 

algorithm always either gives a certain and correct answer YES, or answers PROBABLY NO so 

that the probability of error, i.e. of the correct answer being YES, is at most ½) ? 

 

Answer 6.c 
No.  There are too few prime numbers (“witnesses”) for the algorithm to have a constant probability 

of success. (Again if the students don’t know this, it is sufficient to explain the issue.)  

 

 

[END]  


