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UNIVERSITY of OSLO 

Faculty of Mathematics and Natural Sciences 

Exam in:  INF 4130/9135: Algorithms: Design and efficiency 

Date of exam: 14th December 2015  

Exam hours: 09:00 – 13:00 (4 hours) 

Exam paper consists of: 6 pages  

Appendices: None 

Permitted materials: All written and printed 

 

Make sure that your copy of this examination paper is complete before answering. 

You can give your answers in English or in Norwegian, as you like. 

 

Read the text carefully, and good luck! 

Assignment 1  Dynamic programming (20 %) 

We have a rectangular grid (or a matrix) S with m x n squares (where m ≥ 1 and n ≥ 1).  The 

individual squares are referred to as S[i, j], where S[1, 1] is the upper left square, S[m, 1] is 

the lower left one, S[1, n] is the upper right one, and S[m, n] is the lower right square. We 

shall look at paths from the upper left square to the lower right one, where each step along the 

path are either a single move downwards or to the right. Such paths are called complete paths. 

See figure below.   

 

Each square S[i, j] also has a positive (non-zero) integer “cost” C[i, j].  We can thus also   talk 

about the cost of a complete path, defined as the sum of the costs in all the squares it passes 

through (including S[1, 1] and S[m, n]). The cost values are given in an integer array  

“C[1..m, 1..n]” (and when programming you can generate arrays e.g. as follows: “new integer 

array A[d..e, f..g]”).  The task here is to find the minimal cost that a complete path can have 

over all complete paths. You shall use dynamic programming to find this cost.   

 

 

   1 
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  m 

 

                  j 
1                                 n 

 

A rectangular grid with a complete path. An integer (the cost C[i, j]) is 

given for each square S[i, j], but these are not shown in this figure.  

Square S[2, 4] 

Square S[m, n] 
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1.a 
As we shall use dynamic programming, we need some type of table to store the intermediate 

results. Describe the table T you want to use for the above problem, and what the entries of T 

should contain, in relation to the original problem. 

 

Answer 1.a 
The table will be an integer array T[1..m, 1..n], where T[i, j] is the cost of the cheapest path 

from S[1, 1] to S[i, j] (with the cost of both end-squares included). 

 

1.b 
Here you should first write down the recurrence relation you want to use to fill table T. Then, 

you should specify exactly the initializations you want to do, so that you afterwards can fill in 

the table T in a bottom up fashion. 

 

Answer 1.b 
The recurrence relation:     

     T[i, j] = C[i, j] + min { T[i-1, j], T[i, j-1] } 

 

Initialization:  

     T[1, 1] = C[1, 1] 

     for i = 2, 3, ..., m:  T[i, 1] = C[1, 1] + ... + C[i, 1]  (or T[i-1, 1] + C[i, 1] )  

     for j = 2, 3, ..., n :  T[1, j] = C[1, 1] + ... + C[1, j]  (or T[1, j-1] + C[1, j] )  

Note:  If there are suitable tests and special treatments of the cases i=1 and/or j=1 in the 

program in 1.c, no initialization is needed. 

 

1.c 
Write a program that fills in the table in a bottom up fashion. Make sure to also include the 

initializations you want.  The program should be written in a suitable (and understandable) 

language and you shall write the program as a “method” (or “procedure” or “function”) that 

receives the intergers m and n, and the array C as parameters.  The method should be named 

“minCost”, and it should only compute the cost of a minimal path (not the path itself), and it 

should return this cost as its result. The method itself is responsible for generating the  

table T. 

 

Answer 1.c 
   int minCost(int m, int n, int C[int, int]) {   // All variants of specifications are OK 

      int T[int, int] = new int array [1.. m, 1.. n];   // Again, all variants are OK 

       

      T[1, 1] = C[1, 1] 

      for ( i = 2, i++, i <= m ){ T[i, 1] = T[i-1, 1] + C[i, 1]; } 

      for ( j = 2, j++, j <= n ) { T[1, j] = T[1, j-1] + C[1, j]; } 

 

      for ( i = 2, i++, i <= m ){ 

         for ( j = 2, j++, j <= n ) {  

             T[i, j] = min(T[i, j-1], T[i-1, j]) + C[i, j]; 

      } } 

      return T[m, n]; 

   } 
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1.d  
We now introduce a new element into the problem, which is that, in addition to m, n and C, 

an integer F (“forbidden”) is given.  Also, a new rule is introduced: 

Rule: If the cost C[i, j] is equal to F, then no complete path is allowed to pass through 

square S[i, j]. That is: Any such path will simply not qualify as a complete path. 

Thus, there may in some instances be no complete paths at all through the grid (and this is 

true e.g. if C[1,1] = F). In such a case the value for the “minimum cost of a complete path” is 

defined to be zero. 

Your task here is to answer the questions 1.a and 1.b again, but for this new situation.  It is 

enough to specify what you will now do differently than in 1.a and 1.b. 

 

Answer 1.d 
We still want the table T to be an integer array with size [1:m, 1:n]. To easily express what 

the value of T[i, j] should be now, we define “a legal i-j-path” to be a path from S[1, 1] to S[i, 

j] that does not pass through any square with C-value equal to F. Thus, as zero was not a 

possible content of T in 1.a and 1.b, we can now use T[i, j] = 0 to signal that there are no 

legal i-j-paths in the grid.  Otherwise we want T[i, j] to be the cost of the cheapest legal i-j-

path. 

 

The recurrence relation can then e.g. be written as follows (are there better ways?):     

  if ( C[i, j] = F or (T[i-1, j] = 0 and T[i, j-1] = 0) )    T[i, j] =  0 

  else if ( T[i-1, j] = 0)                                                 T[i, j] =  T[i, j-1] + C[i, j]  

  else if ( T[i, j-1] = 0)                                                 T[i, j] =  T[i-1, j] + C[i, j] 

  else                                                                            T[i, j] =  min(T[i-1, j], T[i, j-1])+C[i, j] ) 

 

Initialization (and we now only write the recursive version of the two last ones):  

if C[1, 1] = F) T[1, 1] == 0 else T[1, 1] = C[1, 1]  

  

for i = 2, 3, ..., m:   if (C[i, 1] = F or T[i-1, 1] = 0) T[i, 1] = 0  

                               else T[i, 1] = T[i-1, 1] + C[i, 1] ) 

  

    for j = 2, 3, ..., n:    if (C[1, j] = F or T[1, j-1]) = 0) T[1, j] = 0  

                               else T[1, j] = T[1, j-1] + C[1, j] )  

 

 

1.e 
We consider using memoization to solve the above problems.  We wonder whether there are 

instances where we, by using memoization, will end up looking at fewer entries in the table T 

than we will when filling the table bottom up. You should answer this question both for the 

situation in 1.a and for the one in 1.d. Explain. 

 

Answer 1.e 
In 1.a you will have to fill in all the entries of T independent of the values of C.  In 1.d there 

are many situations where you don’t have to fill in all of T.  A simple example is if C[m, n] = 

F. Then you will only fill T[m, n] with the value 0, and you are finished. 
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Assignment 2  Shortest Path (15%) 

We shall use the A*-algorithm to find the shortest path in a grid (Remember that the 

A*-algorithm requires the heuristic to meet certain constraints, and that Dijkstra´s algorithm 

is a special case without any heuristic.) 

 

2.a 

Given the following (undirected) grid graph, we want to find the shortest path from the start 

node A to the goal node I with the A*-algorithm. Edge lengths and heuristic values for the 

nodes are indicated in the grid. Your task is to show what happens in each step of the 

algorithm. 
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As an example showing how you shall describe what happens during the A*-algorithm, we 

give the table below. However, note that this table describes what happens in the first few 

steps of Dijkstra’s algorithm when it searches for the shortest distance from A to I.  

 

The important elements to describe after each step is what nodes reside in the priority queue, 

and the priorities of these nodes.  In the Action part of each line we indicate what node will 

be taken out of the priority queue and what nodes will change priority, in the following step.  

To get a unique order we decide that neighbours of a node are treated alphabetically, and that 

the FIFO-principle is used if nodes in the priority queue have equal priorities.  

 

Step 
Priority queue 

Action 
Node Priority 

    

1 A 0 A is dequeued (gets inserted in the tree) 

2 B 6  

 D 1 D is dequeued 

3 B 6  

 E 6  

 G 3 G is dequeued 

4 B 6  

 E 6 E’s priority is changed from 6 to 5 

 H 4 H is dequeued 

5 B 6  
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 E 5 E is dequeued 

…                                … … … 

 

 

Your task is to fill in a similar table for all the steps of the A*-algorithm using the 

heuristic indicated in the grid graph above. In the column “Priority” you shall show the 

priority relevant to the A*-algorithm, but also how this priority is the result of adding two 

values, by giving these values. The first few g-values (the actual distance from node A) are 

indicated in the nodes. 

Answer 2a 

Step 
Priority queue 

Action 
Node Priority 

    

1 A 0 A is dequeued (gets inserted in the tree) 

2 B 6 + 9 = 15  

 D 1 + 11 = 12 D is dequeued 

3 B 6 + 9 = 15  

 E 6 + 7 = 13  

 G 3 + 8 = 11 G is dequeued 

4 B 6 + 9 = 15  

 E 6 + 7 = 13 E’s g-value is changed from 6 to 5 

 H 4 + 5 = 9 H is dequeued 

5 B 

E 

6 + 9 = 15 

5 + 7 = 12 

 

E is dequeued 

 I 13 + 0 = 13  

6                              B 

F 

I 

6 + 9 = 15 

8 + 4 = 12 

13 + 0  = 13 

 

F is dequeued 

I’s g-value is changed from 13 to 12 

7 B 

C 

I 

6 + 9 = 15 

12 + 8 = 20 

12 + 0 = 12 

 

 

I is dequeued (done) 

 

2.b 

We still want to find the shortest path from the start node A to the goal node I in the same 

grid, but now with a slightly adjusted heuristic. The heuristic values in the figure below are 

ever so slightly adjusted compared the ones used in question 2.a. 
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Again, your task is to fill in a table similar to the one in question 2.a with the new 

heuristic indicated in the figure above.  

Answer 2b 

Step 
Priority queue 

Action 
Node Priority 

    

1 A 0 A is dequeued (gets inserted in the tree) 

2 B 6 + 10 = 16  

 D 1 + 11 = 12 D is dequeued 

3 B 6 + 10 = 16  

 E 6 + 9 = 15  

 G 3 + 8 = 11 G is dequeued 

4 B 6 + 10 = 16  

 E 6 + 9 = 15 E’s g-value is changed from 6 to 5 

 H 4 + 5 = 9 H is dequeued 

5 B 

E 

6 + 10 = 16 

5 + 9 = 14 

 

 I 13 + 0 = 13 I is dequeued (done, but wrong) 

 

 

 

2.c  
Comment on the usefulness of the heuristics used above. Your comments should discuss the 

special heuristics used in 2.a and 2.b, but might also include more general considerations. 

Answer 2c 

The main thing to observe here is that the answer the A* algorithm gives with the heuristic in 

2b is wrong.  
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Neither heuristic is monotone (edges EH and GH are examples where the monotonicity 

requirement is broken). However, this does not lead to re-visitation of nodes i 2a. The 

heuristic in 2b is not even admissible (an underestimate). A heuristic that is admissible, but 

not monotone will eventually lead to a correct answer, but the running time may be longer 

than with a monotone one. A correct answer is not guaranteed with a heuristic that is not 

admissible. In fact, we cannot even call the algorithm A* or A with the heuristic in 2b. We 

have h(E) = 9 > c(E, F) + c(F, I) = 3 + 4 = 7. The higher than legal heuristic value for E 

prevents us from finding the correct shortest path H-E-F-I, forcing us to go H-I directly, 

which is wrong… 

  

Assignment 3  Find algorithms (15 %) 

We look at the following situation: Two schools A and B agree that some of their pupils 

should have a “net-friend” at the other school.  Therefore n pupils are chosen at each school, 

and a party is held for all the 2*n pupils so that they should get to know each other.  

Afterwards, each pupil p makes a list with k(p) pupils picked from the n pupils at the other 

school that he/she would like to have as net-friends. The number k(p) of pupils on this list is 

chosen individually, in the rage from 1 to n. Each pupil p also gives a number m(p) (in the 

range from 1 to k(p)), and this is the maximum number of net-friends that he/she would like 

to have.  These lists and all the numbers are given to the school administrations. 

The administrations of the two schools decide that they should only make a net-friend pair of 

two pupils if both of them want the other as a net-friend. 

 

3.a 
We first assume that the number m(p) is 1 for all pupils p (that is: Each pupil should have at 

most one net-friend).  Specify an algorithm that the administrations can use to decide whether 

it is possible to find a net-friend for all the 2*n pupils under these conditions, and if so, finds  

a net-friend to each of the 2*n pupils.   You can refer to algorithms in the curriculum, and you 

should explain why your method will work for this case. 

 

Answer 3.a 
We can here use the Hungarien algorithm for finding a perfect matching in a bipartite graph if 

such a matching exists.  The two node sets of the graph are the n pupils of school A and the n 

pupils of school B, and there is an edge between two pupils if both have included the other on 

his/her list of possible net-friends.  There is a net-friend for every pupil if and only if a 

perfect matching exists in the bipartite graph. 

 

3.b 
We now assume that the values of m(p) can be higher than 1. Your task now is to describe 

how you can then solve the problem by transforming it to a problem discussed in the 

curriculum.  Describe the necessary transformation, and explain why this solves the problem.  

You may indicate the idea of the transformation by sketching a simple example of a 

transformed instance. 

 

Answer 3.b  
(The answer below is more complete than we can expected form the students.) The graph 

here will initially be the same as in 3.a. However, there will now also be an interger 
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connected to each pupil-node p, which is m(p).  We now want to choose edges so that exactly 

m(p) edges is chosen adjacent to each pupil-node p.   

 

To see if this is possible we can transform the problem to a flow problem, by adding a source 

node and a sink node at opposite sides of the pupil-nodes, as in the figure below.  We also 

add edges from the source node to its half of the pupil-nodes, and likewise edges from the 

other half of the pupil-nodes to the sink.  Each of these added edges have capacity equal to 

m(p) for the corresponding pupil p.  We also make the edges between the pupil-nodes 

directed towards the sink, and each of these edges is given capacity 1. 

 

We can then find the maximum flow from the source to the sink in this network by the Ford-

Fulkerson algorithm, and we observe that we can give all the pupils their wanted number of 

net-friends if and only if all the edges from the source (or all the edges to the sink) are filled 

to their capacity. 

 

A central fact about flow in networks with integer capacities is important for the above 

conclusion.  That fact is that the maximum flow can be obtained by an integer flow on each 

edge, and that Ford-Fulkerson will find such a flow. This fact means that an edge with 

capacity 1 will either have no flow or full flow, which can be seen as if the edge is either 

included or not included 

 
  

Assignment 4   Undecidability (10 %)  

Which of the following languages are undecidable? Prove your answer. 

 

4.a 

A4 A2 

B4 

A3 

B1 B3 B2 B5 

A1 A5 

Capacity equal to m(p) for each 

pupil B1, B2, B3, B4, B5. 

Capacity equal to m(p) for each 

pupil A1, A2, A3, A4, A5. 

 

All have 

capacity 1 

Sink 

Source 
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L = {M1, M2 | Turing machines M1 and M2 will, when started with blank tapes, write the 

same symbol in step number n, for all n} 

 

4.b 
L = {M1, M2 | Turing machines M1 and M2 will, for any (may be different) inputs, write 

different symbols in step number n, for all n} 

 

Answers:  
Both are undecidable. The proofs are by reduction from Halting, and modifications of the 

proof given in the compendium http://heim.ifi.uio.no/~dino/in210_komp99.pdf  p. 82 as 

follows 

 

4.a 

 

M’: 

 Simulate M on input X 

 Write a $ 

M’’: 

 Simulate M on input X. 

 

Reverse the black “Yes” and “No” to create the green ones (output) 

 

4.b 

 

M’: 

 Simulate M on input X 

 Write a $ 

M’’: 

 Repeat forever: Write a $ 

Reverse the black “Yes” and “No” to create the green ones (output) 

  

To get full credit, the students should say that writing a $ is excluded as possibility during the 

simulation. 

 

Assignment 5   NP-completeness (10 %) 

The input in each of the following languages is a set S, positive integer weights w(s) for each 

element s of S, and a positive integer N. Determine the complexity of the following problems 

and prove your answers. 

 

5.a 
Decide if there is a way to choose 100 elements of S so that their values add up to N. 

 

5.b 
Decide if there is a way to choose any number of elements of S so that their values add up  

to N. 

 

 

http://heim.ifi.uio.no/~dino/in210_komp99.pdf
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Answers:  
(This was an error, I proposed that we keep the original problems a and b. As it is, problem b 

is trivial.)  Problem a is solvable in polynomial time  by trying all possible subsets with 100 

elements in  O(n^100) time; Problem b. is just the Subset Sum, proven in class to be NP-

complete.  

 

Assignment 6   General knowledge (15 %) 

Provide a short answer or explanation to each of the following. 

 

6.a 
What is achieved by representing problems as formal languages? 

 

6.b 
What is achieved by proving that a certain problem belongs to a certain class? 

 

6.c 
What is achieved by defining the Turing machine? 

 

6.d 
What difficulties are involved in using average-case complexity? 

 

6.e 
What limitations exist in speeding up solutions to problems by using parallel machine? 

 

 

Answers: 
a. By representing problems as formal languages we become able to represent all problems 

as elements of a single set. This makes it possible to divide problems into classes. 

b. By showing that a problem belongs to a class we determine (1) its complexity i.e. how 

efficient the solution can or may need to be and (2) what approaches to solution 

(algorithm design) might be suitable. 

c. The Turing machine is used as a mathematical model of the abstract notions “machine” 

and “algorithm”. Hence this definition allows us to further define a number of notions, 

such as what it mean for a problem to have a solution etc. According to the Church’s (or 

Church-Turing) Thesis the Turing machine is as powerful as any reasonable machine 

model; and according to the Computational Complexity Thesis, problem complexity 

determined based on the Turing Machine will hold or remain invariant for all other 

reasonable machine models. Hence the Turing Machine gives us a simple way to define 

machine-independent undecidability-and-complexity classes. 

d. To use average-case complexity of a problem we need to define a probability distribution 

on the set of feasible instances – which is obviously application dependent. When 

probabilities are involved, the mathematics often becomes difficult or intractable. 

e. By using theoretical parallel machine models such as the PRAM and the Boolean circuits, 

we can solve the NP-complete and other problems in Pspace  in polynomial time – if we 

have exponential hardware. With polynomially many processors, P remains robust. 

Therefore parallel complexity is studied mostly for problems that are within P. Those are 
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then divided into problems belonging to NC (which means “efficiently parallelizable”) 

and P-complete (not efficiently parallelizable). 

Assignment 7   Triangulation (15 %) 

We are given the following five points in the plane. Distances are indicated by the arrows. 

 

 

1
1

1

 

7.a 

Draw all triangulations of the five points. Omit symmetries and rotations. 

Answer 7a 

There are only two possible triangulations of the five points if we omit symmetries: 

 

    
 

7.b 

Which triangulation from 7.a is the Delaunay triangulation? Give a short justification/proof! 

Hint: Possible angles are 18,4°, 26,6°, 45°, 63,4°, 90°, and 135°. (This is after all not an 

exercise in trigonometry.) 
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Answer 7b 
The hint in the question text was meant to lead to an argument about the lexicographic order 

of the triangulations…, but all answers are equally good, as long as they contain a proper 

justification based on a definition of a Delaunay triangulation. 

 

The triangulation on the left can be represented by the angle sequence: 

L = <45°, 45°, 45°, 45°, 45°, 45°, 90°, 90°, 90°>. 

The triangulation on the right can be represented by the angle sequence: 

R = <18,4°, 26,6°, 26,6°, 45°, 45°, 63,4°, 90°, 90°, 135°>. 

We have R <lex L, so the triangulation on the left is the Delaunay triangulation. 

 
It is also possible to argue using circumcircles, like below. In the triangulation on the right 

two of the circumcircles contain corners of other triangles. 

  7.c 

Draw the Voronoi diagram for the five points. 

 

Answer 7c 
We get the following Voronoi diagram from the Delaunay triangulation: 

 

 


