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Trial exam INF5830, 2011 Fall 
 
The purpose of this set is to give you an idea of what to expect for your exam in INF5830/INF9830, 
the fall of 2011. It will also give you an opportunity to test yourself. The exam will be 4 hours. In 
solving this set you should plan to use (no more than) 4 hours and adapt the extent of your answers 
accordingly. This set does not include exercises from Lilja’s lectures, but most probably the exam will. 
 
There will be no books, computers or calculators at the exam. We will include a tiny statistical table 
containing the numbers you will need, and the numerical examples will be simple. 
 
We will work through these exercises Wednesday Dec 7. If you like, you may hand in a written report 
before that to get feedback. If you want feedback at  Wednesday, you should hand in  your 
assignment before noon at Monday 5. 
 

Exercise 1 – NLP experiments 
Kim is doing textual entailment classification as her master’s thesis work. She is testing her classifier 
on a test corpus consisting of 500 hand coded examples and get the following results: 
 Correct class 

Entailment Non-entailment 
Result of the classifier Entailment 50 25 

Non-entailment 50 375 
 
a) What is the accuracy, recall, precision and f-score for the classifier? 
 
b) Assume that the test data are representative. What is a reasonable baseline for the accuracy of a 
classifier? 
 
c) Is the accuracy Kim’s classifier achieves significant at the level P=0.05? 
 

Exercise 2 –Collocations  
Let a and b be two words. In considering whether a and b make a collocation one considers all 
bigrams w1 and w2 and see whether w1=a or not and whether w2=b or not. We consider four 
different counts which may be called O11, O12, O21, O22, respectively as shown by: 
 w2=b w2≠b 
w1=a O11=|{w1w2 | w1=a, w2=b }| O12=|{w1w2 | w1=a, w2≠b }| 
w1≠a O21=|{w1w2 | w1≠a, w2=b }| O22=|{w1w2 | w1≠a, w2≠b }| 
 
There are many different association measures which may be used to determine how strong the 
connection between a and b are. Three of them are the t-score, the χ2 test, and PMI.  
 
a) Try to express the t-score, the χ2 test, and PMI in terms of O11, O12, O21, O22. You may introduce 
additional items, say for O11+O21, as you may find convenient. 
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b) (Constructed example) Assume a corpus of 1001000 words and the following observations: 
 
 w2=room w2≠room 
w1=rumpus O11=18 O12=2 
w1≠rumpus O21=952 O22=1 mill -2 
 
 w2=room w2≠room 
w1=living O11=200 O12=500 
w1≠living O21=800 O22=1 mill - 500 
 
Calculate the t-score and PMI for collocations for each of the “rumpus room” and the “living room”. 
How will the two measures rank the goodness of the two collocations? 
 

Exercise 3 – Classification  
Explain how the k nearest neighbors classifier works. What is its strengths and weaknesses? 
 

Exercise 4 – Vector space semantics 
Explain the main ideas of  vector space semantics.  
What is the cosine measure for similarity? 
Two celebreties when the vector space model is used for information retrieval (IR) is term frequency 
(tf) and inverse document frequency (idf). Explain the principles of tf-idf-weighting. 
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