
Part-of-Speech Tagging with Hidden Markov Models

Jonathon Read

October 7, 2011

1 Last week: probability theory and n-gram language models

Last week we discussed some concepts from probability theory, such as conditional probabilities and how they can be

manipulated to determine the joint probability, using the Chain Rule:

P (A1 ∩ ... ∩AN ) = P (A1)×

P (A2|A1)×

P (A3|A1 ∩A2)×

...×

P
(
AN | ∩N−1

i=1 Ai

)
which says that the joint probability of several events occuring in sequence, P (A1 ∩ ... ∩AN ), is equal to the product

of the conditional probabilities, e.g. P
(
AN | ∩N−1

i=1 A1

)
, of each event occurring given the history of events.

To apply this to natural language we can think of a sentence as being a sequence, where each word is an event, e.g.

P (i like bananas) = P (i)×

P (like|i)×

P (bananas|i like)

Estimating such conditional probabilities is simply a case of calculating relative frequencies of counts in a suitable

corpus, for example:

P (bananas|I like) =
C (i like bananas)

C (i like)

This is called Maximum Likelihood Estimation (MLE).

This is fine for three-word toy sentences, but most cases (such as our somewhat unusual example, “Hold the

newsreader’s nose squarely ...”) it becomes impossible to estimate the conditional probabilities because the precise

sequence of words will not have occurred previously:

P (hold the newsreader ’s nose squarely) = P (hold)×

P (the|hold)×

P (newsreader|hold the)×

P (’s|hold the newsreader)×

P (nose|hold the newsreader ’s)×

P (squarely|hold the newsreader ’s nose)

Instead we can make a Markov assumption—that is, assume that the probability of a word only depends on the
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immediately preceeding words within some window of length n:

P
(
wk|wk−1

1

)
≈ P

(
wk|wk−1

k−n+1

)
such that our estimate for the example becomes (if n = 2, for example):

P (hold the newsreader ’s nose squarely) ≈ P (hold)×

P (the|hold)×

P (newsreader|the)×

P (’s|newsreader)×

P (nose|’s)×

P (squarely|nose)

These estimated probabilities of sentences are useful in tasks that involve identifying words in noisy or ambiguous

input. For example, speech recognition has to determine the correct interpretation of homophones—words that sound

the same but have different meanings, e.g. probability estimates can indicate that “their house is over there” is much

more likely than “there house is over their”.

2 Parts-of-speech

Parts-of-speech (also known as POS, word classes, morphological classes, lexical tags) are used to describe collections

of words that serve a similar purpose in language.

All parts-of-speech fall into one of two categories: open- and closed-class. Open-class parts-of-speech are continually

changing, with words going in and out of fashion. In contrast closed-class parts-of-speech are relatively static and tend

to perform some grammatical function.

There are four major open classes in English:

Nouns typically refer to entities in the world, like people, concepts and things (e.g. dog, language, idea). Proper nouns

name specific entities (e.g. University of Oslo). Count nouns occur in both singular (dog) or plural forms (dogs)

and can be counted (one dog, two dogs). In contrast, mass nouns, which are used to describe a homogeneous

concept, are not counted (e.g. *two snows).

Verbs are those words that refer to actions and processes (e.g. eat, speak, think). English verbs have a number of

forms (e.g. eat, eats, eating, eaten, ate).

Adjectives describe qualities of entities, (e.g. white, old, bad).

Adverbs modify other words, typically verbs (hence the name), but also other adverbs and even whole phrases. Some

examples are directional or locative (here, downhill), others are to do with degree (very, somewhat), and others

are temporal (yesterday).

There are many more closed classes, including:

Determiners modify nouns to make reference to an instance or instances of the noun e.g. a, the, some

Pronouns substitute nouns, often serving to avoid excessive repetition, e.g. ”Bill had many papers. He read them.”

Conjunctions connect words and phrases together (e.g. and, or, but)

Prepositions indicate relations e.g. on, under, over, near, by at, from to, with.

Auxiliaries are closed-class verbs that indicate certain semantic properties of a main verb, such as tense (e.g. ”he

will go”).
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So the parts-of-speech in last week’s example are:

Hold/VERB the/DETERMINER newsreader/NOUN ’s/DETERMINER nose/NOUN squarely/ADVERB

The above lists cover the parts-of-speech that tend to be taught at an elementary level in English schools, but are

by no means exhaustive. There are many different lists (known as tagsets) used in a variety of corpora. For instance, in

the exercises we will be using the Penn Treebank tagset, which is relatively modest in size with only 45 tags. Consider

Jurafsky & Martin’s examples, from the Penn Treebank version of the Brown corpus:

1. The/DT grand/JJ jury/NN commented/VBD on/IN a/DT number/NN of/IN other/JJ topics/NNS ./.

2. There/EX are/VBP 70/CD children/NNS there/RB

Most parts-of-speech in example (1) are instances of classes discussed above, but tags are made more specific by the

inclusion of extra letters. For instance, NN indicates a singular or mass noun, whereas NNS would indicate a plural

noun; furthermore VBD indicates a verb in past tense, whereas VB would be its base form. Example (2) shows the

use of EX to mark an existential ‘there’. For a full list of tags see Figure 5.6 on page 165 in Jurafsky & Martin.

3 Part-of-speech tagging

Part-of-speech tagging is the process of labeling each word in a text with the appropriate part-of-speech. The input

to a tagger is a string of words and the desired tagset.

Part-of-speech information is very important for a number of tasks in natural language processing:

Parsing is the task of determining the syntactic structure of sentences—recognising noun phrases, verb phrases, etc.

Determining parts-of-speech is a necessary prequisite.

Lemmatisation involves finding the canonical form of a word. Knowing the word’s part-of-speech can aid this,

because it can tell us what affixes might be have been applied to the word.

Word sense disambiguation is needed when a word can have more than one sense (e.g. “They felt the plane bank”

vs. “Shares in the bank fell”). Part-of-speech information can help in some instances, such as this example,

where a plane banking—changing direction—is a verb, while the other example is of a noun–the financial entity.

Machine translation can benefit in a similar manner, for example when translating a phrase containing the Norwe-

gian word shy, knowing whether it is a noun, adjective or verb can tell us whether to translate it as cloud, shy

or avoid.

However, it is not a trivial task because there are frequently several possible parts of speech for a word. Part-of

speech tagging is therefore a disambiguation task which involves determining the correct tag for a particular occurrence

of a word given its context.

Rule-based approaches tend to employ a two stage process. Firstly, a lexicon of words and their known parts-of-

speech is consulted to enumerate all possibilities for words in the input. Secondly a large set of constraints are applied

that one-by-one eliminate all possible readings that are inconsistent with the context.

4 HMM part-of-speech tagging

We can view part-of-speech tagging as a sequence classification task, wherein we are given a sequence of observed

words wn
1 and determine a corresponding sequence of classes t̂n1 . We want to choose, from all sequences of n tags tn1

the sequence which has the highest probability P (tn1 |wn
1 ):

t̂n1 = arg max
tn1

P (tn1 |wn
1 )
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A quick note on notation: arg maxx f (x) means “the x such that f (x) is maximised”. While the above equation is

valid it is not immediately clear how to use it, because we can’t directly estimate the probability of a sequence of tags

given a sequence of words.

We can begin to make the equation computable by applying Bayes rule,

P (x|y) =
P (y|x)P (x)

P (y)

which enables us to transform the conditional probabilty of a sequence of tags given a sequence of words into something

more practical:

t̂n1 = arg max
tn1

P (tn1 |wn
1 ) = arg max

tn1

P (wn
1 |tn1 )P (tn1 )

P (wn
1 )

Also, as the denominator P (wn
1 ) will be applied to all possible tn1 it has no effect on the arg max output, and can be

safely discarded to further simplify the computation, leaving us with:

t̂n1 = arg max
tn1

P (wn
1 |tn1 )P (tn1 )

The two terms are the prior probability of the tag sequence P (tn1 )—the probability of seeing the tag sequence irre-

spective of the word sequence—and the likelihood of the word sequence given such a sequence P (wn
1 |tn1 ).

But recall last week’s discussion of the creativity of language—how can we estimate the probabilities of sequences

of words and tags if we’re unlikely to observe most utterances in a corpus?

Similar to those made last week, we make simpliying assumptions. First, that the probability of a word appearing

is only dependent on its own part-of-speech tag, and is not influenced by other words and tags:

P (wn
1 |tn1 ) ≈

n∏
i

P (wi|ti)

And secondly that the probability of a tag is only dependent on the immediately previous tag (as apposed to the entire

tag sequence):

P (tn1 ) ≈
n∏
i

P (ti|ti−1)

Which leaves us with a tractable formulation for the search problem:

t̂t1 = arg max
tn1

P (tn1 |wn
1 ) ≈ arg max

tn1

n∏
i

P (wi|ti)P (ti|ti−1)

We can now compute maximum likelihood estimates of the terms using a training corpus of previously tagged

text, using counts of observed tags and words. For example, one might have the intuition that determiners (DT) are

frequently followed by common nouns, e.g. “that/DT flight/NN”. This can be assessed with the maximum likelihood

estimate of the tag transition probability:

P (ti|ti−1) =
C(ti−1, ti)

C(ti−1)

P (NN|DT) =
C(DT,NN)

C(DT)
=

56509

116454
= 0.49

The word likelihood probabilities, P (wi|ti), represent the association of a given tag with a given word. Suppose we

are interested in the likelihood of the verb “is” when the tag is VBZ.

P (ti|wi) =
C(ti, wi)

C(ti)

P (is|VBZ) =
C(VBZ, is)

C(VBZ)
=

10073

21627
= 0.47
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5 An example

Here’s an example of a search in action, focusing on resolving the ambiguity presented by the word “race” in the

sentence “Secretariat is expected to race tomorrow”. The diagram below presents two intepretations that are mostly

similar—the only differences in probabilities are highlighted in bold. So to simplify the example, we’ll just consider

these probabilities. Firstly, the tag transition probabilities indicate that a verb following TO is about 500 times more

likely than a noun:

P (NN|TO) = 0.00047

P (VB|TO) = 0.83

Turning to P (wi|ti), the lexical likelihood of race being a verb or a noun, it seems that the verb sense of race is less

likely than the noun sense.

P (race|NN) = 0.00057

P (race|VB) = 0.00012

Finally we represent the tag sequence probability for the next tag (NR):

P (NR|VB) = 0.0027

P (NR|NN) = 0.0012

Finding the product of the lexical likelihoods and tag sequence probabilties, we find that the sequence with a verb is

higher, despite the noun sense being more likely for race:

P (VB|TO)P (NR|VB)P (race|VB) = 0.00000027

P (NN|TO)P (NR|NN)P (race|NN) = 0.00000000032
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