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Shrinkage Methods: ridge regression and PCR
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Shrinkage Methods: bias and variance
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Lasso: Least Absolute Shrinkage and Selection Operator

Lasso is similar to ridge regression, with an L, penalty instead of

the Ly one,
N

p
D= Bo— . Bizij)?,

i=1 j=1

subject to Z?:l 18] < t.

Or, in the equivalent Lagrangian form,

N ) P
Blasso(A) = argming E(yi —Bo — Z Bixi;)® + A Z 1341
izl =1 j=1

e X must be standardized:
e [ is again not considered in the penalty term.
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Lasso: constrained estimation

Blasso(A)

Bovrs
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Lasso: remarks

Due to the structure of the L; norm;
e some estimates are forced to be 0 (variable selection);

e no close form for the estimator.

From a Bayesian prospective:
° Bk,,sso()\) as the posterior mode estimate.
e 3 ~ Laplace(0,72);
e for more details, see Park & Casella (2008).

Extreme situations:

e A —0, Blasso()\) - BOLS;
* \— o, Blasso(/\> — 0.
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Lasso: shrinkage
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Lasso: generalized linear models

Lasso (and ridge r.) can be used with any linear regression model;

e e.g., logistic regression.

In logistic regression, the lasso solution is the maximizer of

N

p
maxs s § O, |vi(fo + BTws) —log(1+ ) | — A Y] |3
i=1 j=1

Note:

e penalized logistic regression can be applied to problems with
high-dimensional data (see Section 18.4).
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Comparison of Shrinkage Methods: coefficient profiles

Comparison of Shrinkage Methods: coefficient profiles
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Comparison of Shrinkage Methods: coefficient profiles
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More on Lasso and Related Path Algorithms: generalization

Generalization including lasso and ridge r. — bridge regression:

N P P
B(A) = argming { > (yi — Bo — Y. Bimij)> + A D Bl ¢ .0 = 0.
i=1 =1 =1

Where:
e g = 0 — best subset selection;
e ¢ =1 — lasso;

e g =2 — ridge regression.
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More on Lasso and Related Path Algorithms: generalization

Note that:
e 0 < g <1 — non differentiable;

e 1 < q <2 — compromise between lasso and ridge (but
differentiable = no variable selection property).

e g defines the shape of the constrain area:

g=4 qg=2 qg=1 q = 0.
| | |
| | |

e ¢ could be estimated from the data (tuning parameter);

e in practice does not work well (variance).
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More on Lasso and Related Path Algorithms: elastic net

Different compromise lasso / ridge regression: elastic net

N P P
B(A) = argming 4 > (yi — Bo — Y Bizi;)* + A Y. (alj| + (1 — a)B3)
j=1

i=1 j=1
Idea:
e [, penalty takes care of variable selection;
e [ penalty helps in correctly handling correlation;

e « defines how much Ly and Ly penalty should be used:

> it is a tuning parameter, must be found in addition to A;
> a grid search is discouraged;
> in real experiments, often very close to 0 or 1.
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More on Lasso and Related Path Algorithms: elastic net
Comparing the bridge regression and the elastic net,
g=1.2 a=10.2

|

!
Lg Elastic Net

e they look very similar;

e huge difference due to differentiability (variable selection).
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More on Lasso and Related Path Algorithms: Least Angle Regression More on Lasso and Related Path Algorithms: LAR

Least Angle Regression:
1. Standardize the predictors (mean zero, unit norm). Initialize:
> residuals r =y — g

The Least Angle Regression (LAR):

e can be viewed as a “democratic” version of the forward

selection: > regression coefficient estimates 5 = --- = 3, = 0;
e add sequentially new predictors into the model 2. find the predictor x; most correlated with r;
> only "as much as it deserves’; 3. move f3; towards its least-squares coefficient (z;, 7,

e eventually reaches the least square estimation; > until for k # j, corr(zg,r) = corr(z;, 7).

e strongly connected with lasso; 4. add z}, in the active list and update both 3; and fj:

> towards their joint least squares coefficient;
> until z; has as much correlation with the current residual;

> lasso can be seen as a special case of LAR;
> LAR is often used to fit lasso models.

5. continue until all p predictors have been entered.
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More on Lasso and Related Path Algorithms: comparison More on Lasso and Related Path Algorithms: overfit
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More on Lasso and Related Path Algorithms: other shrinkage methods
Group Lasso
Sometimes predictors belong to the same group:
e genes that belong to the same molecular pathway;
e dummy variables from the same categorical variable ...

Suppose the p predictors are grouped in L groups, group lasso
minimizes

L L
ming < [[(y — Bol — D XeBell3 + A D v/pellBjll2 ¢
=1 =1

where:

e .. /py accounts for the group sizes;
e || - || denotes the (not squared) Euclidean norm
> it is 0 < all its component are 0;

e sparsity is encouraged at group level.
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More on Lasso and Related Path Algorithms: other shrinkage methods

In the case of orthogonal design (X7 X = Iy),

A
cj(A) = L= ]
B

where \ is a tuning parameter (related to t).

Note that the solution depends on BOLS3
e cannot be applied in p >> N problems;
e may be a problem when BOLS behaves poorly;

e has the oracle properties (Yuan & Lin, 2006) < see soon.
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More on Lasso and Related Path Algorithms: other shrinkage methods

Non-negative garrote
The idea of lasso originates from the non-negative garrote,

N p
Bgarrote = argminﬁ Z(yz — Bo — Z Cjﬁjxij)Qa
i=1

j=1
subject to

¢j =0 and chét.
J

Non-negative garrote starts with OLS estimates and shrinks them:
e by non-negative factors;
e the sum of the non-negative factor is constrained,;

e for more information, see Breiman (1995).
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More on Lasso and Related Path Algorithms: other shrinkage methods
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Comparison between lasso (left) and non-negative garrote (right).

(picture from Tibshirani, 1996)
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More on Lasso and Related Path Algorithms: the oracle property

Let:
o A:={j:B; # 0} be the set of the true relevant coefficients;
e § be a fitting procedure (lasso, non-negative garrote, ...);

e ((6) the coefficient estimator of the procedure §.

We would like that §:
(a) identifies the right subset model, {j : 5(8) # 0} = A;

~

(b) converges to the right value, v/n(53(6)4 — S4) 4, N(0,%),
where X is the covariance matrix for the true subset model.

If § asymptotically satisfies (a) and (b), it is defined an oracle
procedure.
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More on Lasso and Related Path Algorithms: lasso and oracle property

Knight & Fu (2000) demonstrated the following two lemmas:
Lemma (1)

If \n/n — Ao = 0, then 3/255°(X) 2> argmin, Vi (u), where

p
Vi(u) = (u=B)"Clu=B)" + o ), us]
i=1
Lemma (2)
If An/+/1e — Ao = 0, then \/n(5325°(\) — B) 4, argmin, Va(u),
P
Va(u) = —2uT W4uT Cu+o Z[ujsgn(ﬁj)]l(ﬁj # 0)+|u;|1(8; = 0)],
i=1
where W ~ N(0,020).
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More on Lasso and Related Path Algorithms: lasso and oracle property

Consider the following setup (Knight & Fu, 2000):
o y; = ;8 + €, with ¢ i.i.d. r.v. with mean 0 and variance o2;

e n 1 XTX — C, where C'is a positive definite matrix;

e suppose w.l.g. that A = {1,2,...,po}, po < p;
Cii Cr2 - -
= hC trix;
o C [ Cor Coy | with C11 a pg X pg matrix
o A= (s B0 # 0)
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More on Lasso and Related Path Algorithms: lasso and oracle property

From Lemma (1):

e only A\g = 0 guarantees consistency.

Lemma (2) states:
e the lasso estimate is \/n-consistent;

e when \, = O(y/n), A cannot be A with positive probability.

Proposition (1)
If \/\/ = Ao = 0, then lim sup,P[A = A] < ¢ < 1.
For the proof, see Zou (2006).
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More on Lasso and Related Path Algorithms: necessary condition

Can consistency in variable selection can be achieved by sacrificing
the rate of convergence in estimation?

l

Non necessarily.

It is possible to derive a necessary condition for consistency of the
lasso variable selection (Zou, 2006):

Theorem (necessary condition)

Suppose that lim,, P[A = A] = 1. Then there exists some sign
vector s = (s1,...,8p,)7, 8; € {—1,1}, such that

|CQ1Cﬂ18| < 1. (1)

The last equation is understood componentwise.
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More on Lasso and Related Path Algorithms: necessary condition

If condition (1) fails = the lasso variable selection is inconsistent.

Corollary (1)

Suppose that pg =2m + 1> 3 and p = py + 1, so there is one
irrelevant predictor. Let C11 = (1 — p1)I + p1J1, where Jy is the
matrix of 1's, C19 = pal and Cas = 1. If—lﬁ <p1 < pflo and

L+ (po—1p1) < |p2] < A/(1 + (po — 1)/p1/po), then condition (1)
cannot be satisfied. So the lasso variable selection is inconsistent.

STK-IN4300: lecture 5 30/ 38

UiO ¢ University of Oslo
STK-IN4300 - Statistical Learning Methods in Data Science

More on Lasso and Related Path Algorithms: Corollary (1)

Proof of Corollary (1).

Note that
-1 1 .
* Oy = I-p1 (1= 1+(pgl—1)P1 J);
® CQlcﬂl = 1+(pg2,1)p1(1)T-

—

Therefore 02101_115 = H(pg’iil)pl@é’il sj)1.

i p2 B/
Then, condition (1) becomes ‘1+(p071)p1 ’ =1 s]’ <L

Note that when pg is a odd number, ]Z?O:I sj| = 1.

If |1+(p§7271)m’ > 1, then condition (1) cannot be satisfied for any

sign vector. The choice of (p1, p2) ensures that C is a positive

matrix and |1+(p'372_1)p1| > 1. O
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More on Lasso and Related Path Algorithms: other shrinkage methods

The Smoothly Clipped Absolute Deviation (SCAD) estimator

R _ 1 . p
ﬁscad()\a a) = argmlnﬁ §||y—ﬁ01 _XlgHg +)\ij(5j7)‘aa) ;

j=1
where
dp;(B5; A, o) ‘ (@A = 18D+ /1 5
Ll ) afugs) <0+ e B 1051 > 0}
for a > 2.
Usually:

e « is set equal to 3.7 (based on simulations);

e )\ is chosen via cross-validation.
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More on Lasso and Related Path Algorithms: other shrinkage methods

The SCAD penalty function:
e penalizes less the largest regression coefficient estimates;

e makes the solution continuous. In particular,

. sgn(B)(185] — A)+ when [5] < 2\
Bscad(A, @) = 1 {(a—1)8 —sgn(B)ar}/(a —2) when 2\ < |B] < a)
B when || > aA

Note that:
e 3 an y/n-consistent estimator (Fan & Li, 2001, Theorem 1);

e the SCAD estimator Bscad()\, «) is an oracle estimator (Fan &
Li, 2001, Theorem 2).
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More on Lasso and Related Path Algorithms: other shrinkage methods
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More on Lasso and Related Path Algorithms: other shrinkage methods

Adaptive lasso
The adaptive lasso is a particular case of the weighted lasso,

N P P
Bueight(X) = argming { > (yi — Bo — Y Bywij)” + A D wjl Byl ¢,

i=1 j=1 j=1
in which Tf)j = 1/’Bo|_5|7.

Note:
e it enjoys the oracle properties (Zou, 2006, Theorem 2);

e when v =1, it is very closely related to the non-negative
garrote (there is an additional sign constrain);

30LS

B

e relies on — sometimes lasso used in a first step;

e two-dimensional tuning parameter.
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More on Lasso and Related Path Algorithms: other shrinkage methods

(c) (d)

(c) lasso;
(d) scad.

(picture from Zou, 2006)
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More on Lasso and Related Path Algorithms: other shrinkage methods
(e) M)

(e) adaptive lasso with v = 0.5;
(f) adaptive lasso with v = 0.2.

(picture from Zou, 2006)
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