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Problem 1 Bias-Variance Tradeoff
38 2. Overview of Supervised Learning
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FIGURE 2.11. Test and training error as a function of model complexity.

be close to f(x0). As k grows, the neighbors are further away, and then
anything can happen.

The variance term is simply the variance of an average here, and de-
creases as the inverse of k. So as k varies, there is a bias–variance tradeoff.

More generally, as the model complexity of our procedure is increased, the
variance tends to increase and the squared bias tends to decrease. The op-
posite behavior occurs as the model complexity is decreased. For k-nearest
neighbors, the model complexity is controlled by k.

Typically we would like to choose our model complexity to trade bias
off with variance in such a way as to minimize the test error. An obvious
estimate of test error is the training error 1

N

∑
i(yi − ŷi)

2. Unfortunately
training error is not a good estimate of test error, as it does not properly
account for model complexity.

Figure 2.11 shows the typical behavior of the test and training error, as
model complexity is varied. The training error tends to decrease whenever
we increase the model complexity, that is, whenever we fit the data harder.
However with too much fitting, the model adapts itself too closely to the
training data, and will not generalize well (i.e., have large test error). In

that case the predictions f̂(x0) will have large variance, as reflected in the
last term of expression (2.46). In contrast, if the model is not complex
enough, it will underfit and may have large bias, again resulting in poor
generalization. In Chapter 7 we discuss methods for estimating the test
error of a prediction method, and hence estimating the optimal amount of
model complexity for a given prediction method and training set.

Figure 1: From Hastie et al. (2009). The Elements of Statistical Learning.

(a) Based on Figure 1, explain the bias-variance tradeoff.

(b) The (cubic) smoothing spline is the minimizer f̂(x) of the criterion

RSSλ(f) =
N∑

i=1

(yi − f(xi))2 + λ

∫
f ′′(t)2dt

over all functions with two continuous derivatives. Now:

(i) Explain how λ controls the bias-variance tradeoff.
(ii) What happens when λ→ 0 and λ→∞?

(c) k-nearest neighbors (KNN) is a fundamental non-parametric super-
vised learning method. Now:

(Continued on page 2.)
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(i) Briefly explain how KNN works, both in the context of regression
and classification.

(ii) Explain how the bias-variance tradeoff can be controlled when
using KNN.

Problem 2 Linear Regression

Assume that we have a linear model Y = βTx + ε, where ε ∼ N(0, σ2ε ) and
x is an input vector of length p + 1 (including the constant). Furthermore,
assume we have training data in the form of N input vectors, collected into
an N × (p+ 1) matrix X, and an associated outcome vector y of length N .
Assuming X has full rank, the least squares estimate of the parameters is
uniquely given by

β̂ = (XTX)−1XTy.

(a) Let θ̂ = β̂Tx0 be the least squares estimate of the true conditional
mean θ = βTx0 at target point x0. Considering X to be fixed, show
that:

(i) θ̂ is a linear function of y (and hence a linear estimator).

(ii) θ̂ is an unbiased estimator for θ, that is, E(θ̂) = θ.

(b) Let θ̃ = cTy be any linear unbiased estimator for θ (including θ̂). The
expected prediction error (EPE) at x0 can under the given assumptions
be decomposed as

EPE(x0) = σ2ε + (θ − E[θ̃])2 + E[(θ̃ − E[θ̃])2]

Now, under the given assumptions, the Gauss-Markov theorem states
that Var(θ̂) ≤ Var(θ̃). In terms of the EPE at x0:

(i) Explain why the Gauss-Markov theorem favours the least squares
estimator over any other linear unbiased estimator.

(ii) Explain why one still might be better off using another estimator.

(c) Consider three methods for restricting the linear regression model: best
subset selection, ridge regression and the lasso. In the special case of
an orthonormal input matrix X (for which XTX = I), the three
methods have explicit solutions in the form of a simple transformation
of the least squares estimate, as shown in Figure 2. Based on Figure
2, explain how each method regularises the full least squares model.

Problem 3 Effective Number of Parameters

Let {(xi, yi)}Ni=1 be a set of N input-output training observations.
Furthermore, let y = (y1, . . . , yN ) denote the N -vector of output values
and ŷ = (ŷ1, . . . , ŷN ) the corresponding predictions. Then, a linear fitting
method is one for which we can write

ŷ = Sy,

(Continued on page 3.)
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Figure 2: From Hastie et al. (2009). The Elements of Statistical Learning.
Note: The least squares estimate is on the x-axis and the restricted estimate
on the y-axis.

where S is an N ×N matrix that depends on the inputs xi but not on the
outputs yi. For a linear fitting method we can define the effective number of
parameters as

df(S) = trace(S),

where the trace operator is the sum of the diagonal elements.

(a) Show that k-nearest neighbors regression is a linear fitting method.

(b) Derive an expression for the effective number of parameters for k-
nearest neighbors regression and evaluate the expression for k = 1
and k = N .

Problem 4 Model Selection and Evaluation

(a) Let T denote a set of training data containing N joint observations of
the input-output pair (X,Y ) and let (X0, Y 0) denote a new test data
pair (all generated from the same p(X,Y )). Further let f̂(X) be a
model fitted on the training data. Given some loss function L(y, f(x)),
consider the following definitions of errors for the fitted model:

(i) Err = ET
[
EX0,Y 0 [L(Y 0, f̂(X0)) | T ]

]

(ii) Errin =
1

N

N∑

i=1

EY 0 [L(Y 0
i , f̂(xi)) | T ]

Explain what errors (i)–(ii) measure and describe some method for
estimating each of them.

(b) Consider a linear regression model y = βTx, where β is a p+1 param-
eter vector that includes the constant. Let β̂ be the least squares esti-
mate based on training observations (x1, y1), . . . , (xN , yN ), drawn inde-
pendently from some distribution p(X,Y ). Let (x̃1, ỹ1), . . . , (x̃M , ỹM )

(Continued on page 4.)
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be a set of test observations, drawn independently from the same dis-
tribution as the training data. Now, prove that

EX,Y
[
Rtr(β̂)

]
≤ EX,Y

[
Rte(β̂)

]
,

where Rtr(β) = 1
N

∑N
i=1(yi−βTxi)2 and Rte(β) = 1

M

∑M
i=1(ỹi−βT x̃i)2.

Problem 5 Gradient Tree Boosting

A gradient tree boosting algorithm for regression given a generic loss function
L(y, f(x)) is shown below in Algorithm 10.3.

10.11 Right-Sized Trees for Boosting 361

Algorithm 10.3 Gradient Tree Boosting Algorithm.

1. Initialize f0(x) = arg minγ

∑N
i=1 L(yi, γ).

2. For m = 1 to M :

(a) For i = 1, 2, . . . , N compute

rim = −
[
∂L(yi, f(xi))

∂f(xi)

]

f=fm−1

.

(b) Fit a regression tree to the targets rim giving terminal regions
Rjm, j = 1, 2, . . . , Jm.

(c) For j = 1, 2, . . . , Jm compute

γjm = arg min
γ

∑

xi∈Rjm

L (yi, fm−1(xi) + γ) .

(d) Update fm(x) = fm−1(x) +
∑Jm

j=1 γjmI(x ∈ Rjm).

3. Output f̂(x) = fM (x).

The algorithm for classification is similar. Lines 2(a)–(d) are repeated
K times at each iteration m, once for each class using (10.38). The result
at line 3 is K different (coupled) tree expansions fkM (x), k = 1, 2, . . . ,K.
These produce probabilities via (10.21) or do classification as in (10.20).
Details are given in Exercise 10.9. Two basic tuning parameters are the
number of iterations M and the sizes of each of the constituent trees
Jm, m = 1, 2, . . . ,M .

The original implementation of this algorithm was called MART for
“multiple additive regression trees,” and was referred to in the first edi-
tion of this book. Many of the figures in this chapter were produced by
MART. Gradient boosting as described here is implemented in the R gbm

package (Ridgeway, 1999, “Gradient Boosted Models”), and is freely avail-
able. The gbm package is used in Section 10.14.2, and extensively in Chap-
ters 16 and 15. Another R implementation of boosting is mboost (Hothorn
and Bühlmann, 2006). A commercial implementation of gradient boost-
ing/MART called TreeNet is available from Salford Systems, Inc.

10.11 Right-Sized Trees for Boosting

Historically, boosting was considered to be a technique for combining mod-
els, here trees. As such, the tree building algorithm was regarded as a

(a) Explain steps 1− 3 of the gradient tree boosting algorithm as defined
in Algorithm 10.3.

(b) Assume that we have a global J , that is, Jm = J for m = 1, . . . ,M .
Now:

(i) Explain how the parameters M and J are used to to regularize
the fitted model.

(ii) Explain the implications on the obtained model when setting
J = 1.

THE END - GOOD LUCK!


