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Outline of the lecture

@ Gradient Boosting
e review
o Ly boosting with linear learner

@ Tree-based boosting

@ eXtreme Gradient Boosting
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Gradient Boosting: from the last lecture

In the last lecture:
e boosting as implementation of “wisdom of the crowds”;

repeatedly apply a weak learner to modification of the data;

from AdaBoost to gradient boosting;

e forward stagewise additive modelling;

importance of shrinkage.
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Gradient Boosting: general gradient boosting

Gradient boosting algorithm:

1. initialize the estimate, e.g., fo(z) = 0;

2. form =1,..., Mstop,
2.1 compute the negative gradient vector,
Uy = — aL(y,f(an))‘ :
@) (@)= frnr ()

2.2 fit the base learner to the negative gradient vector, h, (U, x);
2.3 update the estimate, f,(z) = fim—1(2) + Vhm(um, x).
3. final estimate, fmsmp(m) = Y5 VA (U, T)
Note:
e X must be centered;
o fine () is a GAM.
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Ly boosting with linear learner: algorithm

L,Boost algorithm:

A~

1. initialize the estimate with least squares, fo(z) = h(z, 0y,x),
> éy,X = argmin, Zf\il(Yz — h(z,0))?;
2. form =1,..., Mstop,
2.1 compute the residuals, uy, = y; — frm—1(2);
2.2 fit the base learner to the residuals by, e.g., least squares;

2.3 update the estimate, f,(z) = fim—1(2) + VAm(um, x).

3. final estimate, fmstop(x) = 35 B (U, )
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Lo boosting with linear learner: boosting operator
Consider a linear regression example,
yi = f(x;) +€,i=1,...,N,

in which:

o ¢ i.i.d. with E[e;] = 0, Var[e;] = o?;

e we use a linear base learner S : RY — RN (Sy = 9);

»eg, S=vX(XTX)1XT,

Note that, using an Ly loss function,

o fm(x) = fr—1(z) + Sum;

® Un =Y — frm-1(2) = um—1 — Stm-1 = (I = S)um-1;

e iterating, u,, = (/ —S)", m=1,..., Mstop.

Because fo(x) = Sy, then fmstop(x) =Y S —S)my, e,

Fnsop(@) = (I = (I =8)™ ) y.

~
boosting operator 5,
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Lo boosting with linear learner: properties

Consider a linear learner S (e.g., least square) with eigenvalues A,
k=1,...,N. Then

Proposition 2 (Biihlmann & Yu, 2003): The eigenvalues of the
LoBoost operator B, are

{1— (1 =Nt k=1,...,N}.

If S =87 (i.e., symmetric), then 3,, can be diagonalized with an

orthonormal transformation,
By =UD, U, D, = diag(1 — (1 — A)"soe ™)

where UUT = UTU = I
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Lo boosting with linear learner: properties

We can now compute (Bﬂhlmann & Yu, 2003, Proposition 3):

e bias*(m,S; f) = 12 [fm(2i)] = £)?
=N~ 1fTUd|ag(( — A )2m+2)UTf,

e Var(m,S;0?) = N7! E(Var[fm(a;l)])

i=1
_ O_2N 12 1 - - )m+1)2’

and
e MSE(m,S; f,0?) = bias?(m, S; f) + Var(m, S; o?).
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Lo boosting with linear learner: properties

Assuming 0 < A\, <1, k=1,..., N, note that:

e bias?(m,S; f) decays exponentially fast for m increasing;

e Var(m,S;0?) increases exponentially slow for m increasing;

e lim,, .o MSE(m,S; f,0?) = 02,

e if 3k: )\, <1 (i.e., S #I), then Im : MSE(m, S; f,0?%) < o2,

o if Vi A <1, > i — L then MSEg, < MSEs,
where yn = UT f (u represents f in the coordinate system of
the eigenvectors of S).

(for the proof, see Biihlmann & Yu, 2003, Theorem 1)
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Lo boosting with linear learner: properties

2
About% > m—l

e a large left side means that f is relatively complex compared
with the noise level o2;

e a small right side means that A\ is small, i.e. the learner
shrinks strongly in the direction of the k-th eigenvector;

e therefore, to have boosting bringing improvements:

> there must be a large signal to noise ratio;
> the value of A\ must be sufficiently small;

l

use a weak learner!!!
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L2 boosting with linear learner: properties
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Lo boosting with linear learner: properties

There is a further intersting theorem in Biihimann & Yu (2003),

Theorem 2: Under the assumption seen till here and 0 < A < 1,
k=1,...,N, and assuming that E[|e;|P] < oo for p e N,

N

NS Bl(fnlei) = f(2)] = B[]+ O(c ™), m — oo
=1

where C' > 0 does not depend on m (but on N and p).

This theorem can be used to argue that boosting for classification
is resistant to overfitting (for m — o0, exponentially small
overfitting).
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Gradient Boosting: boosting in high-dimensions

The boosting algorithm is working in high-dimension frameworks:
e forward stagewise additive modelling;

e at each step, only one dimension (component) of X is updated
at each iteration;

e in a parametric setting, only one Bj is updated;

e an additional step in which it is decided which component to
update must be computed at each iteration.
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Component-wise Gradient Boosting: algorithm

1(x) = sin(x) =0

(data generated from y = sin(z;) +0- 22 + ¢, € ~ N(0,0.25?) )
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Gradient Boosting: component-wise boosting algorithm

Component-wise boosting algorithm:

1. initialize the estimate, e.g., I (z) =0,j = 1,...,p;
2. form =1,..., Mstop,

» compute the negative gradient vector,

u= — M‘ :
@ p@)=finn(@)”

> fit the base learner to the negative gradient vector, h;(u,z;),
for the j-th component only;

> select the best update j* (usually that minimizes the loss);

» update the estimate, fJ[T] (x) = f};nfl] + vhys (u, x50 );

> all the other componets do not change.

. . r rlm
3. final estimate, fin.,(2) = >7_, fj[ St"”](x).
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Component-wise Gradient Boosting: algorithm

1(x) = sin(x) )=0

— true ° — true
— least squares o — least squares

T T T T T T T T T T T T
-3 -2 -1 0 1 2 3 -2 -1 0 1 2

(when fitting a linear model: ¢ = 0.05 + 0.30 - 21 — 0.02 - z2 )
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Component-wise Gradient Boosting: algorithm with linear effects Component-wise Gradient Boosting: algorithm with linear effects
f(x) = sin(x,) f(x)=0 f(x) = sin(x,) fx)=0
. initialization step . initialization step X o . - | 1st step o 1st step

——— ’ . = Sousing = Sowsing = Sousing
SO L A A : : : o2 a1 2 s A A : : :
(starting from the null model: § = 0.040 ) (1st iteration: § = 0.040 + 0.030 - z; )
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Component-wise Gradient Boosting: algorithm with linear effects Component-wise Gradient Boosting: algorithm with linear effects
109 = sinfx) =0 109 = sinfx) =0
o | 2ndstep . o o | 2ndser o | dser o | ddser
T 1 — true " ° ° : — true T 1 — true o — true
—— boosting o —— boosting —— boosting —— boosting
52 4 o 1 % 3 0 : : 52 % 0 1 5 3 0 : :

(2nd iteration: § = 0.041 + 0.056 - =1 ) (3rd iteration: § = 0.043 + 0.080 - z; )
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Component-wise Gradient Boosting: algorithm with linear effects Component-wise Gradient Boosting: algorithm with linear effects
f(x) = sin(x1) f(x)=0 f(x) = sin(x1) f(x)=0
. 4th step . 4th step o . - | 5th step o 5th step

= boosing = boosing = boosing = boosing
52 4 o 1z = M J : : 52 4 o a2 s = M 5 : :
(4th iteration: y = 0.043 4+ 0.102 - z; ) (5th iteration: y = 0.044 4+ 0.121 - z; )
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Component-wise Gradient Boosting: algorithm with linear effects Component-wise Gradient Boosting: algorithm with linear effects
(%) = sin(xy) f(x)=0 1(x) = sin(xy) f(x)=0
o optimal step o optimal step o 1000th step o 1000t step
e —— e . —— ER ; —— ER ——
— least squares o — least squares ° — least squares o — least squares
= e e . = e . = oo
-3 -2 -1 0 1 2 3 -2 -1 0 1 2 -3 -2 -1 0 1 2 3 -2 -1 0 1 2

(best iteration: § = 0.048 + 0.274 - 1 ) (1000th iteration: y = 0.050 + 0.030 - z; + 0.020 - 1)
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Component-wise Gradient Boosting: algorithm with splines Component-wise Gradient Boosting: algorithm with splines
f(x) = sin(x,) fx)=0
1(x) = sin(x) f)=0
S 2 R . ° o | nitalizaiion siep o | nilization siep

\ \ — \ - . " Hoosting — boosing
-2 -1 0 1 2 T T T T T T T T T T T T

X X -3 -2 -1 0 1 2 3 -2 -1 ) 1 2

(data generated from y = sin(z1) +0- 22 + ¢, € ~ N(0,0.25%) )
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Component-wise Gradient Boosting: algorithm with splines Component-wise Gradient Boosting: algorithm with splines
f(x) = sin(x,) f(x)=0 f(x) = sin(xy) fx)=0
- | 1st step . o - | 1st step o . o 2nd step . o - | 2nd step
™ — true ™ — true ™ — true ™ — true
—— boosting —— boosting —— boosting —— boosting
oL Lo T M M 0 : : oL Lo T M 4 0 : :
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CComponent-wise Gradient Boosting: algorithm with splines Component-wise Gradient Boosting: algorithm with splines
f(x) = sin(x;) =0 f(x) = sin(x;) ) =0
o | 3rd step o | 3rd step o R . 4th step o | 4th step
™ : o ° — true T i ° ° : — true ™ : o ° — true T i ° ° : — true
° —— boosting o —— boosting ° —— boosting o —— boosting
‘ ‘ ‘ ‘ ‘ ‘ ‘ ‘ ‘ ‘ ‘ : ‘ ‘ ‘ ‘ ‘ ‘ ‘ ‘ ‘ ‘ ‘ :
-3 -2 -1 0 1 2 3 -2 -1 ) 1 2 -3 -2 -1 0 1 2 3 -2 -1 ) 1 2
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Component-wise Gradient Boosting: algorithm with splines Component-wise Gradient Boosting: algorithm with splines
f(x) = sin(x;) (x) =0 £(x) = sin(xy) f(x) =0
o | 5th step . ° o | 5th step ° N o | optimal step . ° o | optimal step
" ’ ° ° — true " ° ° : — true " ’ ° ° — true " ° ° : — true
° —— boosting o —— boosting ° —— boosting o —— boosting
‘ ‘ ‘ ‘ ‘ ‘ : ‘ ‘ ‘ ‘ : ‘ ‘ ‘ ‘ ‘ ‘ : ‘ ‘ ‘ ‘ :
-3 -2 -1 o 1 2 3 -2 -1 [ 1 2 -3 -2 -1 o 1 2 3 -2 -1 [ 1 2
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Component-wise Gradient Boosting: algorithm with splines Component-wise Gradient Boosting: algorithm with stumps
f(x) = sin(x,) fx)=0
f(x) = sin(x1) (x) =0
o | tovomnsiep o | optimalsiep o 349 R
e | I T
-3 -2 -1 o 1 2 3 -2 -1 o 1 2 X X
(data generated from y = sin(z1) +0- 22 + ¢, € ~ N(0,0.25%) )
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Component-wise Gradient Boosting: algorithm with stumps Component-wise Gradient Boosting: algorithm with stumps
109 = sinfx) =0 109 = sinfx) =0
< | initialization step . o . < | initialization step R < | 1st step - | 1st step
(starting from the null model: § = 0.040 ) (Ist iter.: g = 0.040 — 0.056 - I(z1 < 0.29) +0.060 - I(x; > 0.29) )
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Component-wise Gradient Boosting: algorithm with stumps

f(x) = sin(x1) fx)=0

2nd step

o | 2ndstep

o o
> ° > °
S 4 34
7 7
o o
34 I
7 7
— e — e
— boosting — boosting
T T T T T T T T T T T T
-3 -2 -1 o 1 2 3 -2 -1 o 1 2
X1 X2

(2nd iter.: § = 0.041 —0.106 - I(z; < 0.29) +0.115- I (z1 > 0.29) )
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Component-wise Gradient Boosting: algorithm with stumps

f(x) = sin(x1) (=0
o | 3rd step - | 3rd step
2 3
o | w |
3 3
° °
> s > s 7
w w
34 3
7 7
< = ° °
n hl N °
— true @ — true
—— boosting o —— boosting
T T T T T T T T T T T T
-3 -2 -1 o 1 2 3 -2 -1 o 1 2
% %

(3rd iter.. ¥ =ag + aq - I(.%‘l < —0.75) + as - I(—0.75 <x1 <
0.29) + as - I(Qﬁl > 0.29))
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Component-wise Gradient Boosting: algorithm with stumps

f(x) = sin(xy) f(x)=0
o | 4th step . o A o | 4th step
3 3
o °
= © 7 - © i
w0 w0
¢ 7
e e
R =
0 0
— true — true
—— boosting —— boosting
T T T T T T T T T T T T
-3 -2 -1 0 1 2 3 -2 -1 0 1 2

(4th iteration: ...)
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Component-wise Gradient Boosting: algorithm with stumps

1(x) = sin(x) 09 =0
° 5th step o 5th step
' — true ' — true
— boosting — boosting
T T T T T T T T T T T T
) -2 1 0 1 2 3 -2 B 0 1 2
Xy Xz
(5th iteration: ...)
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Component-wise Gradient Boosting: algorithm with stumps Component-wise Gradient Boosting: algorithm with stumps
f(x) = sin(x1) f(x)=0 f(x) = sin(xy) fx)=0
o | optimal step o | optimal step o . . 1000th step o | 1000th step o
g7 ‘1 8 ° ° . ° ° 1 th
" — true " ° ° ° — true " — true " — true
—— boosting o —— boosting —— boosting —— boosting
T T T T T T : T T T T : T T T T T T : T T T T :
-3 -2 -1 o 1 2 3 -2 -1 o 1 2 -3 -2 -1 o 1 2 3 -2 -1 [ 1 2
(best iteration: ...) (1000th iteration: ...)
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Boosting: tuning parameters Tree-based boosting: introduction

e The update step is regulated by the shrinkage parameter v;

e as long as its magnitude is reasonable, the choice of the

penalty parameter does not influence the procedure;

. . . L The base (weak) learner in a boosting algorithm can be a tree:
e the choice of the number of iterations 1, is highly relevant; ( ) _ _ & 28
. . . . e largely used in practice;
® Mygiop (complexity parameter) influences variable selection

properties and model sparsity: e very powerful and fast algorithm;

e Mygep controls the amount of shrinkage; we lose part of the statistical interpretation;

> Mgtop too small results in a model which is not able to we can still compute the variable importance (see lecture 9).
describe the data variability;
> an excessively large mgop causes overfitting and causes the

selection of irrelevant variables.

e there is no standard approach — repeated cross-validation
(Seibold et al., 2018).
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Tree-based boosting: algorithm Tree-based boosting: importance of “weakness”
Algorithm 10.3 Gradient Tree Boosting Algorithm.
- . N
1. Initialize x) = argmin _. L(yi. 7). ——  Stumps
folw) = argminy 35— L(y:.7) 5 Stumps
2. Form =1to M: B Lg[;bNO%d;
(a) Fori=1,2,..., N compute
o |
o
o {aL(yhf(.mq
im — - _
o5 ygu,
b7
(b) Fit a regression tree to the targets r,, giving terminal regions 23
Rjm, =12,...,Jn.
(¢) For j =1,2,...,J, compute
Yim =argmin ¥ L (yi; fnoa(2:) +7) - ©
K T € Rjm
S
(d) Update fr(2) = fn—1(z) + 227 Vim (2 € Bjn). S

3. Output f(x) = fas(). 0 100 200 300 400
Number of Terms
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Tree-based boosting: importance of “shrinkage” Tree-based boosting: comparison
[=]
S —— Bagging
DStu.mps 6-Node Trees o ~—— Random Forest
eviance Deviance © —— Gradient Boosting (5 Node)
s o | g -
—— No ;hrinkage o —— Nao shrinkage
—— Shrinkage=0.2| —— Shrinkage=0.6 =1
g |
w o °
g 8 g
o ] L [T]
= = — S 7
8 (=T 8 a | % o -
B s - =
a @ &
8 E: S
[l w | [ © <
(=] =1
wn
g. _ .
o
o o
c L . ‘ T T o 1 . : . . o
0 500 1000 1500 2000 0 500 1000 1500 2000 § L | ‘ | | |
Boosting lterations Boosting lterations 0 500 1000 1500 2000 2500

Number of Trees
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eXtreme Gradient Boosting: introduction

Described by Chen & Guestrin (2016):
e released in 2014;

e already in 2015, among the 29 challenge winning solutions
published at Kaggle's blog, 17 solutions used XGBoost;

e focus on scalability;
e handles very well collinearity and missing data;
e several mathematical and computational improvements;

e mainly trees as base-learners.
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eXtreme Gradient Boosting: details

The optimization is performed on the second order approximation

of obj(fi(x)):

obj(fi(z Zn: [ (wa(mz [k~ H) + gifi(xs) + %hiflg(wi)] + Q(fr (1)),

i=1

where
o i = 0oLy, f(@)F1);
° hi= 52f(mi)[k—1]L(yi)f(xi)[k_l]);

The construction of the decision trees only depends on the loss
function through g¢; and h;;

e it eases the computations.
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eXtreme Gradient Boosting: details

At each iteration a tree fi () is derived by minimizing

obj(fi(@ ZL (4 f @)1 + ful@n)) + 2 ful@))

where
e (x;,y;) is the i-th observation;

o ZNL (yi, f(a:i)[k_l] + fk(wz)> is the empirical loss;

o f(z)F= is the current estimate of the model;
o Q(fx(x)) is a penalty term that penalizes the tree complexity.

Once the best tree f,(x) is obtained, its contribution is added to
the current model,

F@)™ = @)1 + v fi(=).
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eXtreme Gradient Boosting: details

The penalty term is also formulated

() = ATk + M el

to help the computations (of the trees):
e ~ is associated to the computation of the split points0,
> penalizes the number of the tree leafs T
e )\ to that of the leaf weights,

> penalizes the magnitude of the weights w;
> || - || denotes the Ly norm.
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eXtreme Gradient Boosting: details

Other relevant features implemented in XGBoost include:
e variable subsampling;

> only a random part of the variables are used in fitting the tree;
> conveniently, the computations are also speeded up.

e weighted quantile sketch to speed up the choice of slit points;
e sparsity-aware split finding;
Plus some computational advances, e.g.,
e column block for parallel learning;
e cache-aware access;

e blocks for out-of-core computation,

> block compression;
> block sharding.
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