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Problem 1

In this problem, we will consider the Bikeshare data, that concern bike
rentals between years 2011 and 2012 in the Capital bikeshare system. The
data set treated in this problem contains the variables:

• season: Season of the year, coded as Winter=1, Spring=2, Summer=3,
Autumn=4

• hr: Hour of the day, numbered from 0 to 23

• daynight: Indicator of whether it is day (07:00 to 20:00) or night
(21:00 to 06:00)

• holiday: Indicator of whether it is an official holiday or not, coded as
Yes=1, No=0

• workingday Indicator of whether it is a working day, coded as Yes=1,
No=0

• weather: Type of weather (clear, cloudy/misty or rain/snow)

• temp Temperature in degrees Celsius

• hum: Humidity in %

• windspeed: Wind speed in km/h

• bikers: Number of bikers who rented a bike

The response variable throughout this problem is bikers. Further, season,
daynight, holiday, workingday and weather are categorical covariates,
while hr, temp, hum and windspeed are numerical covariates. Also note
that holiday indicates only official holidays, so that many days that are not
working days are not holidays either, whereas no holidays are working days.

(Continued on page 2.)
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First, a linear regression model with all the covariates is fitted to the data.
Output from R is shown below.

Coefficients:
Estimate Std. Error t value Pr(>|t|)
(Intercept) 76.25352 6.62155 11.516 < 2e-16 ***
season2 42.84785 4.39988 9.738 < 2e-16 ***
season3 33.33385 5.60584 5.946 2.9e-09 ***
season4 64.02279 3.89474 16.438 < 2e-16 ***
hr 5.61727 0.18209 30.849 < 2e-16 ***
daynightnight -114.26338 2.60975 -43.783 < 2e-16 ***
holiday1 -15.62800 7.54776 -2.071 0.03845 *
workingday1 0.79935 2.65880 0.301 0.76370
weathercloudy/misty -9.49088 2.96645 -3.199 0.00138 **
weatherrain/snow -49.57741 4.73550 -10.469 < 2e-16 ***
temp 4.33048 0.21740 19.919 < 2e-16 ***
hum -0.69793 0.07648 -9.126 < 2e-16 ***
windspeed -0.31335 0.15343 -2.042 0.04117 *
---
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 90.49 on 5750 degrees of freedom
Multiple R-squared: 0.5494, Adjusted R-squared: 0.5485
F-statistic: 584.3 on 12 and 5750 DF, p-value: < 2.2e-16

a

- Based on the output above, which covariates seem to be very important,
and which seem to be less important?
- What is the interpretation of the effect of temp?
- Why is the interpretation of the effects of hr and daynight less straight-
forward?

Next, forward stepwise subset selection is performed. The resulting AIC
and BIC for subsets of size 2 up to 12 are shown in the plot below, where a
circle marks the optimal size of the subset according to each criterion. There
is also a table with fitted coefficients and corresponding P-values from the
Wald tests, as well as the AIC and BIC for the three models considered so
far, i.e. Model 1: the full model from a, Models 2 and 3: the models
fitted to the subset selected with the AIC and BIC, respectively.

(Continued on page 3.)
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Covariate Model 1 Model 2 Model 3
Intercept 76.3 (< 2e-16) 76.8 (< 2e-16) 69.9 (< 2e-16)
season2 42.8 (< 2e-16) 42.8 (< 2e-16) 43.1 (< 2e-16)
season3 33.3 (2.9e-09) 33.3 (3e-09) 34.2 (1.0e-09)
season4 64.0 (< 2e-16) 64.0 (< 2e-16) 64.6 (< 2e-16)
hr 5.6 (< 2e-16) 5.6 (< 2e-16) 5.6 (< 2e-16)
daynightnight -114.3 (< 2e-16) -114.2 (< 2e-16) -113.8 (< 2e-16)
holiday1 -15.6 (0.04) -16.2 (0.03) -
workingday1 0.8 (0.8) - -
weathercloudy/misty -9.5 (0.001) -9.4 (0.001) -9.9 (0.0008)
weatherrain/snow -49.6 (< 2e-16) -49.5 (< 2e-16) -51.0 (< 2e-16)
temp 4.3 (< 2e-16) 4.3 (< 2e-16) 4.3 (< 2e-16)
hum -0.7 (< 2e-16) -0.7 (< 2e-16) -0.7 (< 2e-16)
windspeed -0.3 (0.04) -0.3 (0.04) -
AIC -4575 -4577 -4572
BIC -4482 -4491 -4499

b

- How are the AIC and BIC computed, respectively? Use this to explain
why the BIC is consistently larger than the AIC.
- One covariate is left out when using the AIC and three are left out when
using the BIC. Considering the fit to Model 1, why do you think these
particular covariates were excluded?
- Given the results, which of the three models would you choose? Justify
your answer.

c

- An alternative to the AIC and BIC for model selection is K-fold cross-
validation. Sketch how a cross-validation could have been used as a criterion
in the forward selection procedure (a detailed algorithm is not necessary).
- What would be the main advantages and disadvantages of using cross-
validation compared to the AIC and BIC in this setting?

In order to detect potential non-linear effects of some of the covariates, an
additive linear model was fitted to the data, where the effect of each of the
numerical covariates is modelled with a smoothing spline. This model is
denoted Model 4. Corresponding output from R is shown below, including
plots of the effects modelled with a spline. Further, the AIC and BIC for
the fitted additive model are −5360 and −5266, respectively.

Anova for Parametric Effects
Df Sum Sq Mean Sq F value Pr(>F)
season 3 10140056 3380019 474.5729 < 2e-16 ***
s(hr) 1 18391453 18391453 2582.2596 < 2e-16 ***
daynight 1 25187488 25187488 3536.4597 < 2e-16 ***
holiday 1 600 600 0.0843 0.77160
workingday 1 2065 2065 0.2900 0.59027
weather 2 1736603 868301 121.9142 < 2e-16 ***
s(temp) 1 3690955 3690955 518.2301 < 2e-16 ***
s(hum) 1 536075 536075 75.2678 < 2e-16 ***
s(windspeed) 1 32570 32570 4.5731 0.03252 *
Residuals 5738 40867371 7122

(Continued on page 4.)
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Anova for Nonparametric Effects
Npar Df Npar F Pr(F) (Intercept)
season
s(hr) 3 220.761 < 2.2e-16 ***
daynight
holiday
workingday
weather
s(temp) 3 42.516 < 2.2e-16 ***
s(hum) 3 16.451 1.215e-10 ***
s(windspeed) 3 4.207 0.005565 **

d

- Interpret the effects of the numerical covariates hr and windspeed based
on the plots.
- Is there reason to believe that there are non-linear effects of the covariates
on the number of rented bikes? Justify your answer.

In order to investigate whether there may also be interaction effects, i.e. that
some of the covariates may have a different effect depending on the values
of other covariates, a regression tree is fitted to the Bikeshare data. This
model is denoted Model 5. The resulting tree is shown below.

(Continued on page 5.)
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Further, the table below shows predictions of the number of rented bikes
from each of the 5 models fitted in this problem, for a summer day, which is
not a holiday, with clear weather, a temperature of 16◦C, 40% humidity, a
windspeed of 10 km/h, and each of the additional conditions

• Case 1: at 08:00, not a working day

• Case 2: at 08:00, a working day

• Case 3: at 11:00, not a working day

• Case 4: at 11:00, a working day.

Setting Model 1 Model 2 Model 3 Model 4 Model 5
Case 1 193 192 172 107
Case 2 193 193 192 172
Case 3 210 210 183
Case 4 210 209 183

e

- What are the most important covariates in the tree model, i.e Model 5?
Comment on the differences from Models 1 to 4.
- Fill out the missing numbers in the table of predictions. Comment on the
differences between predictions from different models.
- Consider the part of the tree, where a split according to workingday: 0
is followed by each of the two splits hr < 10.5 and hr < 9.5. Explain how
it indicates that there is an interaction between hr and workingday.

(Continued on page 6.)
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All the 5 models were in fact fitted to a randomly selected training set of 5763
observations, and the fitted models were then used to predict the number of
rented bikes for the 2882 observations assigned to the test set. The mean
squared errors 1

2882

∑
i∈test set(y− ŷi)

2 on the test set were then computed,
and are given in the table below.

Model 1 Model 2 Model 3 Model 4 Model 5
8076 8074 8094 7137 4666

f

- Explain why one should not evaluate the performance of the models with
the mean squared error on the training set.
- How would you order the five considered models according to performance?
Justify your answer.

Problem 2

In this problem, we will consider binary classification, i.e. models for
predicting Y ∈ {0, 1} given a covariate vector x = (x1, . . . , xp)

T . More
specifically, we will look at the decision borders of certain models for binary
classification. These are the borders between the regions to which different
classes are assigned, and are given by the values of x for which

Pr(Y = 1|x) = Pr(Y = 0|x)

The first model to be considered is the logistic regression model.

a

- Show that its decision border is linear in x, and more specifically is given
by

β0 + β1x1 + · · ·+ βpxp = 0

- What are the degrees of freedom, i.e. number of free parameters, of the
logistic regression model?

The second model is the linear discriminant analysis (LDA) model, with
π1 = Pr(Y = 1), [X|Y = 0] ∼ N(µ0,Σ) and [X|Y = 1] ∼ N(µ1,Σ).

b

- Show that its decision border is given by

log

(
π1

1− π1

)
− 1

2

(
µT
1 Σ

−1µ1 − µT
0 Σ

−1µ0

)
+ (µ1 − µ0)

TΣ−1x = 0

- What are the degrees of freedom of the LDA model?

The third model to be considered is the quadratic discriminant analysis
(QDA) model, which is specified just like the LDA model, except that
[X|Y = k] ∼ N(µk,Σk), k = 0, 1. It may be shown (you may use this

(Continued on page 7.)
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result without showing it) that its decision border is quadratic in x, and
more specifically given by

log

(
π1

1− π1

)
− 1

2
log

|Σ1|
|Σ0|

− 1

2

(
µT
1 Σ

−1
1 µ1 − µT

0 Σ
−1
0 µ0

)
+
(
µ1Σ

−1
1 − µ0Σ

−1
0

)T
x− 1

2
xT
(
Σ−1

1 −Σ−1
0

)
x = 0,

In particular, we will consider is the special case of the QDA model, where
the covariates are assumed to be independent given the class Y , i.e. with

Σk =


σ2
k1 0 . . . 0

0 σ2
k2

. . .
...

...
. . . . . . 0

0 . . . 0 σ2
kp

 , so that Σ−1
k =


1/σ2

k1 0 . . . 0

0 1/σ2
k2

. . .
...

...
. . . . . . 0

0 . . . 0 1/σ2
kp


and |Σk| = σ2

k1 · · · · · σ2
kp.

c

- Find the decision border of this specific QDA model with conditional
independence between the covariates given Y , confirming that it is also
quadratic in x.
- What are the degrees of freedom of this model?
- What are the degrees of freedom of the standard QDA model, without
the assumption of conditional independence? Compare the complexity of
models from a and b to that of the two different versions of the QDA model,
i.e standard and with conditional independence.

Problem 3

In this problem, we will consider the Ionosphere data, that concern radar
returns collected by a system in Goose Bay, Labrador. The data set treated
in this problem contains 32 numerical covariates x1, . . . , x32, that charac-
terise the radar returns, and a binary response y, which is an indicator of
whether the radar return is "good" (y = 0) or "bad" (y = 1). Further, the
data set is randomly divided into a training set of 234 observations and a
test set of 117 observations. The ratio of 1s among the ys is 36% in both the
training and the test set.

Each of the 4 models from Problem 2 are fitted to the data. The
corresponding models are used to predict Pr(Y = 1|x) on the test set,
resulting in predictions p̂i. ROC curves based on these predictions from
the 4 models are shown in the figure below.

(Continued on page 8.)
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The black curve corresponds to the logistic regression model, the red to
the LDA, the green to the standard QDA and the blue to the QDA with
conditional independence.

a

- Explain how one obtains a ROC curve based on predictions p̂i.
- How can the performance of a binary prediction model be assessed based
on a ROC curve.
- Can you rank the 4 models fitted to the Ionosphere data based on the
ROC curves? Justify your answer.

The predictions on the test set are also used to compute the area under the
curve (AUC) and the mean misclassification error 1

117

∑
i∈test set I(yi ̸= ŷi),

where the classifications ŷi are obtained as I(p̂i > 0.5). The results are
shown in the table below.

Logist. regr. LDA QDA, standard QDA, cond. ind.
Misclass. err. 0.162 0.171 0.137 0.085
AUC 0.902 0.897 0.930 0.970

b

- How is the AUC defined, and how can that be used to assess the
performance of a binary classification model?
- Based on the above results, how would you rank the 4 models? Justify
your answer.
- Use the findings in Problem 2 regarding linear versus quadratic decision
borders and model complexity to explain the relative performance of the
models on the Ionosphere data.

END

(Continued on page 9.)
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APPENDIX: LIST OF FORMULAS FOR STK2100

General issues

(a) Complexity/degrees of freedom

(i) Assuming ŷ = Sy, degrees of freedom is defined as df = trace(S).

(ii) Selection of df usually through cross-validation

(b) Loss functions

(i) Quadratic loss: L(y, ŷ) = (y − ŷ)2. Typically used for regression.
The optimal predictor based in input variable(s) x is then ŷ =
E[Y |x].

(ii) 0-1 loss: L(y, ŷ) = I(y ̸= ŷ), where I(·) is the indicator function.
Typically used for classification. The optimal prediction based on
covariates x is then Ŷ = argmaxk Pr(Y = k|x).

(c) Model selection

(i) for a model with parameters θ, log-likelihood l(θ) and maximum
likelihood estimate θ̂ of θ based on N observations, where |θ| is
the number of free parameters in the model:

i. AIC = −2l(θ̂) + 2|θ|
ii. BIC = −2l(θ̂) + log(N)|θ|

(ii) K -fold cross-validation:

i. Divide the N data points into K groups by randomization
ii. For k = 1, ...,K

A. Fit the model on all data except data from group k.
B. Predict ŷi for all data in group k based on the fitted model
C. Calculate Êrri = L(yi, ŷi) for i in group k

iii. Calculate CV(K) =
1
N

∑N
i=1 Êrri

(iii) Bootstrap:

i. Dram B bootstrap samples (y∗b1 ,x∗b
1 ), . . . , (y∗bN ,x∗b

N ) from the
data with replacement

ii. Fit a f̂∗b to each bootstrap sample
iii. The leave-one-out bootstrap estimate of the prediction error

is

Êrr
(1)

=
1

N

N∑
i=1

1

|C−i|
∑

b∈C−i

L(yi, f̂
∗b(xi)),

where C−i is the set of indices of the bootstrap samples
iv. The 0.632-estimator is given by

Êrr
(0.632)

= 0.368 err + 0.632 Êrr
(1)

(d) Principal components: Let S be the sample covariance matrix of the
covariate vectors x1, . . . ,xN

(Continued on page 10.)
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(i) First component : zi1 = aT1 xi, i = 1, . . . , N , with

a1 = argmax
a

aTSa subject to aTa = 1

(ii) For k = 2, . . . , p: zik = aTk xi, i = 1, . . . , N , with

ak = argmax
a

aTSa subject to aTa = 1, aTa1 = 0, . . . , aTak−1 = 0

Linear regression

(a) Model:

Yi = β0 + β1xi1 + · · ·+ βpxip + ϵi ; i = 1, 2, . . . , N ;

where the covariates xij have known values and the ϵi’s are independent
and N(0, σ2)-distributed.

(b) Matrix form:
Y = Xβ + ε

where Y = (Y1, . . . , YN )T and β = (β0, . . . , βp)
T are N - and (p + 1)-

dimensional vectors, respectively. Further, X = {xij} (with xi1 = 1)
is an N × (p+ 1)-dimensional matrix.

(c) The least squares estimator for β is β̂ = (XTX)−1XTY.

(d) Let β̂ = (β̂0, . . . , β̂p)
T . Then the β̂j ’s are normal distributed and

unbiased, and

Var(β̂j) = σ2cjj and Cov(β̂j , β̂l) = σ2cjl

where cjl is element (j, l) in the (p+1)×(p+1) matrix C = (XTX)−1.

(e) Let Ŷi = β̂0 + β̂1xi1 + · · · + β̂pxik, and RSS =
N∑
i=1

(Yi − Ŷi)
2. Then

σ̂2 = RSS
n−(p+1) is an unbiased estimator for σ2, and [N−(p+1)]σ̂2/σ2 ∼

χ2
N−(p+1). Further, σ̂2 and β̂ are independent.

(f) Let SE(β̂j)2 be the variance estimator for β̂j that we get by replacing
σ2 with σ̂2 in the formula for Var(β̂j) in point (d). Then (β̂j −
βj)/SE(β̂j) ∼ tN−(p+1).

(g) We can test the hypothesis

H0 : βi1 = βi2 = · · · = βiq = 0

by using the test statistic

F =
(RSS0 − RSS1)/q

RSS1/(N − p− 1)

H0∼ Fq,N−p−1,

where RSS0 =
∑N

i=1(Y − Ỹi)
2 with Ỹi the prediction of Yi under H0,

while RSS1 =
∑N

i=1(Y − Ŷi)
2 with Ŷi the prediction of Yi from the full

model.

(Continued on page 11.)
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(h) Ridge/Lasso regression: Minimize with respect to β

β̂ = argmin
β

n∑
i=1

yi − β0 −
p∑

j=1

βjxij

2

+ λ

p∑
j=1

|βj |q

with q = 2 for Ridge, q = 1 for Lasso.

(i) Best subset selection: Select a subset of at most k covariates, for some
k, by

β̂ = argmin
β

n∑
i=1

yi − β0 −
p∑

j=1

βjxij

2

, subject to
p∑

j=1

I(βj ̸= 0) ≤ k

Usually some greedy algorithm (e.g. forward/backward selection) is
applied.

General regression methods

(a) General setting: Assume

Yi = f(xi) + εi

where f(·) is some general function while εi, i = 1, ..., N are noise terms
with E(ε) = 0 and Var(ε) = σ2.

(b) K-nearest neighbour regression:

f̂(x0) =
1

K

∑
xi∈Nk(x0)

yi

where Nk(x0) ⊂ {x1, ...,xN} contains the K nearest points to x0 in
the training set.

(c) Additive models: f(x) =
∑p

j=1 fj(xj), with basis expansions fj(x) =∑Mj

m=1 βjmhjm(x), for instance

(i) Cubic spline with knots ξ1, . . . , ξK : Piecewise polynomial with
basis functions

h1(x) =1, h2(x) = x, h3(x) = x2, h4(x) = x3,

h3+k(x) =(x− ξk)
3
+, k = 1, ...,K.

(ii) Natural cubic splines: cubic spline with linearity constraint in the
two end intervals

(iii) Smoothing spline, defined by

argmin
f1,...,fp

N∑
i=1

yi − α−
p∑

j=1

fj(xij)

2

+

p∑
j=1

λj

∫
f ′′
j (tj)

2dtj

(Continued on page 12.)
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(d) Kernel methods/Local polynomial regression with kernel function
Kλ(x0, xi) = D

(
|xi−x0|

λ

)
:

f(x0) = α(x0) + β(x0)x0,

where (α(x0), β(x0)) is estimated by

(α̂(x0), β̂(x0)) = argmin
α(x0),βj(x0)

N∑
i=1

Kλ(x0, xi)[yi − α(x0)−
d∑

j=1

βj(x0)x
j
i ]
2

(e) Neural network with one hidden layer:

f(xi) = g

β0 +
M∑

m=1

βmσ(

p∑
j=1

αjmxij)


where σ and g are some chosen (nonlinear) activation and output
functions, respectively.

(f) Tree-based methods: f(x) =
∑M

m=1 cmI(x ∈ Rm) where the covariate
space has been divided into the regions R1, . . . , RM through sequential
splitting based on one variable at a time.

(i) Boosted trees:

f(x) =
M∑

m=1

bm(x; γm),

where bm(x; γm) are regression trees, sequentially fitted to rim =
yi −

∑m−1
l=1 bl(x; γl), i = 1, . . . , N , keeping b1, . . . , bm−1 fixed.

(ii) Random forrest:

f̂avg(x) =
1

B

B∑
b=1

f̂ b(x),

where the f̂ bs are regression trees fitted to different bootstrap
samples from the data, where each split is based on a randomly
drawn subset of size m of the covariates

Some methods for classification

(a) Logistic regression for binary responses:

Pr(Y = 1|x) =
exp(β0 +

∑p
j=1 βjxj)

1 + exp(β0 +
∑p

j=1 βjxj)
⇔ log

Pr(Y = 1|x)
Pr(Y = 0|x)

= β0+

p∑
j=1

βjxj .

Can be combined with Ridge, Lasso and subset selection procedures.

(b) Several classes:

log
Pr(Y = k|x)
Pr(Y = K|x)

= βk0 +

p∑
j=1

βkjxj .

(Continued on page 13.)
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(c) K-nearest neighbour classification:

Pr(Y = k|X = x0) ≈
1

K

∑
xi∈N0(x0)

I(yi = k).

(d) Additive logistic regression:

log
Pr(Y = 1|x)
Pr(Y = 0|x)

= β0 +

p∑
j=1

fj(xj),

with basis functions fj defined as for regression.

(e) Linear discriminant analysis (LDA): Let πk = Pr(Y = k) and assume
[X|Y = k] ∼ N(µk,Σ), k = 1, . . . ,K, with p(x|Y = k) = fk(x), and
use Bayes’ theorem to find:

Pr(Y = k|X = x) =
πkfk(x)∑K
l=1 πlfl(x)

.

(f) Quadratic discriminant analysis (QDA): Same as LDA, but with
[X|Y = k] ∼ N(µk,Σk).

Unsupervised learning

(a) Clustering: divide the data into the clusters C1, ..., CK , where

(i) C1 ∪ C2 ∪ · · · ∪ CK = {1, . . . , N} (all data points belong to a
cluster)

(ii) Ck ∩ Ck′ = ∅ for k ̸= k′ (each data point belongs to exactly one
cluster)

(b) The total point scatter T for the dissimilarity measure dii′ ≡ d(xi, xi′)
is given by

T =
1

2

N∑
i=1

N∑
i′=1

dii′

=
1

2

K∑
k=1

∑
i:C(i)=k

 ∑
{i′:C(i′)=k}

dii′ +
∑

{i′:C(i′ )̸=k}

dii′


=W (C) +B(C),

where W (C) and B(C) are the within and between cluster point
scatter, receptively.

(c) The clusters are typically found by minimising W (C).

(d) K-means clustering: divide the data into K clusters, using the squared
Euclidean distance as dissimilarity measure, i.e dii′ = ||xi − xi′ ||2.
Algorithm: iterate between the two steps

(Continued on page 14.)
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(i) identify the centroids:

m∗
1, . . . ,m

∗
K = argmin

m1,...,mK

K∑
k=1

Nk

∑
{i:C(i)=k}

||xi −mk||2

(ii) allocate observations to closest centroid to minimise W (C) w.r.t.
C:

C(i) = argmin
k

||xi −mk||2

(e) K-medoids clustering: works with more general dissimilarity measures.
The algorithm is the same as for K-means clustering, except that the
centroids mk are chosen as the observation xi∗ in each cluster k that
minimises the total distance to all the other points in the cluster, i.e.

i∗ = argmin
{i:C(i)=k}

∑
{i′:C(i′)=k}

d(xi,xi′)

The maximum likelihood method

Assume that the random variables X1, X2, . . . , XN have the joint probability
density function/point mass function f(x1, . . . , xN ;θ), which is given by
f(x1, . . . , xN ;θ) =

∏N
i=1 fi(xi;θ) if X1, X2, . . . , XN are independent.

(a) Given the observed values Xi = xi, i = 1, . . . , N , the likelihood
function is given by L(θ) = f(x1, . . . , xN ;θ) and the log-likelihood
function by ℓ(θ) = logL(θ).

(b) The maximum likelihood estimate θ̂ is given by

θ̂ =argmax
θ

L(θ) = argmax
θ

ℓ(θ), ℓ(θ) = logL(θ).

(c) θ̂ is typically found as the solution of ∂
∂θ ℓ(θ) = 0.

(d) When there is no analytical solution, one may use the Newton-Raphson
algorithm:

θ(s+1) = θ(s) −

[
∂2ℓ(θ(s))

∂θ∂θT

]−1
∂ℓ(θ(s))

∂θ

(e) Under certain regularity conditions, θ̂ ≈ N(θ, J(θ̂)−1) with

J(θ̂) =− ∂2

∂θ∂θT
ℓ(θ)|

θ=θ̂

Expectation, variance, standard deviation, covariance and
correlation

(a) The expectation of a random variable X is given by

E(X) =
∑
j

xjp(xj) (discrete)

E(X) =

∫ ∞

−∞
xf(x)dx (continuous)

(Continued on page 15.)
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(b) For a real function g

E[g(X)] =
∑
j

g(xj)p(xj) (discrete)

E[g(X)] =

∫ ∞

−∞
g(x)f(x)dx (continuous)

(c) E(a+ bX) = a+ bE(X)

(d) For a real function g(X,Y ) of two random variables X and Y

E
[
g(X,Y )

]
=
∑
i

∑
j

g(xi, yj)p(xi, yj) (discrete)

E
[
g(X,Y )

]
=

∞∫
−∞

∞∫
−∞

g(x, y)f(x, y)dydx (continuous)

(e) If X and Y are independent E
[
g(X)h(Y )

]
= E

[
g(X)

]
· E
[
h(Y )

]
, and

in particular E(XY ) = E(X) · E(Y )

(f) E

(
a+

n∑
i=1

biXi

)
= a+

n∑
i=1

biE(Xi)

(g) Conditional expectation:

E(Y |X = xi) =
∑
j

yjpY |X(yj |xi) (discrete)

E(Y |X = x) =

∞∫
−∞

yfY |X(y|x)dy (continuous)

(h) The variance and standard deviation of a random variable X are
defined as

Var(X) = E[(X − µ)2]

sd(X) =
√

Var(X)

(i) Var(X) = E(X2)−
(
E(X)

)2
(j) Var(a+ bX) = b2Var(X)

(k)

Var

(
a+

n∑
i=1

biXi

)
=

n∑
i=1

bi
2Var(Xi) +

n∑
i=1

∑
j ̸=i

bibjCov(Xi, Xj)

(l) Let X and Y be random variables with µX = E(X), σ2
X = Var(X),

µY = E(Y ) and σ2
Y = Var(Y ). Then the covariance and correlation of

X and Y are defined as

Cov(X,Y ) = E
[
(X − µX)(Y − µY )

]
ρ = Corr(X,Y ) =

Cov(X,Y )

σXσY

(Continued on page 16.)
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(m) Cov(X,X) = Var(X)

(n) Cov(X,Y ) = E(XY )− E(X)E(Y )

(o) X,Y independent ⇒ Cov(X,Y ) = 0

(p)

Cov

a+
n∑

i=1

biXi , c+
m∑
j=1

djYj

 =
n∑

i=1

m∑
j=1

bidjCov(Xi, Yj)

f) −1 ≤ Corr(X,Y ) ≤ 1 and Corr(X,Y ) = ±1 if and only if there exist
numbers a, b so that Y = a + bX (except potentially in an area with
probability 0)

(q) If X1, . . . , Xp are random variables, we say that X = (X1, ..., Xp)
T is

a random vector

(r) The expectation vector and covariance matrix of X are defined by by

E (Z) =


E (Z1)
E (Z2)

...
E (Zp)

 , Var (Z) =


Var (Z1) Cov (Z1, Z2) · · · Cov (Z1, Zp)

Cov (Z2, Z1) Var (Z2) · · · Cov (Z2, Zp)
...

...
. . .

...
Cov (Zp, Z1) Cov (Zp, Z2) · · · Var (Zp)


(s) For A and b constant

E (AZ+ b) =AE (Z) + b,

Var (AZ+ b) =AVar (Z)AT

Some probability distributions

(a) Binomial distribution:

Point mass function: P (X = k) =
(
n
k

)
pk(1 − p)n−k k =

0, 1, . . . , n

Expectation: E(X) = np

Variance: Var(X) = np(1− p)

Approximation: Z =
X − np√
np(1− p)

is approximately normal distributed

when np and n(1− p) are both sufficiently large (at least 10)

Summation rule: X ∼ binomial (n, p), Y ∼binomial (m, p)

and X,Y independent ⇒ X + Y ∼ binomial (n+m, p)

(b) Multinomial distribution:

Point mass function: P (N1 = n1, . . . , Nr = nr) =
n!

n1!···nr!
pn1
1 · · · pnr

r ,

where
r∑

i=1
pi = 1 and

r∑
i=1

ni = n

Marginal distributions: Ni ∼ binomial (n, pi), i = 1, . . . , n

(Continued on page 17.)
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(c) Normal distribution:

Density: f(x) = 1√
2πσ

e−(x−µ)2/2σ2 −∞ < x < ∞

Expectation: E(X) = µ

Variance: Var(X) = σ2 Transformation: X ∼ N(µ, σ2) ⇒ a+ bX ∼ N(a+ bµ, b2σ2)

X ∼ N(µ, σ2) ⇒ Z = X−µ
σ ∼ N(0, 1)

Summation rule: X ∼ N(µX , σ2
X), Y ∼ N(µY , σ

2
Y ), X,Y independent

⇒ X + Y ∼ N(µX + µY , σ
2
X + σ2

Y )

(d) Chi square (χ2 distribution):

Density: f(u) = 1
2n/2Γ(n/2)

u(n/2)−1e−u/2 u > 0

n is the number of degrees of freedom

Expectation: E(U) = n

Variance: Var(U) = 2n

Summation rule: U ∼ χ2
n , V ∼ χ2

m , U and V independent
⇒ U + V ∼ χ2

n+m

Result: Z ∼ N(0, 1) ⇒ Z2 ∼ χ2
1

(e) Student’s t distribution:

Density: f(t) = Γ[(n+1)/2]√
nπΓ(n/2)

(1 + t2

n )
−(n+1)/2 −∞ < t < ∞

n is the number of degrees of freedom

Expectation: E(T ) = 0 (n ≥ 2)

Variance: Var(T ) = n/(n− 2) (n ≥ 3)

Result: Z ∼ N(0, 1), U ∼ χ2
n, Z,U independent ⇒ Z/

√
U/n ∼

tn

(f) Multivariate normal distribution:

Let X = (X1, . . . , Xd)
T , µ = (µ1, . . . , µd)

T , Σ = {Σij}i,j=1,...,d

Density:

f(x) =
1

(2π)d/2|Σ| exp
(
−1

2(x− µ)TΣ−1(x− µ)
)

Suppose X is partitioned as

X =

(
X1

X2

)
with µ =

(
µ1

µ2

)
and Σ =

(
Σ11 Σ12

Σ21 Σ22

)
Marginal distributions: Xk ∼ N(µk,Σkk), k = 1, 2 and
Xi ∼ N(µi,Σii), i = 1, . . . , d

Expectation vector: E(X) = µ

Covariance matrix: Var(X) = Σ

Correlations: Corr(Xi, Xj) =
Σij√
ΣiiΣjj

Conditional distributions:

(Continued on page 18.)
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Then X1|X2 = x2 ∼ N(µ1 +Σ12Σ
−1
22 (x2 − µ2),Σ11 −Σ12Σ

−1
22 Σ21)

Independence: X1 and X2 are independent if and only if Σ12 (= ΣT
21)

= 0

If X ∼ N(µ, σ2I), then X1, . . . , Xd are independent and Xi ∼
N(µi, σ

2)

Summation rule: If U = AX+ b, then U ∼ N(Aµ,AΣAT )


