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Local regression models

• Assume that we want to predict Y , with

Y = f (x) + ε, E [ε] = 0

• So far, we have used methods that use all data to estimate
f (x) for all xs simultaneously

• An alternative is to use only the observations close to the
point x0 of interest

• The main assumption we make is that f (x) is smooth in Rp

• One such method is k -nearest neighbour methods
• Other alternatives are kernel smoothers and local linear

regression models
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One-dimensional kernel smoothers
• The k -nearest-neighbour estimate is given by

E(Y |X = x0) ≈ f̂ (x0) =
1
k

∑
{i:xi∈Nk (x0)}

yi =

∑N
i=1 I(xi ∈ Nk (x0))yi∑N
i=1 I(xi ∈ Nk (x0))

where Nk (x0) are the k nearest neighbours of x0
• A weakness of this estimate is that it is rough, with a binary

decision boundary that depends on whether a point is
inside or outside the neighbourhood Nk (x0)

• A smoother estimate is obtained by instead weighting the
data points according to their distance to x0
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Nearest-Neighbor Kernel
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Epanechnikov Kernel
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FIGURE 6.1. In each panel 100 pairs xi, yi are gen-
erated at random from the blue curve with Gaussian
errors: Y = sin(4X) + ε, X ∼ U [0, 1], ε ∼ N(0, 1/3).
In the left panel the green curve is the result of a
30-nearest-neighbor running-mean smoother. The red

point is the fitted constant f̂(x0), and the red circles
indicate those observations contributing to the fit at x0.
The solid yellow region indicates the weights assigned to
observations. In the right panel, the green curve is the
kernel-weighted average, using an Epanechnikov kernel
with (half) window width λ = 0.2.
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One-dimensional kernel smoothers
• The weighting of the data points is done by substituting

I(xi ∈ Nk (x0)) with a kernel Kλ(x0, xi):

f̂ (x0) =

∑N
i=1 Kλ(x0, xi)yi∑N
i=1 Kλ(x0, xi)

Kλ(x0, xi) = D
(
|xi − x0|

λ

)

• Note that Kλ(x0, xi) = 0 for |xi − x0| > λ

• A common choice is the Epanechnikov quadratic kernel

D(t) =

{
3
4(1 − t2) if |t | < 1;
0 otherwise

• The resulting estimate is called the Nadaraya-Watson
kernel smoother

• Alternatives kernels are
• the Gaussian kernel: D(t) = exp(−0.5t2)
• the tri-cube kernel: D(t) = (1 − |t |3)3I(|t | ≤ 1)
• the uniform kernel: D(t) = I(|t | ≤ 1)
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Examples of kernels
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Properties of the kernel smoother
• The expectation is given by

E
(

f̂ (x0)
)

= E

(∑N
i=1 Kλ(x0, xi)Yi∑N

i=1 Kλ(x0, xi)

)
=

∑N
i=1 Kλ(x0, xi)E(Yi)∑N

i=1 Kλ(x0, xi)

=

∑N
i=1 Kλ(x0, xi)f (xi)∑N

i=1 Kλ(x0, xi)

= f (x0) +

∑N
i=1 Kλ(x0, xi)(f (xi)− f (x0))∑N

i=1 Kλ(x0, xi)

• The variance is given by

Var
(

f̂ (x0)
)

= Var

(∑N
i=1 Kλ(x0, xi)Yi∑N

i=1 Kλ(x0, xi)

)
=

∑N
i=1 Kλ(x0, xi)

2Var(Yi)

(
∑N

i=1 Kλ(x0, xi))2

=
N∑

i=1

(Kλ(x0, xi))
2

(
∑N

j=1 Kλ(x0, xj))2︸ ︷︷ ︸
=w2

i,0

σ2 = σ2
N∑

i=1

w2
i,0
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Properties of the kernel smoother

• The bias f (x0)− E
(

f̂ (x0)
)

is small if f (xi) ≈ f (x0) when
Kλ(x0, xi) large, i.e. when |xi − x0| is small

• This is obtained when λ is small
• On the other hand, the variance Var

(
f̂ (x0)

)
is minimised

by minimising
∑N

i=1 w2
i,0 subject to

∑N
i=1 wi,0 = 1

• The minimum then occurs at
wi,0 = Kλ(x0, xi)/

∑N
j=1 Kλ(x0, xj) = 1/N

• This corresponds to a very large λ

• Hence the choice of the smoothing parameter λ is a
tradeoff between bias and variance
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Further properties of kernel smoothers
• We can generalise to adaptive neighbourhoods

Kλ(x0, xi) = D
(
|x − x0|
hλ(x0)

)
,

where hλ is a width function
• There are fewer points available at the boundaries, which

increases the variance
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N-W Kernel at Boundary
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Local Linear Regression at Boundary
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FIGURE 6.3. The locally weighted average has bias
problems at or near the boundaries of the domain.
The true function is approximately linear here, but
most of the observations in the neighborhood have a
higher mean than the target point, so despite weight-
ing, their mean will be biased upwards. By fitting a lo-
cally weighted linear regression (right panel), this bias
is removed to first order

• Kernel smoothers can also give high bias, particularly at
the boundary, though bias-correction methods exists

• Note that ŷ is linear in y, i.e. ŷ = Sy, so that the model
complexity/degrees of freedom can be computed as
df = tr(S)
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Kernel smoothers as minimisation problems

• Assume that f (x) is approximately constant around x0

• Then a reasonable criterion is

min
α(x0)

N∑
i=1

Kλ(x0, xi)(yi − α(x0))
2

• The solution is then the kernel smoother

α̂(x0) =

∑N
i=1 Kλ(x0, xi)yi∑N
i=1 Kλ(x0, xi)
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Local linear regression
• Kernel smoothers assume that f (x0) nearly constant

around x0
• Assuming instead that f (x0) is nearly linear around x0, we

obtain local linear regression

Elements of Statistical Learning (2nd Ed.) c©Hastie, Tibshirani & Friedman 2009 Chap 6

N-W Kernel at Boundary
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Local Linear Regression at Boundary
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FIGURE 6.3. The locally weighted average has bias
problems at or near the boundaries of the domain.
The true function is approximately linear here, but
most of the observations in the neighborhood have a
higher mean than the target point, so despite weight-
ing, their mean will be biased upwards. By fitting a lo-
cally weighted linear regression (right panel), this bias
is removed to first order

• On then solves a separate weighted least squares problem
at each target point x0

min
α(x0),β(x0)

N∑
i=1

Kλ(x0, xi)(yi − α(x0)− β(x0)xi)
2

• The estimate of f (x0) is then f̂ (x0) = α̂(x0) + β̂(x0)x0
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Local linear regression
• Define

B =


1 x1
1 x2
...
1 xN

 W(x0) =


Kλ(x0, x1) 0

0 Kλ(x0, x2) 0
...

. . .
0 Kλ(x0, xN)


and θ = (α(x0), β(x0))

• On vector/matrix form, the least squares problem is to find
the θ that minimises

D(θ) = (y − Bθ)T W(x0)(y − Bθ)

• We have

∂D(θ)

∂θ
= −2BT W(x0)y + 2BT W(x0)Bθ,
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Local linear regression

• Solving ∂D(θ)/∂θ = 0 for θ gives

θ̂ =
(

BT W(x0)B
)−1

BT W(x0)y

• The resulting estimate of f (x0) is

f̂ (x0) =
(
1 x0

)
θ̂

=
(
1 x0

)
(BT W(x0)B)−1BT W(x0)y =

N∑
i=1

li(x0)yi

• This is again a linear function of y
• The li(x0)s are sometimes called equivalence kernels
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Local equivalence kernel at the boundary and in the
interior

Elements of Statistical Learning (2nd Ed.) c©Hastie, Tibshirani & Friedman 2009 Chap 6

Local Linear Equivalent Kernel at Boundary
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Local Linear Equivalent Kernel in Interior
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FIGURE 6.4. The green points show the equivalent
kernel li(x0) for local regression. These are the weights

in f̂(x0) =
PN

i=1 li(x0)yi, plotted against their cor-
responding xi. For display purposes, these have been
rescaled, since in fact they sum to 1. Since the yellow
shaded region is the (rescaled) equivalent kernel for the
Nadaraya–Watson local average, we see how local re-
gression automatically modifies the weighting kernel to
correct for biases due to asymmetry in the smoothing
window.
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Properties of local linear regression
• Using the Taylor expansion of f (xi) around x0, we obtain

E
(

f̂ (x0)
)

= E

(
N∑

i=1

li(x0)Yi

)
=

N∑
i=1

li(x0)E(Yi) =
N∑

i=1

li(x0)f (xi)

≈ f (x0)
N∑

i=1

li(x0) + f ′(x0)
N∑

i=1

li(x0)(xi − x0)

+
f ′′(x0)

2

N∑
i=1

li(x0)(xi − x0)
2

• It may be shown that
∑N

i=1 li(x0) = 1 and∑N
i=1(xi − x0)li(x0) = 0, so that

E [f̂ (x0)] ≈f (x0) +
f ′′(x0)

2

N∑
i=1

li(x0)(xi − x0)
2

• Hence, local linear regression typically gives low bias
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Local polynomial regression
• Local regression can be expanded to local polynomial

regression

min
α(x0),βj (x0)

N∑
i=1

Kλ(x0, xi)

yi − α(x0)−
d∑

j=1

βj(x0)x
j
i

2

• The estimate of f (x0) is then

f̂ (x0) = α̂(x0) +
d∑

j=1

β̂j(x0)x
j
0

• It may be shown that the bias will only have components of
xi − x0 of degree d + 1 and higher

• Thus, the bias is reduced compared to local linear
regression, but the variance is typically higher
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Local polynomial regression - bias
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Local Linear in Interior
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Local Quadratic in Interior

0.0 0.2 0.4 0.6 0.8 1.0

-1
.0

-0
.5

0.
0

0.
5

1.
0

1.
5

O

O

O

O

O

O

O

OO
OO

O

O

O

O

O

O

OO

O

O

OO

O

O

O

O

O

O

O

O

O

O

O

O
O

O

O
O

O

O

O

O

O
O

O

O
O

O

O

O

O
O

O O

O

O

O
O
O
O

O

O

O

O

O
O

O

O
O

O

O
O

O

O

O
O
O

OO

OO

O

O

O

O

O

O

O

O

O

O

O
O

O

O

O

O

O

O

O

O

OO

O

O

OO

O

O

O

O

O

O

O

O

O

O

O

O
O

O

O
O

O

O

O

O

O
O

O

O
O

O

O

O

O
O

O O

O

O

O
O
O
O

O

•
f̂(x0)

FIGURE 6.5. Local linear fits exhibit bias in regions
of curvature of the true function. Local quadratic fits
tend to eliminate this bias.
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Local polynomial regression - variance
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FIGURE 6.6. The variances functions ||l(x)||2 for
local constant, linear and quadratic regression, for a
metric bandwidth (λ = 0.2) tri-cube kernel.
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Selection of λ

• All methods have a parameter λ to be specified
• This is a tradeoff between bias and variance: a small λ

gives a small bias, but a large variance and vice versa
• λ may be selected directly, or indirectly through the

degrees of freedom
• The degrees of freedom are easier to compare between

different methods, e.g between local linear regression and
smoothing splines

• λ can also be selected automatically, using cross-validation
• In particular, efficient computation of leave-one-out

cross-validation can be derived
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Example: Auto data
• Response: city distance covered (km/l) (city.distance)
• Explanatory variable:

• engine size in l (engine.size)
• We want to predict the distance covered by fuel unit of a

car based on the size of its engine
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Local regression in Rp

• All kernel methods can (in principle) be easily generalised
to higher dimension

• Define the multi-dimensional kernel
Kλ(x0,xi) = D(λ−1||xi − x0||)

• Durther, let b = (1, x1, ..., xp)
T

• The local multiple linear regression model is then obtained
by solving

min
β(x0)

N∑
i=1

Kλ(x0,xi)(yi − bT
i β(x0))

2

• This is still a linear predictor, i.e we may write
f̂ (x0) =

∑N
i=1 li(x0)yi
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Local regression in Rp

• However, the boundary problems are much more serious
in higher dimension, as the fraction of points close to the
boundary is higher

• In practice, local regression becomes less useful in
dimensions much higher than two or three, above which it
becomes impossible to obtain both low bias and low
variance

• Also, visualisation of f̂ (x0) becomes difficult in higher
dimensions

• An alternative is a trellis display, where one plots the
response as a function of one of the covariates,
conditioning on the remaining covariates being within a
certain interval
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Illustration of trellis display
Predicting ozone from wind, temperature and radiation
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FIGURE 6.9. Three-dimensional smoothing example.
The response is (cube-root of) ozone concentration, and
the three predictors are temperature, wind speed and
radiation. The trellis display shows ozone as a function
of radiation, conditioned on intervals of temperature
and wind speed (indicated by darker green or orange
shaded bars). Each panel contains about 40% of the
range of each of the conditioned variables. The curve
in each panel is a univariate local linear regression, fit


