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Statistics/machine learning/data mining
¢ Hastie et al. (2009):

The field of Statistics is constantly challenged by the problems that science
and industry brings to its door. In the early days, these problems often
came from agricultural and industrial experiments and were relatively small
in scope. With the advent of computers and the information age, statistical
problems have exploded both in size and complexity. Challenges in the
areas of data storage, organization and searching have led to the new
field of “data mining”; statistical and computational problems in biology and
medicine have created “bioinformatics.” Vast amounts of data are being
generated in many fields, and the statistician’s job is to make sense of it
all: to extract important patterns and trends, and understand "what the data
says." We call this learning from data.

* In many cases, statistics and machine learning are
presented as different things:
e Statistics is model based
® Machine learning is algorithmic based
® https://www.svds.com/
machine—-learning-vs—statistics/
® Breiman 2001
* |n practice, there is considerable overlap and a common
goal, namely to extract knowledge from data


https://www.svds.com/machine-learning-vs-statistics/
https://www.svds.com/machine-learning-vs-statistics/
https://projecteuclid.org/download/pdf_1/euclid.ss/1009213726

Example: Prostate cancer data
Problem: predict the (log of the) level of prostate specific
antigen (PSA), based on a number of clinical measures

gleason




Example: Handwritten digits
Problem: predict the identity of each image (0,1, ...,9) from the
16 x 16 matrix of pixel intensities
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FIGURE 1.2. Ezamples of handwritten digits from
U.S. postal envelopes.



Example: DNA microarray data

Problem: understand how the genes and samples are
organised, i.e. group cells

Note that there there is no response
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Example: Birthweights of babies
Problem: understand how the birthweight of babies depends on
sex and duration (boys in blue and girls in red)?
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Example: Images of faces

Problem: classify gender based on 200 100 x 100 = 10000
pixel images

Challenge: many explanatory variables (10 000) compared to
the number of individuals (200)



Data Science

—

This course
e focuses on data analysis

e consists of statistics and machine learning, or statistical
learning
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Machine learning and statistical learning

¢ Machine learning consists of the three components
® Supervised learning: Learning a prediction rule from input
and output data
® Unsupervised learning: Identify hidden patterns and
relationships of input data
® Reinforcement learning: Construct optimal actions in a
stochastic environment

e |n statistical learning, the focus is on prediction of a
response variable, based on explanatory variables, and is
called

e regression if the reponse variable is quantitative
e classification if the response variable is categorical
® data mining/clustering if there is no response variable



Machine learning and statistical learning

® Machine learing is concerned with algorithms for
prediction,
* is often used as a black box
® and evaluation is typically based on a separate test set

e Statistical learing is concerned with methods for prediction,

® is more "open box"
* and has emphasis on inference: quantification of
uncertainty, evaluation of the method, hypothesis testing, ...
e There is no clear distinction, as both have focus on
prediction



This course

e We will concentrate on prediction based on
regression/classification (supervised learning)

e There will also be a bit about clustering (unsupervised
learning)

e Textbook: Hastie, Tibshirani, Friedman: The Elements of
Statistical Learning

e Supplementary text: James, Witten, Hastie, Tibshirani: An
Introduction to Statistical learning - with applications in R

e Supplemented by extra exercises/notes.



Plan for the course

e Chapter 2: Overview of
Supervised Learning

e Chapter 3: Linear methods for
regression: least squares, subset
selection, shrinkage methods,
principal components

e Chapter 4: Linear metods for
classification: linear regression
for an indicator response, linear
discriminant analysis, logistic
regression

e Chapter 5: Splines

Chapter 6: Kernel smoothing
methods

Chapter 7: The bias-variance
decomposition

Chapter 9: Additive models
Chapter 10: Boosting
Chapter 11: Neural networks
Chapter 14: Cluster analysis
Chapter 15: Random forests

STK-IN4300: More details, remaining chapters


https://www.uio.no/studier/emner/matnat/math/STK-IN4300/index-eng.html

More about the course

* Required background:
® Basic programming (IN1900 or IN1000)
e Calculus/linear algebra (MAT1100/1110/1120)
® Probability theory, statistical inference (STK1100/1110)
e Focus on understanding methods
® There will be some mathematics
* We will go through R commands/functions for practical use:
James et al. (2013) will be useful here
* Exercises will be a mix of theoretical and practical tasks

e There will be 2 mandatory assignments



Supervised learning

¢ Assume the model Y = f(X) + ¢ with E(¢) = 0, so that
f(x) = E(Y|IX=x)
e Supervised learning consists in learning about f through a
training set {(x;, yi),i =1, ..., N}
e This can be seen as a function approximation problem
e Typical restrictions:
® f(x)is linear
* f(x) = fo + Y fi(x;), additive model
o f(X) = Bo+ S5, hk(X)b, linear basis expansions
e f(x) is specified through a neural network
® f(x) is smooth
e Such restrictions encourage geometrical concepts of
Euclidean spaces and mathematical concepts of
probabilistic inference to be applied to the problem



Regression vs classification

e Variables are often divided into two characteristics:
® Quantitative: Numerical values (ordered)
® Qualitative: Categorical, no ordering

e In regression, the response is quantitative

¢ |n classification, the response is qualitative

® There can be qualitative explanatory variables within
regression

* There can be quantitative explanatory variables within
classification



Prediction and estimation of f
* Assume that Y = f(x) + ¢, E (¢) = 0, where f is unknown,
so that
E (Y|x) = f(x)

e Why do we want to estimate f? R
e The prediction of Y is given by y = f(x)
* The estimate f can give us an understanding of how y is
influenced by X1, ..., Xp:
® Which variables influence the response?
* What is the relationship between a variable and the
response? Is it linear? R
e The precision of an estimate (for given x and f) can be
quantified by

E <(Y ?)2) —E ((f(x) ?(x))2> + Var(e)

Irreducible

Reducible

® The choice of model and estimation method will influence
the reducible part of the error in prediction



Example: advertising data
* Response: Sale of product in 200 different markeds

(sales)
e Explantatory variables:
® Advertising budget in tv (TV)
® Advertising budget in radio (radio)
® Advertising budget in newspapers (newspaper)
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Example: wage data

Income

® Response: Income (income)

e Explanatory variables: years
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Estimation of f - parametric methods
Linear regression: Assume

f(x) = Bo + B1x1 + -+ BpXp

* The model is described by the parameters 8 = (5, ..., Bp)

* The estimation of f is done through the estimation of the
parameters 3

Another example of a parametric model: Assume p =1 and

f(X) = B1eM* + Bpe’

e The model is described by the parameters
0 = (B4, B2, M, A2)

* The estimation of f is done through the estimation of the
parameters 0



Estimation of f - non-parametric methods

Non-parametric methods: Assume f(x) is a smooth function in
X

e Data: {(x1,)1), -+, (Xn, ¥N)}
e f(x) = E(Y|X =x) can be
estimated by

S SR X =Xy
0 S =

e There can be very few
observations with x; = x

e Since f(x) =~ f(x;) for x; close to
X, we can instead use
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Parametric or non-parametric?
¢ Recall that the precision of the estimate can be quantified

b
' E((Y-?f) :E((f(x)_?(x))2>+w

Irreducible

Reducible

¢ The reducible part can further be decomposed as

E <(f(x) ?(x))2> - E ((f(x) ~ £ () + E (70)) ?(x))z)
(fx) - E (?(x)))2 +E ((E @) _?(x))2>

+2 (f(x) —E (?(x))) E (E (?(x)) —?(x))
=0

(f(x) _E (?(x)))2 +Var (?(x))

Bias? Variance




Parametric or non-parametric?

e Few assumptions about f gives small bias, but can give
high variance

e Harder assumptions on f can give small variance, but high
bias (if the assumptions are wrong)

e |f a special structure is known to exist, this can be used to
reduce both the bias and the variance

e For interpretation puposes, simpler forms of f are
preferable



Overview of different methods

Interpretability

Subset Selection
Lasso

Linear/logistic regression

Generalized Additive models

Bagging, Boosting

Neural Networks

K-NN

Flexibility




Evaluation of precision

e No statistical learning method will be the best in all
situations, it depends on how complex f is, how much data
is available etc.

¢ In a specific problem setting, one should try out several
methods

e How does one evaluate which one is the best?
¢ A possible goal in regression could be to minimise

E ((Y —?(x*))2>,

where x* are values of explanatory variables where we
want to predict a new Y*.

e The problem is that the distribution of (x*, Y*) is unknown



Estimation of prediction error .
* A possible estimate of E ((Y —~ ?(x*)) ) is the mean

squared error

N
MSE_}V ( _fx,))

® Then the prediction error is evaluated on the same data as the
ones used for estimating f

* However, we are interested in prediction on new data, and use of
the same data can give too optimistic answers

e The idea is to divide the data into two parts:
¢ Training data: Used for estimating f

~ 2
® Test data: Used for estimating E <(Y* - f(x*)) )



Variance vs bias

M e

E ((f(x) _?(x))2> - (f(x) —E (?(x)))2 + Var (?(x))
—_— —\—

Bias2 Variance

¢ Bias decreases with higher flexibility
e Variance increases with higher flexibility



Estimation of prediction error in classification

In regression, prediction error can be quantified by

E ((Y - ?(x*))2>

In classification, we can instead use the error rate
E <I(Y ” Y/))

This can be estimated by & SN, I(J; # yi)
* However, as before
® the estimated error rate is too optimistic if estimated from

the same data
¢ there is a trade-off between bias and variance



Linear models and least squares estimation
* Assume the linear model: f(x) = o + >7_; xi6;
* How do we estimate /5y, ..., 5p based on training data

(X1, Y1) s (XN, YN)?
e A reasonable criterion is

2
N P
Minimise RSS(3) = ) (y/ — o — fojﬂj) w.r.t. 8 = (So,

i=1 j=1

e Define
1 X1 - Xip )z Bo
1 X1 - Xop )2 B
X=1. . . Y=L B
1 Xni1 - Xnp YN Bp

e Then a vector/matrix formulation is given by
RSS(B) = (y — XB)"(y — XB), and the criterion becomes

Minimise RSS(8) = (y — X8)"(y — X8) w.r.t. 3

e Bp) T



Least squares estimation
e Differentiation w.r.t. 3 gives the normal equations

XT(y —XB) =0 — X"X3 =Xy

e If X" X is nonsingular, a unique solution is given by

B=(XTX)"'XTy
e The fitted values are then given by
e |east squares can also be used to estimate a more

general f(x) = f(x; 8) with f known and 6 unknown, with
the criterion RSS(f) = STV . (y; — f(x;))2



Least squares and maximum likelihood
e Assume now that ¢ ~ N(0, 0?) and the es are independent.
e Then Y ~ N(f(x),c?)
e We have
N

oyix) = [[ptrix) = ] e <—12(yf—f(xi))2)
=1 V2ra 20

i=1

1 1 N \
BN O (-zae D01 10x) )

e Maximising p(y|x) w.r.t. f is equivalent to minimising
RSS(f)
* In addition, we can obtain

. 1
UIZWL:N

NE

(YI - ?(Xi)>2

i=1

* The maximum likelihood approach is more general, so we
can also consider other distributions



Example: Birthweights of babies

¢ Response: Birthweight in grams

e Explanatory variables: duration of pregnancy and gender
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A possible model is a linear regression of the form
Yi = Bo + Bixi1 + Baxia + €;

with
xj1 = weeks xj = I(baby i is a girl)



Example: Classification

Consider the following classification problem with two
classes (Orange and Blue) and two covariates

We define a numeric response: Y = /(G = Orange)

A possible model is a linear regression Y = x'B+cto
obtain fitted values Y = x73

We then convert to classification according to

G- Orange if Y>05
Blue ifY<05



Example: Classification

The decision boundary {x

:x73 > 0.5} is then linear
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Is the boundary good?



The Bayes classifier

e [t can be shown that the classification which minimises the
error rate is

Y = arg max Pr(Y =jIX=x)
j

e This is called the Bayes classifier

3 ifume o
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K-nearest neighbours

e The ideal is to use the Bayes classifier

e In practice, Pr(Y = k|X = x*) is unknown and needs to be
estimated.

¢ One option is the K-nearest neighbours classifier

e Let 4y C {1,..., N} be the K indices with x; nearest to x*.

* The estimate of Pr(Y = k|X = x*) = E(I(Y = k|X = x*)) is
then given by

Pr(Y = k|X = x*) Z/

lE/Vo

* The classification rule is to classify the test point X = x* to the
class with the highest number of cases among the K nearest
points
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K-nearest neighbour for different K:

K =15
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Misclassification curves for the test (orange)
and the training error (teal) for K-nearest
neighbour classification as a function of the
degrees of freedom N/K. The results for
linear regression are the orange and blue
squares at three degrees of freedom. The
purple line is the optimal Bayes error rate.



Statistical decision theory

e Consider now a general setting where (X, Y) ~ p(X, y)

e Given X, what is the optimal way of predicting Y?

¢ This can be formalised through statistical decision theory

¢ Define a loss function L(Y, f(X)), that measures the loss of
predicting Y by f(X)

¢ A typical choice is the squared error loss
LY, f(X) = (Y — f(X))?

¢ Since (X, Y) are stochastic, we will minimise the expected
prediction error (EPE)

EPE(") = E(Y - X)) = [ [y - f(x))%p(x. y)dxaly



Statistical decision theory
* Now p(x, y) = p(X)p(y|x), so that

ePe() = [ ([ f0ptyindy ) pixjox

* Hence, we can minimise the EPE pointwise

f(x) = argcmin /(y—c)zp(y|x)dy = argcmin Ey|x ((Y — c)2 X = X)

¢ |t may be shown that the solution is

f(x)=E(Y|X=Xx)

* This may for instance be estimated by K-nearest
neightbours



Alternative loss function(s)

Absolute loss: L(Y, f(X)) = |Y — f(X)]

Solution: f(x) = median(Y|X = x)

The absolute loss is less sensitive to large errors, hence
more robust

On the other hand, it is mathematically less convenient
Other choices also possible



Decision theory and classification
e Assume that we have a categorical output G, with
Ge{1,..K}
® Then we need to specify the loss L(k, g) for all
combinations k, g, resulting in a K x K matrix

* (X, G) is stochastic, and the EPE is given by
EPE = E (L (G, G(X)))
= Ex (EG‘X (L (G, é(X)) |x))
= Ex (zK: L (k, é(X)) Pr(G = k]X))
k=1

¢ This may be solved by pointwise minimisation
R K
G(x) = argmin > _ L(k, g) Pr(G = k|X)
g .
Jj=1



Decision theory and classification with the 0 — 1 loss
e The simplest (and most used) choice is the 0 — 1 loss

1 ifg#k

L(k.9) = (g # K) = {o ok

¢ This gives

K

G(x) = arggmin > i(g # k) Pr(G = k|X)
k=1

K
= arggminz (1 —1(g = k)) Pr(G = k|X)
k=1
= arggmin (1 —Pr(G=g|X))

= argmaxPr(G = g|X)
g9

e This is the Bayes classifier



Local methods in high dimensions
¢ We need to estimate E(Y|X = x) or Pr(G = g|X = x)
e Local (nearest neighbour) methods give
Ty = Ziet (X = X)y;
(x) ==
ieq I(X; = x)

e Typically /(x; ~ x) is defined by ||x; — x||? < e, for some
number e

e Assume that x € [0, 1]P

¢ We want to specify e, such that a fraction r of data are
included

* The problem is that e increases with p
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Local methods in high dimensions - Example
e Consider 1000 observations (y;, x;), where
Y = f(x) = exp(—8||x||?) and x € [-1,1]P
e We estimate f by 1-NN
¢ How close is the 1-nearest observation as p increases?

1-NN in One Dimension 1-NN in One vs. Two Dimensions

Distance to 1-NN vs. Dimension MSE vs. Dimension

nnnnnnnnnnnnnnnnnn



Least squares versus 1-NN
e Consider two examples, f;(X) = Xy, f(x) = 0.5(x; + 1)3
* Plot of the relative prediction error of 1-NN vs least
squares (OLS):

Expected Prediction Error of 1NN vs. OLS
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e There is gain in using a linear model compared to 1-NN
even when this is wrong
e Further, the gain increases with the dimension



Unsupervised learning

So far we have considered a response Y and explanatory
variable(s) x

This corresponds to supervised learning

In many situations, we only have the explanatory variables
X, example: the gene expression data

The aim is then to find relations between variables
Common approach : Cluster/group data

This is unsupervised learning
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