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Introduction

Environmental data includes, among other things,

meteorological data (temperature, wind, humidity)
pollution data (ozone, sulfur, carbon monoxide)
biological data (species, plants)
human data (mortality, health)

Common features

vary in space and time
complicated correlation structures

Typical aims

understand relationships (inference)
prediction
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Introduction

Example 1: How many seal pups? ( Jullum et al., 2020)
330 M. Jullum, T. Thorarinsdottir and F. E. Bachl
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Fig. 1. Harp and hooded seal pup count data from the Greenland Sea 2012 survey, with east–west direction
on the x-axis and north–south direction on the y-axis: , transect; , whelping region; , harp seals;

, hooded seals; seal counts per photo are indicated with circles ranging from 0 to 12 for hooded seals and
from 0 to 160 for harp seals, with circle size proportional to the count

2.3. Satellite imagery
For whelping, the seals require large ice floes with access to the ocean for the adult seals to
access food. Information regarding which areas are covered by ice floes and which areas are
merely open water is thus potentially highly relevant when estimating seal pup production. In
an attempt to account for this, we have collected high resolution satellite (MODIS) imagery
from the whelping region captured on the same day as the airborne photographic survey was
conducted. From this satellite imagery we have extracted a density variable which acts as a proxy
for the ice thickness. This density variable is displayed in Fig. 2. Comparing the satellite data
with the seal pup counts in Fig. 1, we see that the seal pup counts appear to be higher in the
areas with high ice density than in areas with lower ice density.

3. Background

In the present paper, we assume that the seal pup appearances can be thought of as a realization
of a point process. The aim of the analysis is to estimate the total number of seal pups, N.Ω/,
in the whelping region Ω⊂R2 (indicated in black in Figs 1 and 2).

3.1. Point processes
A spatial stochastic point process is a mathematical description of the random process through
which points or locations are distributed in space. The collection of such observations is called a
point pattern. In informal mathematical terms, a spatial point process Y is a random collection
of points in a bounded observation region Ω⊂ R2 where both the number of points and their
locations are random. The most fundamental type of point process is the Poisson point process.
It may be specified by a deterministic intensity function λ : Ω "→ [0, ∞/ which determines the
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Fig. 2. Satellite data showing ice density used as a covariate in the model fitting process: , whelping
region

(localized) expected density of points per unit area in Ω. The number of points, N.B/, of any
Borel set B⊆Ω is Poisson distributed with meanµ.B/=

∫
B λ.s/ds, i.e. N.B/∼Po{µ.B/}. Further,

N.B/ is independent of N.BÅ/ for any other non-overlapping Borel set BÅ ⊆Ω with N.B∪BÅ/=
N.B/+N.BÅ/.

The Cox process (which is also known as the doubly stochastic Poisson point process) that
was introduced by Cox (1955) is a generalization of the Poisson point process where the intensity
function λ is in itself stochastic. A popular special case of this hierarchical model is the LGCP
(Møller et al., 1998), where the intensity is assumed to be log-Gaussian, i.e. there is an underlying
latent Gaussian random field Z and, given λ=exp.Z/, Y is a Poisson point process with intensity
λ. This type of model is quite flexible and useful for modelling a great variety of natural processes,
in particular when only a single realization of the process is available (see for example Diggle
(2013), Illian et al. (2008) and Møller and Waagepetersen (2003)). The LGCP model can describe
various types of clustering in the point pattern through the positive semidefinite correlation
function of the underlying Gaussian process (Møller et al., 1998).

Wolpert and Ickstadt (1998) considered a Cox process where the stochastic intensity function
is given by λ=Γ for a latent gamma random field Γ. As before, the conditional distribution
of N.B/ given λ is a Poisson distribution. For this model, the marginal distribution of N.B/ is
available in closed form and is given by a negative binomial distribution (Matérn, 1971; Diggle
and Milne, 1983).

3.2. Models for aggregated point patterns
As mentioned in Section 2.2, these survey data do not include seal pup locations. Instead, the
seal pup counts are provided as aggregated counts per photo. Thus, our data consist of a partly
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Introduction

Example 1: How many seal pups? ( Jullum et al., 2020)
346 M. Jullum, T. Thorarinsdottir and F. E. Bachl
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Fig. 8. Predictive distributions for the total harp pup counts in the whelping region for the five approaches
(the x -axis is plotted on a log-scale; for Kingsley’s method, we show the point estimate ˙2 times the estimated
standard deviation, corresponding to an approximate 95% confidence interval under a normal distribution
assumption): , LGCP; , GAM NB; , GAM Po; , Hom Po; , Kingsley

Table 4. Summary table for the predictive distributions for the total number
of harp seal pups in the whelping region

Method mean median mode IQR 0.025- 0.975-
quantile quantile

LGCP 147919 127965 110996 72347 69267 357185
GAM NB 98617 98035 91876 12895 81023 119349
GAM Po 84852 84852 84910 1536 82681 87094
Hom Po 88272 88267 88257 1583 85986 90587
Kingsley 85968 85968 85968 15926 62829 109107

As for the hooded seals, we take a closer look at the LGCP and GAM NB methods to
understand better how well their different estimates of the prediction uncertainty match the
actual uncertainty; Fig. 10. As expected, the GAM NB method has a much narrower credibility
interval which too often fails to cover the true seal pup count in the transect, whereas our LGCP
method shows much better calibration. Out of the 27 transects, the 90% credibility intervals for
the LGCP and GAM NB approaches cover the true count in respectively 24=27 ≈ 89% and
18=27≈67% of the transects. The corresponding coverage for the 50% interval are 14=27≈52%
and 11=27 ≈ 41% respectively. Thus, it is clear that the GAM NB method is underdispersive,
whereas our procedure seems well calibrated. In contrast, as for the hooded seals, the posterior
median of the GAM NB method does better as a point estimator in terms of MAE (130.2) than
does our LGCP method (179.1).
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Introduction

More generally: Combining information (Chandler, 2013)
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Figure 2. Schematic of the geometry for the proposed MME framework. θ 0 denotes the descriptor for the actual climate;
{θ i : i > 0} are descriptors for simulators; and {θ̂ i : i ≥ 0} are descriptor estimates obtained fromdata and simulator outputs.
Grey dashed lines represent estimation errors; black dotted line represents shared simulator discrepancy, with simulator output
descriptors centred on θ 0 + ω. Arrows indicate direction of causal relationships in which an intervention at the ‘parent’ node
is expected to produce a change at the ‘child’ node.

to each series separately, where the errors (εt) form a sequence of independent Gaussian random
variables with mean zero and variance σ 2. Such a model, which aims to describe the structure
of simulator outputs and the corresponding climate quantities, will be called a ‘mimic’ from
here onwards.1 In this example, the parameter β0 controls the mean level of the series at time
zero; β1 and β2 the amplitude and phase of the seasonal cycle; β3 the time trend; and σ 2 the
magnitude of any remaining irregular fluctuations. The parameters can be collected into a vector,
say θ = (β0 β1 β2 β3 σ 2)′, which will be called a ‘descriptor’. The differences between the three
series suggest, however, that they cannot all be described using the same value of θ : rather,
we should summarize the ‘real climate’ using a descriptor θ0, and the simulator outputs using
descriptors θ1 and θ2, respectively.

With this concept in mind, Leith & Chandler [13] suggested that uncertainty in an MME
could be characterized by considering the descriptors {θ i} themselves to be drawn from some
underlying joint probability distribution (thus acknowledging the potential for alternative
simulators to yield descriptors outside the currently available range), and then by using
the simulator outputs to learn about this underlying distribution. The resulting framework
corresponds to a hierarchical model in which the outputs of the ith simulator (collected into a
vector Yi, say) are considered to be generated from some stochastic process with parameter θ i,
and in which the {θ i} are themselves considered to be random.

Leith & Chandler [13] did not attempt to incorporate observations of actual climate into their
analysis: as such, their work can be regarded as characterizing a notional population of simulators
from which the MME is considered to be drawn. However, such a characterization provides
little information about actual climate without making additional assumptions; for example, that
the notional simulator population is centred on the actual climate in the sense that for i ̸= 0 the
expected value of θ i is θ0. This approach was adopted by Furrer et al. [17] using essentially the
same hierarchical model set-up as that described earlier. In practice, however, such an assumption
is unrealistic in the presence of shared simulator discrepancies.

To make useful statements about the real climate system within this framework, two
extensions are required. The first is to incorporate the actual climate descriptor θ0 explicitly,

1The term ‘mimic’ is used by analogy with its meaning in ecology, where it denotes a species that has the appearance of
another. In the present context, a model such as (2.1) is used to produce outputs that have the appearance of simulator
outputs or of reality. Such models should be distinguished from statistical emulators, which aim to approximate the internal
workings of a complex computer code rather than merely to mimic its outputs.
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Introduction

Example 2: Temperature forecasts (Feldmann et al., 2015)

of forecasts from 10 December 2010 to 30 November
2011. As we use a rolling training period of 25 days to fit
the parameters of the statistical postprocessingmethods,
the evaluation period runs from 5 January 2011 to 30

November 2011. If at least one ensemble member
forecast is missing at all observation locations on a spe-
cific day, we omit this day from the dataset. This way, 10
days are eliminated with 346 days remaining. The

FIG. 1. The 21-h temperature forecasts over Germany at 2100 UTC 5 Jan 2011. (from top to bottom) Three
members from the COSMO-DE ensemble prediction system, the postprocessed nonhomogeneous Gaussian re-
gression (NGR) forecast, the NGR combined with ensemble copula coupling, and examples of the multivariate
spatial NGR1 forecast, respectively.

MARCH 2015 FELDMANN ET AL . 957
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Introduction

Example 3: Temperature in space and time (Yuan et al., 2019)
Result: Sequence of Daily Mean Temperature Fields

sdm_08 sdm_09 sdm_10 sdm_11 sdm_12 sdm_13 sdm_14

sdm_01 sdm_02 sdm_03 sdm_04 sdm_05 sdm_06 sdm_07

eqm_08 eqm_09 eqm_10 eqm_11 eqm_12 eqm_13 eqm_14

eqm_01 eqm_02 eqm_03 eqm_04 eqm_05 eqm_06 eqm_07

obs_08 obs_09 obs_10 obs_11 obs_12 obs_13 obs_14

obs_01 obs_02 obs_03 obs_04 obs_05 obs_06 obs_07

−39 −36 −33 −30 −27 −24 −21 −18 −15 −12 −9 −6 −3
Temperature [C]

11 / 13
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Course overview

Course content

Statistical preliminaries (Chapter 1, 2)
Temporal processes (Chapter 3.1, 3.3, 3.4)
Spatial geostatistical processes (Chapter 4.1)
Spatial lattice processes (Chapter 4.2)
Spatial point processes (Chapter 4.3)
Exploring spatio-temporal data (Chapter 5.1, 5.3)
Spatio-temporal statistical models (Chapter 6.1, 6.2, 6.4)
Univariate extremes
Multivariate & spatial extremes
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Course overview

Good to know

General ideas of quantitative methods/modelling
General ideas of mathematics (matrix/vector calculations)
Probability theory

Expectations/Covariance matrices
Conditional densities/probabilities
Bayes theorem

(Linear) Regression
Maximum likelihood
Common distributions (normal, binomial, Poisson, Gamma, t)
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Course overview

Course format

Thursday morning: Lecture
Wednesday afternoon: Exercises

Course schedule is available at
www.uio.no/studier/emner/matnat/math/STK4150/v24/timeplan/index.html

Note: No lectures in week 8 (February 21 & 22) and week 17 (April 24 & 25)
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Course overview

Course evaluation

Mandatory assignment (due on April 25?)
Oral or written exam (June 5)
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Preliminaries

Statistical preliminaries

Multivariate Gaussian distribution
Conditional probabilities and hierarchical modelling
Bayesian hierarchical modelling
Model evaluation
Computation

12



Preliminaries

Multivariate Gaussian distribution

Central in modelling dependence

Definition: A random vector

Y = (Y1, · · · Ym)T

is said to have the multivariate normal distribution if every linear combination of
its components

V = a1Y1 + · · · + amYm
is normally distributed. That is, for any constant vector a ∈ Rm, the random
variable V = aTY has a univariate normal distribution.

13
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Preliminaries

Multivariate Gaussian distribution
We write Y ∼ Gau(𝝁, 𝚺) and Y has density

[Y] = (2𝜋)−m/2 |𝚺|−1/2 exp[−(1/2) (Y − 𝝁)T𝚺−1(Y − 𝝁)]

Common application that allows for flexible multivariate modelling:

Z observations
Y latent variables, assumed multivariate Gaussian

[Z|Y] =
∏
i
[Zi |Yi]

[Z] =
∫

Y
[Z|Y] [Y]dY

14
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Preliminaries

Conditional probabilities and hierarchical modelling

Variable Densities Notation in book
Data model: Z p(Z|Y, 𝜽) [Z|Y, 𝜽]
Process model: Y p(Y|𝜽) [Y|𝜽]
Parameter model: 𝜽 p(𝜽) [𝜽]

[𝜽, Y, Z] = [𝜽] × [Y|𝜽] × [Z|Y, 𝜽]

Model built up by several conditional probabilities/densities
Easier than specifying a multivariate distribution on (𝜽, Y, Z) directly
Model for Y often build up by physical/biological knowledge
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Preliminaries

Bayesian approach

Assume 𝜽 is stochastic with prior distribution [𝜽] which specifies our prior
knowledge about 𝜽.

Knowledge is updated when data Z is obtained (Bayes theorem)

[Y, 𝜽|Z] = [Z|Y, 𝜽] [Y, 𝜽]∫
𝜽,Y [𝜽, Y, Z]dYd𝜽

=
[Z|Y, 𝜽] [Y|𝜽] [𝜽]

[Z] ∝ [Z|Y, 𝜽] [Y|𝜽] [𝜽]

16



Preliminaries

Bayesian approach

Can handle uncertainty in parameters coherently

Bayes Frequentist

E[Z∗ |Z] = E𝜽 [EZ∗ [Z∗ |𝜽, Z]] ≈ E[Z∗ |𝜽̂, Z]
Var[Z∗ |Z] = E𝜽 [VarZ∗ [Z∗ |𝜽, Z]] + Var𝜽 [EZ∗ [Z∗ |𝜽, Z]] ≈ Var[Z∗ |𝜽̂, Z]

17



Preliminaries

Multiple data sources

Assume several data sets Z1, Z2, Z3, all giving information about Y, the process
of interest.

Z1, Z2, Z3 may have a complex dependence structure due to their common
relation to Y.

Hierarchical modelling:

[Z1, Z2, Z3 |Y, 𝜽D] = [Z1 |Y, 𝜽D,1] × [Z2 |Y, 𝜽D,2] × [Z3 |Y, 𝜽D,3]

i.e. conditional independence

18



Preliminaries

What is a good model?

Goodness-of-fit: Does the model fit the data we have?
Predictive performance: Can the model predict new data?
Scientific interpretation: Does the model make sense?

19



Preliminaries

Computation

Inference for space time-processes can be challenging due to

Complex models
Latent processes (likelihood not directly specified)
Large data sets

We will use R and discuss several different approaches and packages,
depending on the type of data and model
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