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C1. Exponential vs Gamma - thinking about p, p∗, AIC and AIC∗

Assume we have some positive data coming from a Gamma(a,b) distribution. Further, assume we have two
candidate models for these data: the first one a simple exponential, the second a gamma distribution (which
is the true model).

Model 1: f(y, θ) = θe−θy;

Model 2: g(y, a, b) = ba

Γ(a)y
a−1e−by.

If a is equal to 1 both models are correct, but otherwise the exponential model will be misspecified.

a) Find the least false parameter θ0 - the parameter that the exponential model is aiming at.

b) Find J and K matrices (which are scalars in this case) of the exponential model (under the gamma
truth). Remember that J = −Eg

[
∂2 log f(y,θ0)

∂θ∂θt

]
and K = Varg

[
∂ log f(y,θ0)

∂θ

]
.

c) Show that the generalised dimension p∗ will be equal to p∗ = 1/a. Display this number for a range of
different a values.

d) Now assume that we have a sample y1, . . . , yn from the gamma model. Find Rn and Qn (see pages
30-31) for the exponential. Recall that AIC aims at estimating 2nQn.

In this case these quantities will be Rn,1 = Eg[log f(Ynew, θ̂ML)] and Qn,1 = Eg[Rn,1].

e) Find an expression for the quantity Rn for the gamma model. Qn does not have a simple form in this
case, but may be computed by simulations.

In this case these quantities will be Rn,2 = Eg[log g(Ynew, âML, b̂ML)] and Qn,2 = Eg[Rn,2].

f) Calculate Qn,1 and Qn,2 for a range of a values (say from 0.5 to 2). Let b = 3 and n = 10. For each a
value, generate a number of datasets and compute the AIC and AIC∗ for the exponential model. Check
how well these two AIC schemes manage to estimate the quantity 2nQn,1.

C2. Finding least false parameters

This exercise is actually by Nils (from 2019). Assume that the true model is a certain mixture of two Gamma
distributions, with density equal to:

g(y) = 0.5 ba1
1

Γ(a1)y
a1−1e−b1y + 0.5 ba2

2
Γ(a2)y

a2−1e−b2y,
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and with a1 = 1, b1 = 0.5, a2 = 5, b2 = 2. Consider the three two-parameter candidate models
(i) Gamma

f1(y|α, β) = βα

Γ(α)y
α−1e−βy,

(ii) Weibull
f2(y|α, β) = β

α

( y
α

)β−1
e−(y/α)β ,

(iii) Gompertz

f3(y|α, β) = αeβy exp
[
−α
β

(
eβy − 1

)]
,

a) Work out the three pairs of least false parameters. Note that these might not have explicit expressions,
but you should be able to compute them numerically.

b) Display the true density in a figure, along with the three candidate densities evaluated at their least
false parameter values.

c) Compute the resulting minimum Kullback-Leibler distances KL(g, fleastfalse)

C3. Studying the correlation between estimators: extension of N10

This exercise in an extension of exercise 10 from the Nils notes. We will use the same gamma-weibull wide
model, the same exponential narrow model, but in addition we will also consider the two submodels lying in
between the narrow and the wide. The four candidate models are then

• the wide model:
f(y, a, b, c) = k(a, b, c)ya−1 exp(−byc),

• M1, with c = 1 (the gamma density):

f(y, a, b) = k(a, b, 1)ya−1 exp(−by),

• M2, with a = 1 (a nameless density, I think):

f(y, b, c) = k(1, b, c) exp(−byc),

• the narrow model, with a = c = 1 (the exponential):

f(y, b) = k(1, b, 1) exp(−by).

The normalising constant was found in exercise N7 and is equal to k(a, b, c) = cba/c/Γ(a/c).

In this exercise too you will need the Fisher Information matrix of the wide model, evaluated at the narrow
model. This was found in N10, and may be computed with the following R code (or by simulations, if you
prefer):
library(numDeriv)
intf1 <- function(yy){
log(yy)ˆ2*dexp(yy,1)

}
intf2 <- function(yy){
yyˆ2*log(yy)ˆ2*dexp(yy,1)

}
intf3 <- function(yy){
yy*log(yy)*dexp(yy,1)
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}
intf4 <- function(yy){
yyˆ2*log(yy)*dexp(yy,1)

}
intf5 <- function(yy){
yy*log(yy)ˆ2*dexp(yy,1)

}
k11 <- 1
k22 <- integrate(intf1,0,Inf)$value-digamma(1)ˆ2
k33 <- integrate(intf2,0,Inf)$value-(1+digamma(1))ˆ2
k12 <- integrate(intf3,0,Inf)$value-(1)*digamma(1)
k13 <- integrate(intf4,0,Inf)$value-(1)*(1+digamma(1))
k23 <- integrate(intf5,0,Inf)$value-digamma(1)*(1+digamma(1))

Kmat <- cbind(c(k11,k12,k13),c(k12,k22,k23),c(k13,k23,k33))
Amat <- function(bb){

cbind(c(-1/bb,0,log(bb)),c(0,1,0),c(0,0,-1))
}
Jwide <- function(bb){

Am <- Amat(bb)
Am%*%Kmat%*%t(Am)

}

Note that the information matrix depends on the value of the parameter b.

a) Show that the cdf of the wide model is equal to

F (y, a, b, c) =
γ(ac , byc)

Γ(ac ) .

Here, γ(·, ·) is the lower incomplete gamma function. This cdf closely resembles the cdf of the gamma
distribution, and you may use the pgamma function in R to compute it.

b) Use the cdf from a) to draw samples from the wide model. Here you may find use for the rgamma
function in R (but you can also do without it). Simulate 104 observations from the wide model with
a = 2, b = 3, c = 0.6.

c) In N10 c) you were asked to consider four focus parameters, i) the mean µ1 = EY ; ii) the standard
deviation µ2 = SDY ; iii) the probability µ3 = Pr{Y ≤ x0 = 0.10}; iv) the hazard rate µ4 =
f(xh)/{1 − F (xh)}, with xh = 0.25. For each of these four focus parameters compute the limit
correlations between the estimators from each of the four candidate models. The formula for the
limit correlations was given in lecture 9, and is also found in the book on page 150. Compute these
correlations for b = 3. Your result may look something like the following plot (for µ2):
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d) Now, simulate data with n = 200 and b = 3. First, you may simulate from the narrow model (so the
exponential, at a = c = 1), but you may also try to simulate from the wide (with different a, c values,
but keeping b = 3). For each simulated dataset fit the four candidate models and compute the 4× 4
focus estimates. Keep all the estimates from say 103 simulation rounds and then compute the realised
correlations. Compare these realised correlations with the theoretical ones computed in c). If you want
you can play around with different values of n, a and c to test the limits of the theory.

C4. Confidence intervals after model selection

We look at the nerve impulse data once again, and we consider an exponential narrow model versus a gamma
wide model, once again. This time however, we will study the behavior of confidence intervals after model
selection, and use the recipe from Ch. 7 to construct corrected confidence intervals. We have,

Narrow: fn(y, θ) = θe−θy;

Wide: fw(y, θ, γ) = θγ

Γ(γ)y
γ−1e−θy.

a) Find the nerve impulse data, but this time we will use only the 200 first datapoints (so that
the selection becomes a bit more interesting - only for illustration purposes). Fit the two models and
estimate the variance, µ = Var(Y ), in each model. This will be our focus parameter.

b) Check which of the two models is preferred by AIC. Here you might check both the usual AIC and the
limit version of AIC selection, which selects the wide model when Dn/κ̂ ≥

√
2 (this model selection

strategy actually corresponds to FIC in the case of the wide model being a one-parameter extension of
the narrow model). These two AIC versions may give different results for a dataset with finite n.

c) Compute an ordinary, asymptotically valid, 95 % confidence interval for µ using the model which was
selected by AIC.

d) Investigate the realised coverage of the confidence interval computed in c). Do this by generating
datasets with n = 200 from the gamma wide model at (θ̂wide, 1 + δ/

√
n), where θ̂wide is the maximum

likelihood estimate of θ in the wide gamma model, from the nerve impulse data. Define a grid of δ
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values (for example 50 values between -6 and 6), and for each value generate a large number of datasets
(for example 1000, but this becomes quite time-consuming so you may want to choose a lower number
first - to check that the code works as intended). For each dataset: (i) do model selection with AIC,
(ii) compute an ordinary 95 % confidence interval for µ from the selected model, (iii) check whether
the true µ value is contained in the interval, µtrue = µ(θ̂wide, 1 + δ/

√
n). Comment on how the realised

coverage curve differs from 0.95, and also how this curve differs from the theoretical coverage curves
given in the book (for example Figure 7.3).

e) In the lecture we discussed two different methods for computing corrected confidence intervals. The first
method consists of generating samples from the limit distribution given in Theorem 7.1 at the estimated
position (τ̂0, ω̂, κ̂) and with δ̂ = Dn, and then finding the 0.025 quantile, â, and 0.975 quantile, b̂, of
these samples (in order to get a 95 % CI). Find this corrected CI, [µ̂− b̂/

√
n, µ̂− â/

√
n], and comment.

f) The second method is similar to the first, but instead of investigating a single δ̂ value, one computes a
range of limit distributions for a range of δ̂ values. This range of δ̂ values is found by first constructing
a confidence interval for δ by [Dn − zκ̂,Dn + zκ̂] in the one dimensional case (with z = (χ2

1,0.975)1/2) to
get a 95 % CI for µ in the end). For each of a range of δ̂ values inside the interval, generate samples from
the limit distribution given in Theorem 7.1 (with (τ̂0, ω̂, κ̂)), and store the âj and b̂j . The corrected CI
is then given by [µ̂− b̂0/

√
n, µ̂− â0/

√
n], with â0 = min aj and b̂0 = max bj .
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