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Fitting models with maximum likelihood

We discuss matters first in the i.i.d. setup: data y1, . . . , yn are
independent from model f (y) = f (y , θ), with θ = (θ1, . . . , θp) the
model parameter.

How to fit the model? Answer: several methods may work well.
Default method (because it works so well, is relatively easy in use,
and general theory is well worked out): ML, maximum likelihood.
Let θ̂ maximise the log-likelihood

`n(θ) = log Ljoint(θ) =
n∑

i=1

log f (yi , θ).

How to do this? For nice models: Work out formulae (setting
partial derivatives to zero, etc.). Much more often: this doesn’t
work – so we throw it to an optimiser.

Make an R program logL; define minuslogL as minus logL; then
nils = nlm(minuslogL, starthere, hessian=T)
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How to find ML, how it works

Again: from given data and given model: program logL and
minuslogL, then use
nils = nlm(minuslogL, starthere, hessian=T)

This yields the essentials:
ML = nils$estimate : the maximiser, θ̂.
Jhat = nils$hessian : the information matrix, Ĵ.

Deep, Splendid, Versatile Theorem, practical version statement:

θ̂ ≈d Np(θ, Ĵ−1).

You read off standard errors, estimated standard deviations, by
se = sqrt(diag(solve(Jhat)))

Examples: you work through all models for the Egyptian lifetimes
(2100 years ago), Nils Exercise 4. Also, for each candidate model:

AIC = 2*logL(ML) - 2*dim(ML)

3/9



Deep, Splendid, Versatile Theorem, the theory behind it and
around it: Takes us some time, see first few sections in Ch 2.

You don’t need every ε (at least not in the beginning), but

(a) it’s very useful to understand the basics;

(b) understanding the basics helps us understand much more;

(c) it’s interesting, good probability theory (Law of Large
Numbers, Central Limit Theorem, Taylor analysis);

(d) it’s cultural knowledge;

(e) the theory is supremely widely useful;

(f) you’ll need it in this course.

LLN, Law of Large Numbers: if Z1,Z2, . . . are i.i.d., then

Z̄n = (1/n)
n∑

i=1

Zi →pr ξ = EZ .

This means:

Pr(|Z̄n − ξ| ≥ ε)→ 0, for each ε > 0.
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CLT, the Central Limit Theorem: if Z1,Z2, . . . are i.i.d., with
EZi = ξ and VarZi = σ2, then

Λn =
Z̄n − ξ
σ/
√
n

=
√
n(Z̄n − ξ)/σ →d N(0, 1).

This means:

Pr(a ≤ Λn ≤ b)→ Pr(a ≤ N(0, 1) ≤ b) for all intervals (a, b).

There are lots of lemmas and propositions and rules and theorems
about convergence in probability (LLN things) and convergence in
distribution (CLT things); see STK 4180, Large-Sample Theory:
Cramér–Slutsky Rules.

If An →pr a and Zn →d Z , then AnZn →d aZ .

If An →d A and Bn →d B, then we don’t know if
An + Bn →d A + B (it takes more).

Multidimensional CLT: if Z1,Z2, . . . are i.i.d., in dimension k, then
√
n(Z̄n − ξ)→d Nk(0,Σ).

Here Σ is k × k variance matrix of Zi .
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Back to Fundamental Theorem for ML behaviour: With θ0 the
true parameter,

θ̂ ≈d Np(θ0, Ĵ
−1)

stems from Statement 1:

√
n(θ̂ − θ0)→d Np(0, J0), J0 = −E ∂2 log f (Y , θ0)

∂θ∂θt
,

and Statement 2:

Ĵ/n = −(1/n)
∂2`n(θ̂)

∂θ∂θt
→pr J0,

along with uses of Cramér–Slutsky things.

Proving Statement 2:

−1

n

n∑
i=1

∂2 log f (yi , θ̂)

∂θ∂θt
= −1

n

n∑
i=1

∂2 log f (yi , θ0)

∂θ∂θt
+ smalln

goes to J0, via LLN (plus details).
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Example A. Let Yi be the simple 0-1 variable with Pr(Yi = 1) = p.
We have f (y , p) = py (1− p)1−y for y = 0, 1.

Then compute score function u(y , θ) = ∂ log f (y , p)/∂p and show
J0 = 1/{p(1− p)}. Go through precisely what Statements 1 and 2
actually say. Deduce from this

p̂ − p

σ̂/
√
n
→d N(0, 1),

with σ̂ = {p̂(1− p̂)}1/2.

Note that we can prove this, from General Theorem, without
knowing (or caring) that p̂ = Y /n = (1/n)

∑n
i=1 Yi , the binomial

average.

Example B. Derive similarly what happens to θ̂, the ML for the
exponential model f (y , θ) = θ exp(−θy) for y ≥ 0.
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Proving Statement 1: Let

Un(θ) = (1/n)
∂`n(θ)

∂θ
= (1/n)

n∑
i=1

∂ log f (yi , θ)

∂θ
,

In(θ) = (1/n)
∂2`n(θ)

∂θ∂θt
= (1/n)

n∑
i=1

∂2 log f (yi , θ)

∂θ∂θt
.

Note that In(θ0)→pr −J0, via LLN.

And that
√
nUn(θ0)→d U ∼ Np(0, J0), thanks to

J0 = −E ∂2 log f (Y , θ0)

∂θ∂θt
= Var u(Y , θ0),

with u(y , θ) = ∂ log f (y .θ)/∂θ the score function of the model.

We’ll be using Taylor approximations. The ML estimator θ̂ solves
Un(θ̂) = 0. Hence

0 = Un(θ̂) = Un(θ0) + In(θ0)(θ̂ − θ0) + smalln,1,

√
n(θ̂ − θ0) = −In(θ0)−1√nUn(θ0) + smalln,2

→d J−1
0 Np(0, J0) ∼ Np(0, J−1

0 ) !!
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What next (over the coming few weeks)?

– Do lots of applications: from (data, model) to model fitting and
start inference:

θj ∈ θ̂j ± 1.96 sej , for j = 1, . . . , p,

where sej is estimated standard deviation for θ̂j ,
se = sqrt(diag(solve(Jhat)))

– Need theory and methods also for handling focus parameters,
µ = µ(θ1, . . . , θp).

– Need to lift theory & methods from i.i.d. to regression models
(and yet more advanced models).

– Need to extend the theory to understand what ML does, and
how it behaves, outside model conditions.
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