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Confidence, Likelihood, Probability

This lively book lays out a methodology of confidence distributions and puts them
through their paces. Among other merits, they lead to optimal combinations of
confidence from different sources of information, and they can make complex
models amenable to objective and indeed prior-free analysis for less subjectively
inclined statisticians. The generous mixture of theory, illustrations, applications
and exercises is suitable for statisticians at all levels of experience, as well as for
data-oriented scientists.

Some confidence distributions are less dispersed than their competitors. This
concept leads to a theory of risk functions and comparisons for distributions of
confidence. Neyman–Pearson type theorems leading to optimal confidence are
developed and richly illustrated. Exact and optimal confidence distributions are the
gold standard for inferred epistemic distributions in empirical sciences.

Confidence distributions and likelihood functions are intertwined, allowing prior
distributions to be made part of the likelihood. Meta-analysis in likelihood terms is
developed and taken beyond traditional methods, suiting it in particular to combining
information across diverse data sources.

TORE SCHWEDER is a professor of statistics in the Department of Economics and
at the Centre for Ecology and Evolutionary Synthesis at the University of Oslo.

NILS LID HJORT is a professor of mathematical statistics in the Department of
Mathematics at the University of Oslo.
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Preface

Shocks sometimes lead to new ideas. One of us was indeed shocked when Robert Wolpert
(1995) pointed out that the Raftery et al. (1995) approach of Bayesian synthesis of two
independent prior distributions for a parameter was flawed, due to the so-called Borel
paradox. The very positive comments he had prepared for the discussion at the Joint
Statistical Meeting in 1994 in Toronto were hard to bring forward (Schweder, 1995). The
paper under discussion concerned Bayesian estimation of the abundance of bowhead whales
off Alaska. The method and resulting estimate had just been accepted by the Scientific
Committee of the International Whaling Commission (IWC). The Borel paradox became
a central issue at the next IWC meeting, along with associated problems of combining
different information sources for the same parameters. A distributional estimate of bowhead
abundance in place of the Bayesian posterior was clearly needed. This led to the idea of
achieving a distribution from all the confidence intervals obtained by varying the confidence
level. This also led to the collaboration of the two authors of the present book, from our paper
(Schweder and Hjort, 1996) on the Borel paradox and likelihood synthesis and onwards,
via papers tying together the general themes of confidence, likelihood, probability and
applications.

Posterior distributions without priors?

Constructing distributions for parameters from the set of all confidence intervals was a new
and very good idea, we thought, but it turned out to be not so new after all. Cox (1958)
mentions the same idea, we later on learned, and the original discovery of distribution
estimators not obtained by a Bayesian calculation from a prior distribution dates back to
Fisher (1930) and his fiducial argument. Like most contemporary statisticians we were badly
ignorant of the fiducial method, despite its revolutionary character (Neyman, 1934). The
method fell into disrepute and neglect because of Fisher’s insistence that it could do more
than it actually can, and it disappeared from practically all textbooks in statistics and was
almost never taught to statisticians during the past fifty years. Fiducial probability was said
to be Fisher’s biggest blunder. But Efron (1998), among others, expresses hope for a revival
of the method, and speculates that Fisher’s biggest blunder might be a big hit in our new
century.

Fiducial distributions, which in one dimension are what Cox (1958), Efron (1998),
Fraser (2011) and we call confidence distributions because they are so closely related to
Neyman’s confidence intervals, are slowly gaining new popularity. A case in point is the
review paper by Xie and Singh (2013) on confidence distributions, which draws discussion

xiii
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contributions from various prominent statisticians. The concept of confidence distribution is
rather basic, but has proved difficult for statisticians to accept. The main reason is perhaps
that confidence distributions represent epistemic probability obtained from the aleatory
probability of the statistical model (i.e., chance variation in nature and society), and to face
both types of probability at the same time might be challenging. The traditional Bayesian
deals only with subjective probability, which is epistemic when based on knowledge, and the
frequentist of the Neyman–Wald school deals only with sampling variability, that is, aleatory
probability.

Bayesian methods are attractive, mainly for two reasons. They provide distribution
estimates for unknown parameters in the form of posterior distributions, and they have
been developed to handle quite complex models. Confidence distributions are distribution
estimates to be understood as distributions of epistemic probabilities, for example, degree
of belief the rational mind may have in view of the model and the data, over regions of the
parameter space. This interpretation is quite similar to how Bayesian posterior distributions
are understood. The confidence distribution is, however, not based on any prior distribution.
This was Fisher’s great achievement with his fiducial distribution, which in one dimension
is our confidence distribution. The price to be paid for an epistemic distribution not based on
a prior is that in most models only approximate confidence distributions are available, and
they might be more computationally demanding than the Bayesian posterior. Fraser (2011)
actually asks whether a Bayes posterior is just quick and dirty confidence. An additional
advantage the Bayesian has is the ability to include prior information into the analysis,
whether this information is soft or based on data. We argue that the Fisherian really has
the same ability, but rather than using a prior distribution she would use a prior likelihood.
Her advantage is that priors need not be specified for all the parameters, and there might be
several independent sources of prior information on the same parameter to take account of
in the analysis.

Often there is one parameter, or a small number of them, of primary interest. For such
a parameter it is appropriate to report as fully as possible. Posterior distributions and
confidence distributions tell the whole story for the parameter in question. Distributions
are often visualised by their densities. We have found the confidence curve introduced by
Birnbaum (1961) to give an excellent picture of a distribution. Confidence curves are not
in wide use, however. In the book quite a few confidence curves are displayed. We hope
readers will be encouraged to use this and related graphical summary tools more often.

The two main schools of statistics, the Bayesian and the frequentist, are not quite at peace
with each other. Statisticians are to a considerable degree split between these schools, and
so are the areas of application. Most statistical work in the field of genetics is, for example,
of a Bayesian character, while analysis of clinical trials in medicine is almost entirely
frequentist. Both methodologies have their specific advantages. The Bayesian provides
distributional inference (posterior distributions), and the frequentist avoids colouring the
results by subjective input in the form of prior distributions. But is this split necessary?
Efron (1998, p. 112) hopes not, and thinks that Fisher’s idea of fiducial distributions might
bridge the gap. He says, “My actual guess is that the old Fisher will have a very good 21st
century. The world of applied statistics seems to need an effective compromise between
Bayesian and frequentist ideas, and right now there is no substitute in sight for the Fisherian
synthesis.” The confidence distributions discussed in this book, which are fiducial when
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they are one-dimensional, aspire to be posterior distributions obtained without priors, and
might thus become the backbone of a synthesis of Bayesianism and frequentism.

The book and its chapters

The book is in most respects a self-contained presentation of the current state of the
art of non-Bayesian distributional statistical inference. By distributional inference we
mean statistical results presented in the form of epistemic probability distributions called
confidence distributions.

Chapter 1 introduces the themes of the book, touching the relevant historical background
and development of probability and statistics. In particular it describes how certain problems
with inverse probability and Bayesian formulations manifested themselves and contributed
to leading Fisher and other authors to frequentism in general and likelihood analysis
in particular. It also recounts how the notion of confidence intervals was developed
and finessed by Neyman and others. It then suggests that for parameters of special
interest, confidence intervals for various levels of confidence should be considered. These
intervals are represented by a confidence curve. Chapter 2 is the ‘general platform’ for
the development of concepts and methodology in later chapters, with emphasis on the
most directly applicable parts of likelihood theory. This includes profiling of likelihoods
for focus parameters. Some of the relevant material and some of the mathematical details
have been pushed to the Appendix. Then Chapter 3 is the core chapter regarding confidence
distributions and their construction and properties. The methods are constructive and apply
to a broad catalogue of parametric models. Invariably more complex situations call for
certain extensions and modifications, and such are worked through in Chapter 4. This
is followed by the more theoretical Chapter 5, where we develop themes pertaining to
invariance, sufficiency, performance and optimality.

Chapter 6 has a historical flavour and examines both how and why Fisher invented his
‘fiducial argument’, and also where he went wrong. We argue that Fisher’s missteps had
the side effect of hindering further progress regarding these fruitful and powerful ideas.
Chapter 7 returns to the main thread and investigates the various ways in which first-order
large-sample approximations can be refined to provide better confidence distributions in a
range of situations. This collection of finessed methods may in particular be fruitfully used
for classes of models identified by the exponential family and generalised linear models, as
seen in Chapter 8. We then deal with multiparameter issues in Chapter 9, where the general
task is that of constructing confidence distributions for curves. Whereas earlier chapters
deal with construction of confidence distributions from likelihoods, Chapter 10 considers
the opposite problem. There are conversion mechanisms that make it possible to construct
likelihoods from confidence curves, which again opens the door to general methodology
for optimal combinations of different information sources. An approximate confidence
curve and likelihood might also be obtained from a simple confidence interval and point
estimate.

The emphasis in our book is on methodology for confidence distributions in parametric
models and their interplay with profiled likelihoods. We demonstrate in Chapter 11 that
the concepts work in bigger models too, as in various semi- and nonparametric setups.
Among the fruitful tools here is the empirical likelihood, which gets a separate treatment.
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The concept of confidence distribution also generalises naturally to the case of unobserved
variables, as in prediction problems, addressed in Chapter 12. Then Chapter 13 deals
with issues of drawing inference from different information sources, where confidence
distributions are used not merely for inference about, say, a common mean parameter but
also to assess the spread across similar but different experiments.

The remaining Chapters 14 and 15 are different in nature from the rest of the book. In
Chapter 14 we analyse ‘real cases of real interest’ (as contrasted to ‘brief illustrations of
methodology’). These range from medical statistics and economics to Norwegian income
distributions and Olympic unfairness, and show the methods at work. Finally, Chapter 15 is
both an attempt to summarise the salient features of the book’s many themes and a place for
general discussion of various broader issues. Among these is the seemingly eternal topic of
contrasting Fisherian methods with those afforded by the Bayesian machinery.

We wish to underline that our book and our methods are not ‘anti Bayes’. The spirit
is rather to provide better and more tools for the frequentist to match some of the strong
Bayesian sales points. Bayesian statisticians are to be applauded for having mastered various
challenges ranging from the conceptual to the computational in highly complex models.
We see some of our methods and efforts as contributing to making such complex models
amenable to objective and indeed prior-free analysis also for less subjectively inclined
statisticians.

The chasm between frequentist and Bayesian methodology is in our view unfortunate.
We regard confidence distributions as the ‘gold standard’ for empirically based distributions
for a parameter, whether found by fidicual, Bayesian or other methods. We hope the present
book is a contribution to a synthesis of the diverse methodologies for statistical inference in
science.

We think the subject of confidence distributions is important enough to warrant a book.
And because to our knowledge there are no such books on the market, we have written
the present one. In the course of laying out the methodology in textbook form, it became
clear that interesting research issues in the field remain unresolved. Some of these issues
are addressed in the book, particularly issues of optimality. The more philosophical issues
of understanding the Janus face of probability, as both epistemic and aleatory, might need
considerable emphasis to become routine statistical thinking. We hope the book helps in
this respect. Thus confidence distributions will hopefully find their appropriate place in
statistical thinking and in the statistical toolbox. Equally important, they might enter into
the thinking and empirical practice of scientists, whether in physics, biology, the social
sciences, biomedicine, or elsewhere.

Three groups of readers

We envisage three types of readers of our book: master’s and PhD students of statistics,
statisticians in general and people involved in quantitative aspects of applied scientific work.
The themes of our book should also be of interest to those interested in the history and
philosophy of quantitative science.

1. The book can be used as a textbook at master’s and PhD levels in statistics. A
one-semester course at the master’s level could, for example, be based on Chapters 1, 2,
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3, 7, 8, 10, 13 and 14 along with suitable parts from the complementary chapters. PhD
students would typically already have been exposed to the likelihood material of Chapter 2
as well as material pertaining to the exponential family and generalised linear models of
Chapter 8. In that case, a one-semester course might be based on most of the remaining
chapters in the book.

2. Both authors are statisticians with a foot in both theory and applications. We have
aimed at writing a book that we would have liked to read ourselves, and we are hoping
that both the ‘more theoretical’ and the ‘more applied’ statisticians will benefit from our
efforts. Various parts of the material from Chapters 2 and 8 might be known to seasoned
readers, but there might also be some new insights. We discuss, for example, how the fact
that the Strauss and Gibbs type models for point patterns and image analyses are members of
the exponential family yields optimal confidence distributions for their parameters. To find
maximum likelihood estimates in these models is computationally demanding, and using
the asymptotic distributions of such estimators might be illusory because the asymptote
typically is far away.

The idea and the theory of confidence distributions, and what can be achieved with them
in applications, will probably be new territory for most statisticians. The methodology
is indeed useful in applied work, as seen in Chapter 14. And the optimality results in
Chapter 5 should be of interest to those with a theoretical orientation. These results are partly
reformulations of the Neyman–Pearson theory, for example, as presented in Lehmann’s
classic books, but also go beyond that level, as seen via several applications of that material.

There are still many unresolved issues and hence problems that call for further research.
Of these we briefly mention the following. Our Rao–Blackwell type theorem for confidence
distributions is in need of improvement. The relation between Bayesian analysis and
our version of Fisherian analysis should be further resolved. A problem of a more
basic nature is that of the laws for epistemic probability, that is, confidence. Fiducial
distributions are bedeviled by not obeying the Kolmogorovian laws of probability that rules
aleatory probability. The marginal of a fiducial distribution need actually not be a fiducial
distribution. The same applies to confidence distributions. An axiomatic theory for epistemic
probability would really be nice to have!

3. Subject matter scientists can benefit from reading the introductory Chapters 1 and
3, and then Chapters 8 and 14. Reporting statistical information and integrating statistical
information from independent sources are central to most empirical sciences. We only
discuss the statistical problem of integrating statistical information about a parameter from
an unbiased collection of independent sources collected in a meta-analysis. This is done in
Chapter 13, which we hope will contribute to better reporting of statistical information on
important parameters than point estimates and standard errors, or 95% confidence intervals.
We also hope that integration of statistical information by likelihoods, as suggested in the
chapter, will lead to more efficient integration of knowledge. A coarse reading of Chapter 13
before embarking on Chapter 14, and a closer reading thereafter might be beneficial.
Chapters 9 and 10 might also be of benefit.

4. For people more interested in philosophy and the history of quantitative science,
Chapters 1, 3 and 6 might do, perhaps skipping the technicalities in Chapter 6. The
relationship between the Bayesian and our Fisherian methodology, as presented in
Chapter 15, ought also to be of interest.
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The fourth revolution

Hald (1998, p. 1) provides an engaging account of the history of mathematical statistics
from 1750 to 1930. His opening statement is as follows: “There are three revolutions in
parametric statistical inference due to Laplace (1774), Gauss and Laplace in 1809–1812,
and Fisher (1922).” We are tempted to argue that our field at the start of the new millennium
is experiencing a fourth revolution. This revolution in quantitative research across a wide
variety of disciplines is partly about (1) who and how, and partly about (2) new methods and
new perspectives.

1. The aspect of the statistical world we have in mind regarding the who and the how
is what one may observe around us in operational, sociological, cultural, demographical
and interdisciplinary terms, at a level not even the statisticians could have foreseen a
generation ago. Anyone with a minimum of quantitative education and exposure can, when
sufficiently interested in the data he or she encounters, travel the Web, find software and
packages and programmes and ‘try out things’, without necessarily fully understanding
the mathematical background or the finesses or the limitations of the statistical methods.
Applied scientists today run not only logistic regressions and proportional hazards models
(thought to be ‘rather advanced’ a brief generation ago) but often complicated algorithms
for everything from Bayesian networks to multilevel hierarchical models and classification
trees. Furthermore, these new generations of scientists are not only grabbing tools and using
them but also finding other data and other information sources, perhaps even without having
the patience or opportunity to comprehend fully all of the aspects and finer points involved.
The cliché that the world is becoming faster and more tightly interwoven happens to be true
also when it comes to research and the applied sciences.

From a cautious and conservative standpoint this is perhaps more than slightly alarming,
as this widespread process of active researchers ‘trying out tools until they appear to make
sense’ without having had the proper education to understand all of its details and aspects
might be likened to children being given toys that are dangerous if not handled properly.
This is not our view, however, and even if we had been among those frightened over the
phenomenon it would not stop the process. We must accept that people fry their eggs without
knowing anything about biochemistry; that nonstatisticians use even advanced statistical
tools, quite often successfully; and also that clever people will apply such tools without
even consulting anyone with a PhD in statistics.

A quote of some relevance is the following, from John Tukey, a brief generation ago: “In a
world in which the price of calculation continues to decrease rapidly, but the price of theorem
proving continues to hold steady or increase, elementary economics indicates that we ought
to spend a larger and larger fraction of our time on calculation” (Tukey, 1986, p. 74). Tukey
was always modern and farsighted, and perhaps he would have allowed us to use the same
line of argument when observing that the cost not only of computing continues to go down,
but more generally and broadly also of what we described earlier, the process of finding and
accessing data, and finding tools that appear to work for them. It follows, tentatively, that
statisticians also need to spend time contemplating and planning for these aspects of our
quantitative world – we should neither stop proving theorems nor writing methodological
papers, but we must be aware of the empirical fact that researchers out there will grab any
tools we invent, as long as they look useful and are implemented in available packages.
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2. Our view is that what we describe in the previous point has consequences also for
methods and perspectives, and that this constitutes a revolution for statistical science.
We shall not attempt to provide a well-reasoned list of all of these consequences, but
two identifiable aspects would be (a) the need to sum up even complex analyses from
complicated experiments involving messy data, in a form easy enough to communicate to
others, even to people outside of one’s own specialist field; and (b) the need for yet other
researchers to combine these pieces of information in efficient ways. As such these are also
‘classical’ points to make; see the vast literature on meta-analysis and our Chapter 13. The
issue is that researchers will need meta-meta-analyses on a higher and less orderly level,
with much more disparate experiment summaries than merely confidence intervals for a
common parameter across similar studies.

It is partly in this light we feel ‘Fisher’s biggest blunder’ is finally ready to become, if not
‘a hit’, then an important and versatile component of the modern toolboxes for statisticians
and quantitative researchers. Confidence distributions for focus parameters are compelling
summaries. They reflect uncertainty and asymmetry in a clear fashion (and rather better
than a mere 95% confidence interval), and they are speaking ‘for the data alone’ (via
the model employed), without Bayesian priors or other levels of subjectivity that in some
settings would be artificial or constraining. Also, confidence distributions for related focus
parameters (say across experiments or stemming from very different information sources,
from ‘hard data’ and ‘soft data’ along perhaps with ‘expert views’) are eminently amenable
for meta- and meta-meta-analysis, for example, via likelihood conversion mechanisms; see
our Chapters 10 and 13.

In yet other words we are not quite daring to put up Fisher’s and our confidence
distributions as revolutionary inventions per se, but slightly more modestly as eminently
useful tools for the modern statisticians and research workers for the ongoing revolution of
statistical science we describe here.

Data, computation and website

There is an open access website (www.mn.uio.no/math/english/services/
knowledge/CLP/) associated with our book, where readers may in particular find all
datasets used in our CLP project, along with further relevant information and a few R

scripts. These scripts are so far of the type ‘made to solve a certain problem inside a certain
setup and for the given dataset’ and hence not ‘general purpose’. The plan is, however, to
put together a general-purpose CLP package of R programmes. The package will be posted
on the website.

Epilogue: Theory and practice

To round off our preface we feel an apt quotation for our project is the classic “Grau, teurer
Freund, ist alle Theorie, und grün des Lebens goldner Baum” (“All theory is grey, dear
friend, and green the golden tree of life”). This is indeed an often-quoted and sweet-sounding
sentiment – but perhaps by people not quite realising that this was Mephistopheles’ diabolic
line, in reality expressing dangerous advice to an eager student, and not Goethe’s opinion.
The spirit underlying our book is that green and golden applications rest on solid theory, and
that developing Theorie can be as grün as working with the applications.
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Confidence, likelihood, probability: An invitation

This chapter is an invitation to the central themes of the book: confidence, likelihood,
probability and confidence distributions. We sketch the historical backgrounds and trace
various sources of influence leading to the present and somewhat bewildering state of
‘modern statistics’, which perhaps to the confusion of many researchers working in
the applied sciences is still filled with controversies and partly conflicting paradigms
regarding even basic concepts.

1.1 Introduction

The aim of this book is to prepare for a synthesis of the two main traditions of statistical
inference: those of the Bayesians and of the frequentists. Sir Ronald Aylmer Fisher worked
out the theory of frequentist statistical inference from around 1920. From 1930 onward he
developed his fiducial argument, which was intended to yield Bayesian-type results without
the often ill-founded prior distributions needed in Bayesian analyses. Unfortunately, Fisher
went wrong on the fiducial argument. We think, nevertheless, that it is a key to obtaining a
synthesis of the two, partly competing statistical traditions.

Confidence, likelihood and probability are words used to characterise uncertainty in most
everyday talk, and also in more formal contexts. The Intergovernmental Panel on Climate
Change (IPCC), for example, concluded in 2007, “Most of the observed increase in global
average temperature since the mid-20th century is very likely due to the observed increase in
anthropogenic greenhouse gas concentrations” (Summary for Policymakers, IPCC, 2007).
They codify ‘very likely’ as having probability between 0.90 and 0.95 according to expert
judgment. In its 2013 report IPCC is firmer and more precise in its conclusion. The Summary
for Policymakers states, “It is extremely likely that more than half of the observed increase
in global surface temperature from 1951 to 2010 was caused by the anthropogenic increase
in greenhouse gas concentrations and other anthropogenic forcings together” (IPCC, 2013,
p. 17). By extremely likely they mean more than 95% certainty.

We would have used ‘confidence’ rather than ‘likelihood’ to quantify degree of belief
based on available data. We will use the term ‘likelihood’ in the technical sense usual in
statistics.

Confidence, likelihood and probability are pivotal words in the science of statistics.
Mathematical probability models are used to build likelihood functions that lead to
confidence intervals. Why do we need three words, and actually additional words such
as credibility and propensity, to measure uncertainty and frequency of chance events? The
reason is that probability is used in very different contexts and to measure different things.

1
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That an idealised coin has probability 1
2 of showing heads when flipped means that in an

imagined repeated trials experiment the frequency of heads will stabilise at 1
2 in the long

run. A person could also say that the probability is 1
2 for a particular coin to show heads

when flipped. This is a statement about the person’s degree of belief. The first concept is
that of frequentist or aleatory probability describing a chance setup, that is, an experiment
or phenomenon in the real world. The second is that of a quantified degree of belief, which
when based on knowledge, for example, that the coin is an ordinary Norwegian crown and
is flipped properly, is called an epistemic probability. The knowledge behind an epistemic
probability distribution is usually empirical data.

There are cases in which the frequentist concept of probability hardly makes sense. In
historical contexts such as the evolution of the earth or the global economic development
since the Industrial Revolution, the notion of a conceptual experiment that can be repeated
is farfetched. Our human history cannot be repeated. But personal or even inter-subjective
probability might apply. The statement from IPCC (2013) quoted earlier makes sense in
that it reflects the prevailing degree of belief among climate scientists about whether the
observed and expected climate changes are caused by human activity. Thus different types of
probability stand in contrast: objective/subjective, aleatory/epistemic, frequentist/personal.
The main distinction is between probability statements about the real world (e.g., ‘a newborn
child is a boy with probability 0.514’) and statements about how certain a statement is
(e.g., we are more than 95% confident that emission of greenhouse gasses from human
activity is causing more than 50% of the observed warming of the earth from 1951 to 2010).

Fisher introduced the likelihood function and maximum likelihood estimation (Fisher,
1918, 1922). From being more or less synonymous with probability, likelihood now has
a precise meaning in statistics distinct from probability. Statistical inference leading to
confidence intervals or Bayesian posterior distributions is based on the likelihood function.
The likelihood function, based on the probabilistic model of the data generating process,
is actually a bridge between the data and the inferred results as they are expressed in
confidence terms. Since the time of Laplace, statistical analysis followed the doctrine of
inverse probability, which we now would call Bayesian analysis with flat prior distributions.
This doctrine was challenged by Fisher (1930, p. 528):

I know only one case in mathematics of a doctrine which has been accepted and developed by the
most eminent men of their time, and is now perhaps accepted by men now living, which at the
same time has appeared to a succession of sound writers to be fundamentally false and devoid of
foundation. Yet that is quite exactly the position in respect of inverse probability. Bayes, who seems
to have first attempted to apply the notion of probability, not only to effects in relation to their causes
but also to causes in relation to their effects, invented a theory, and evidently doubted its soundness,
for he did not publish it during his life. It was posthumously published by Price, who seems to have
felt no doubt of its soundness. It and its applications must have made great headway during the next
20 years, for Laplace takes for granted in a highly generalised form what Bayes tentatively wished to
postulate in a special case. [. . . ] First, it is not to be lightly supposed that men of the mental calibre
of Laplace and Gauss, not to mention later writers who have accepted their views, could fall into
error on a question of prime theoretical importance, without an uncommonly good reason.

The “uncommonly good reason” was in Fisher’s view that the Bayesian method was the
only method around for formalised inductive reasoning under uncertainty. Fisher’s paper
was meant to present an alternative concept and methodology: fiducial probability. In
this book we present confidence inference, which is what we make of Fisher’s basic
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idea, and its transformation and development through the work of Jerzy Neyman, Bradley
Efron and others. It will in many cases be a practical alternative to Bayesian analysis.
As Bayesian posterior distributions, confidence distributions capture inferential uncertainty
about parameters, but without requiring prior distributions for the parameters of the model.

Fisher regarded the Bayesian use of flat priors as noninformative, as “fundamentally
false and devoid of foundation”. It is ironic that his fiducial method, which Neyman (1934)
regarded “not less than a revolution in the theory of statistics”, led to a controversy that
lasted for some thirty years and ended with the fiducial method being put aside and nearly
forgotten. The irony is that Fisher himself got it wrong after 1935, as will be explained in
the text that follows.

Although also using the word credibility for measures of belief, the Bayesian speaks
of probability or posterior probability. The Bayesian would use prior probability when
assessing the parameters of the probabilistic model before new data are obtained, and
posterior probability for their ex post assessment. She would agree with the Fisherian or
frequentist statistician that the probability concept they both use when establishing the
probabilistic model and the likelihood functions are meant to describe the real world, but
she would insist on the model representing her personal view. This subjectivist Bayesian
has thus only one concept of probability, and it is personal. When based on knowledge her
subjective probability is epistemic. The Bayesian and Fisherian statistician would agree on
the importance of a probabilistic model and a likelihood function as a bridge between data
and inferred results, but the Bayesian would also carry her prior distributions over the bridge
while the Fisherian will do so without any prior. When, however, a prior distribution is based
on past observed data the Fisherian might, as explained in Chapter 10, add these prior data
to his other data and obtain a combined likelihood function, with one component based on
past data and another on the new data.

There are many Bayesians today (a lower bound for the number of different types
of Bayesians is 46,656, according to Good [1983]), but few purely subjective ones. In
most Bayesian analyses, whether performed by statisticians or subject matter scientists,
prior distributions are necessary ingredients for carrying out an analysis through the often
impressive Bayesian machinery. This is, however, often done without representing prior
uncertainties in a precise and argued way. We agree with Bayesians that modelling and
analysis devoid of human judgement is impossible. The scientific issue to be investigated,
data to be collected and model in which the analysis is carried out will all be chosen by the
scientist, and will be influenced by personal judgements – to be made explicit and argued.
But in much of science it is regarded as essential to keep personal views out of the analysis
itself as much as possible, and to this end the methodology we present should be useful in
medicine, physics, climatology, biology and elsewhere.

One can find many books on distributional inference in the Bayesian sense. There
is, however, hardly a single book on distributional inference without prior probability
distributions for the parameters of the model. The present book attempts to fill this gap
by promoting what Hampel (2006) calls the original and correct fiducial argument (Fisher,
1930, 1973), as opposed to Fisher’s later incorrect fiducial theory. The second decade of the
second millennium is witnessing a renewed interest in fiducial analysis (see, e.g., Hannig
[2009] and references therein) and in the related concept of confidence distribution (see
e.g. the review and discussion paper Xie and Singh [2013]); see Section 1.9 for further
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4 Confidence, likelihood, probability: An invitation

pointers and remarks. This book will hopefully help to foster further active interest
in confidence distributions among theoretically inclined statisticians. More importantly,
however, it is our hope that the book will contribute to improving statistical practice in
the various empirical sciences.

Our context is that of empirical science based on quantitative data. In several sciences,
such as medicine, Bayesian methodology has arguably not made a serious impact
because it has been important to keep the researcher’s personal belief out as much as
possible. Prior distributions have been regarded with skepticism. Our inferred confidence
distributions are free of such prior distributions. They will, however, often be approximate
in the sense that their associated confidence intervals have coverage probabilities not
matching their nominal levels with full precision. Also, confidence distributions might
be computationally demanding. We demonstrate feasibility of confidence inference in
examples and applications.

In addition to confidence inference being attractive in many cases, the idea of a
confidence distribution represents a gold standard for epistemic probability distributions
in science. A Bayesian posterior distribution carries more weight when it is shown to lead
to credibility intervals that actually are confidence intervals. In this regard, Fraser (2011)
argues that the Bayes posterior distribution risks being “quick and dirty confidence”.

In what follows some philosophy of statistical inference is reviewed. In addition to the
more philosophical reasons for distributional inference, with confidence distributions as the
inferential results, we will illustrate their use in numerous examples. Some examples are
theoretical while others are analyses of real data. We will also prove optimality theorems for
confidence distributions. These are related to the Neyman–Pearson theory for testing and
estimation.

Our hope is that Fisher’s long neglected theory can be revived, and perhaps also that Efron
(1998, p. 107) will be proven right when he “believes” that objective Bayes methods will
develop for such problems, and that something like fiducial inference will play an important
role in this development. Maybe Fisher’s biggest blunder will become a big hit in the 21st
century!”

1.2 Probability

Probability theory is a branch of mathematics along with geometry, topology, and so forth.
Early probability theory dealt with games of chance. Here the basic probabilities were
equally likely, and the challenge was to calculate the probabilities of various outcomes of
the often rather complicated games. Games of chance were interesting in themselves, but
for Pascal, Fermat and other eminent scientists they might have been used as test beds for
ideas and mathematical arguments. Paccioli (1494) asked, “A and B are playing a fair game
of balla. They agree to play until one has won six rounds. The game actually stops when A
has won five and B three. How should the stakes be divided?” Bernstein (1996) argues that
this opened the way for the study of the quantification of risk, which indeed was in demand
in the early years of risky overseas trade.

Hacking (1975, 2006) is skeptical of the view that modern probability emerged and
developed in response to the needs of merchants, insurance premiums, and so forth. His
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view is that probability emerged around 1660 (actually, in 1662) as part of a general shift
in the European mind-set, associated with the discontinuity between the Renaissance and
the Enlightenment. The term probability (or close relatives, in different languages) had been
used earlier, but not with its modern connotations; its old use was typically associated with
‘approval’, as in “in accordance with views held higher up”. But from ca. 1660, with Pascal
and Huygens and various other thinkers and writers, probability got its modern Janus face,
of epistemic degree of belief and long-run frequency in repeated experiments.

Feller (1950, p. 1) argues that the mathematical discipline of probability has three
distinct aspects: (1) the formal logical content, (2) the intuitive background and (3) the
applications. “The character and the charm, of the whole structure cannot be appreciated
without considering all three aspects in their proper relations.” The theory of probability
is limited to one particular aspect of chance, and might be called “physical or statistical
probability. In a rough way we may characterise this concept by saying that our probabilities
do not refer to judgments but to possible outcomes of a conceptual experiment” (Feller,
1950, p. 4). By possible outcomes is meant not only the list or space of outcomes, but also
the frequencies or probabilities of measurable events in the outcome space. Feller’s notion
of probability is called aleatory. It refers to statistical stability in the real world.

Feller wrote his book in an era that may be characterised as the heyday of frequentism.
His understanding of probability was also that of Neyman and Wald, but Neyman’s
confidence level of an interval for a parameter of interest must be understood as the
(degree of) confidence as equivalent to the fiducial probability of Fisher (1930), to be
discussed in Section 1.6. This probability reflects the degree of belief a rational person
would have in the true value of the parameter lying within the bounds of the interval.
The measure of belief in the observed interval covering the truth is obtained from the fact
that the method of calculating the interval would lead to success (i.e., the true parameter
being inside the interval) with (aleatory) probability equal to the degree of confidence
in (hypothetically) repeated applications. So, even Neyman used probability in the dual
sense, both epistemic and aleatory, but he preferred the term ‘confidence’ for the epistemic
variant.

Importantly, epistemic and aleatory probabilities differ in their mathematics, at least
when the two are distinguished from each other and epistemic probability is understood
as confidence. The formal structure of aleatory probability is an axiomatic branch of
mathematics; the intuitive background that enables us to give physical or social meaning
to statements about probabilities, and the subject matter applications of probability models,
have all grown in the past 60 years. The probability used for modelling processes or
phenomena in the social or natural world are mostly of the frequentist type. In the
background there is a conceptual experiment. In repeated realisations of the experiment,
the empirical frequency of the various possible events will stabilise in the long run. For a
finite number of replicates, the law of addition and negation from percentage calculation
applies to the frequencies. These laws are assumed also to apply to the probabilities,
and they are in the axioms of Kolmogorov (1933) extended to so-called sigma additivity:
P(∪∞

i=1 Ai)= ∑∞
i=1 P(Ai) when the sets Ai are disjoint. This extension was needed to ensure

continuity, but it comes at a price. If the outcome space is bigger than countable, such as the
real line, not all sets in the outcome space are assigned a probability. These difficult sets are
unmeasurable, while the family of measurable sets forms a sigma algebra.
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The Kolmogorov axioms of probability theory describe what in general can be done with
aleatory probabilities, while the theorems provide deduced results in the various cases.
One such basic result is Bayes’ lemma, which informs us how to update probabilities
on observing that an event has occurred. To be explicit, suppose A1, . . . , Ak is a list of
nonoverlapping events whose union is certain (i.e., one of the Aj needs to occur), with
probabilities P(Aj). If we now learn that event B has occurred, what are then the updated
probabilities for the Aj? These are called the conditional probabilities given that B has
occurred, and are

P(Aj | B)= P(Aj)P(B | Aj)

P(B)

= P(Aj)P(B | Aj)

P(A1)P(B | A1)+·· ·+ P(Ak)P(B | Ak)

(1.1)

for j = 1, . . . ,k. The continuous version of this is discussed in Section 1.3.
Here P(A | B) is the conditional probability of A given that the event B occurs.

Conditional probability and Bayes’ lemma are central elements of probability theory and
are equally fundamental to Bayesian and non-Bayesian statisticians. Fisher assumed that his
fiducial probabilities could be handled by ordinary probability calculus, just like for aleatory
probabilities. This is, however, not the case, as we shall see. No axiomatic theory has been
worked out for epistemic probability to be used in science, except for Bayesian probabilities,
but these are problematic because they rely on prior probabilities.

1.3 Inverse probability

The basic problem of statistics is that of induction, that is, to learn about the state of the
real system from what has been observed. When the observed data might have resulted
from many different underlying states or causes, what is learned about the true state or
parameter is uncertain. By the method of inverse probability, a distribution is obtained for
the parameter characterising the system. The distribution expresses what has been learned
from the data in view of the model and what the surrounding uncertainty is. Bayes’ lemma
is used repeatedly “to apply the notion of probability, not only to effects in relation to their
causes but also to causes in relation to their effects” (Fisher, 1930, p. 528). It calculates
the conditional probability of the cause A given the effect B from the direct conditional
probability of the effect given the cause. This inversion lies at the root of Bayesian statistics.
In its modern wrapping, we might speak of a parameter θ rather than cause A, and of data y
rather than the effect B, with modelled distribution f(y |θ) rather than the direct probability.
With a prior probability density fprior(θ) on θ the inverse probability equation is

fposterior(θ)= f(y |θ)fprior(θ)
/∫

f(y |θ ′)fprior(θ
′)dθ ′. (1.2)

This is the continuous version of (1.1).
In the Bayesian paradigm there is no distinction between aleatory and epistemic

probabilities, and Kolmogorov’s axioms rule the common ground. Inverse probability is,
in modern terminology, the Bayesian method with flat priors. The flatness of the prior
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was meant to reflect lack of prior information. The posterior distribution (1.2) should then
represent what was learned from the data without being influenced by previous knowledge,
except what is embodied in the model f(y,θ).

The inverse probability method was dominant from the time of Laplace to around Fisher’s
1930 publication. When discussing this paper, Neyman (1934, p. 619) hoped for an end to
“the more than 150 years of disputation between the pros and cons of inverse probability that
had left the subject only more befogged by doubt and frustration”. One of the difficulties
with the inverse probability method is that a flat prior on a parameter, say θ , is not flat
on a curved transformation thereof, say τ = h(θ); see Section 1.7 for more on this. But
lack of information about θ is certainly lack of information about τ . Flatness of a prior
therefore does not guarantee that it is noninformative. Fisher’s response to this problem in
inverse probability was to propose his fiducial method, which delivers epistemic probability
distributions (fiducial distributions) entirely without invoking prior distributions.

1.4 Likelihood

As mentioned in our preface, Hald (1998, p. 1) opens his book on the history of mathematical
statistics with the following words: “There are three revolutions in parametric statistical
inference due to Laplace (1774), Gauss and Laplace in 1809–1812, and Fisher (1922).”
The first revolution introduced the method of inverse probability, the second developed
linear statistical methodology based on the normal distribution, while the third introduced
the likelihood function as the workhorse of frequentist statistical inference.

Rather than regarding the modelled probability or probability density of the data as a
function of the data y for given θ , f(y |θ), Fisher regarded it as a function of θ for given
observed data y = yobs, and called it the likelihood function:

L(θ |yobs)= f(yobs |θ).
The likelihood function is an essential element in the inverse probability (1.2); it is actually
proportional to the posterior density because the prior density is flat. Unlike for prior
distributions, flatness of the likelihood function does represent lack of information. The
likelihood function is invariant to parameter transformations.

Fisher’s original twist was to regard the likelihood function as a random variable. By
substituting the random variable Y having the distribution f(y |θ) for its observed value y
the random likelihood function L(θ |Y ) emerges. By studying the properties of the random
likelihood function Fisher developed a number of central concepts and results for statistical
inference. One is the concept of a statistic, which is a function of the data such as the
likelihood function. Another is that of a sufficient statistic. A sufficient statistic S(Y ) carries
all the information in Y about the value of θ in the sense that the conditional distribution of Y
given S = s is independent of θ . There is thus no information left about the parameter when
the sufficient statistic has been extracted from the data. The likelihood function is a sufficient
statistic. The sufficiency property of the likelihood function constitutes the main reason for
the strong likelihood principle: always base the statistical method on the likelihood function
in parametric statistical models – and do not base the inference on anything else.

Birnbaum (1962) actually proved that the likelihood principle follows from the
sufficiency principle – always base the statistical inference on sufficient statistics – and the
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conditionality principle. The conditionality principle holds that when the data can be split
into a sufficient component S and a remaining component A that has the same distribution
for all values of the parameter θ behind the data, and is thus ancillary, then the statistical
inference should be conditional on the observed value of A = a. That is, instead of carrying
out the inference in the full model fθ (y), it can equally well be carried out in the conditional
model fθ (y |a).

The strict conditionality principle, that inference should always be conditional on
ancillary statistics when such exist, is controversial, however. One difficulty is that there
might be more than one ancillary statistic, and on which of these should one condition?
Sometimes there is a maximal ancillary statistic, which is the obvious candidate for
conditioning. But even then there might be reasons for not conditioning.

The strong likelihood principle is also problematic in that it precludes statistical inference
from also being based on the protocol for the experiment and how the inference would come
out in hypothetical replications of the experiment. By the likelihood principle all relevant
information is contained in the observed likelihood function, and such additional pieces
of evidence as sampling distributions of estimators and test statistics are irrelevant. See
Examples 1.2 and 3.6.

Example 1.1 Uniform data on unknown interval with known length

Assume that Y1, . . . ,Yn are independent and uniformly distributed over the interval [θ −
1
2 ,θ+ 1

2 ]. In this model A = Y(n)−Y(1) is the maximal ancillary, where Y(1) ≤ ·· · ≤ Y(n) is the
ordered sample and S = (Y(n)+Y(1))/2 is the sufficient statistic – A is ancillary because it has
the same distribution regardless of θ , and S is sufficient because it holds all the information
there is about θ in the model. When A is close to its maximal value 1, S is very informative
on θ , while the opposite is the case when the sample spread is small. Should the inference
then be conditional on A, say if an interval is sought for θ? Questions of this nature are
discussed in Section 2.3.

Of the many methods based on the likelihood function, the likelihood ratio test and the
maximum likelihood estimator might be the most widely used. In regular statistical models
these methods have desirable statistical properties; see Chapter 2.

1.5 Frequentism

Is all information relevant for statistical inference indeed contained in the observed
likelihood function? The frequentist view is no. In the case of Example 1.4, involving an
exponential distribution, the mean lifelength in the sample of size n = 82 is λ̂ = 34.12
years. The observed likelihood function is thus L(λ) = λ−82 exp(−2797.84/λ). Is that all
there is to say about what has been learned? The parameter is supposed to characterise
the population behind the sample. We could have obtained another sample from the
same population. The frequentist view of Fisher and Neyman, which breaches the strong
likelihood principle, is that the particular results obtained by a method applied to the
observed sample must be understood against the background of the distribution of the
results obtained by the same method in (hypothetically) repeated samples under the same
conditions.
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1.5 Frequentism 9

Example 1.2 Poisson or gamma?

In a Poisson process of constant rate λ, X (t) is the number of events from the start at time 0
until time t. We shall look at two different models leading to identical likelihood functions
when x events are observed up until time t, and suggest that the result should be interpreted
against the background of which model is in force. In the first model, t is given and X (t)= x
is observed. The likelihood is then the Poisson,

L1(λ |x)= exp(−λt)(λt)x/x! ∝ λx exp(−λt)
(where ∝ denotes proportionality). The proportionality coefficient depends on only t and x
and is of no consequence for the interpretation. In the other model, x is given and the waiting
time until the xth event occurs is observed. This waiting time Tx is gamma distributed with
shape parameter x and rate parameter λ. The likelihood comes out equivalent to that above,

L2(λ | t)= λx

�(x)
tx−1e−λt ∝ L1(λ |x).

The maximum likelihood estimate is λ̂ = x/t. When t is given, its mean in a long run of
repeated samples is E λ̂ = E X (t)/t = λ, while it is E (x/Tx) = λx/(x − 1) when the other
model is in force and x > 1 is given. The frequentist takes note of how the data were
obtained. His confidence distribution would depend on the model, despite the equivalence
of the likelihood functions. See Figure 1.1 for x = 5 and t = 10. We return to this example
and explain the two confidence curves in Example 3.4.

A confidence distribution provides confidence intervals by its quantiles. The two
confidence distributions of Example 1.2 differ because confidence intervals depend on the
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Figure 1.1 Confidence distribution for the rate parameter λ, for data with x = 5 and t = 10, for
Example 1.2. The top curve is for the gamma experiment of observing T (x) = t, and the lower
curve for the Poisson experiment of observing X (t)= x.
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10 Confidence, likelihood, probability: An invitation

model. If based on the Poisson model they would not have correct coverage probabilities
when the data really were obtained by the gamma experiment, say with λ= λ0.

In the frequentist tradition, most forcefully formulated by J. Neyman and his school, the
emphasis is on the performance in repeated use of the method on new data, and the question
is whether the frequency of the results in this long hypothetical sequence agrees with the
nominal requirement. For confidence distributions the requirement is that the cumulative
confidence distribution function evaluated at the true value of the parameter is uniformly
distributed.

A particular concern for frequentists is that of bias. There are various forms of bias in
statistical studies. The data might be biased in that they are not representative of the target
population. If the model badly represents the process that generated the data, the model
might be said to be biased. But even when the data are a random sample from the population,
and the model accurately represents the essentials of the data generating process, there might
be unwanted biases in the results of the statistical analysis. An estimator might, for example,
have a sampling distribution that is located away from the true value of the parameter, and
a distribution proposed as a confidence distribution might in repeated use tend to be located
away from its target. This can occur for many different reasons.

Example 1.3 Bias

Let Y1,Y2 be independent and normally distributed with parameters μ and σ . The likelihood
L(μ,σ) factors as

1

σ
φ
(y1 −μ
σ

) 1

σ
φ
(y2 −μ
σ

)
∝ 1

σ 2
exp

{
−
(y1 − y2

2σ

)2}
exp

{
−
( ȳ −μ
σ

)2}
.

For observed data y1 = −0.64, y2 = 1.02 the likelihood is contoured in the upper left panel
of Figure 1.2. These data were simulated assumingμ= 0, σ = 1. Observe that the likelihood
is located in the σ direction at 1

2 |y1 − y2|, slightly to the left of the true value σ = 1. This
is a property of the observed data. It is, however, a property frequently shared with other
data simulated from the same model. Figure 1.2 shows the likelihoods for three additional
realisations of (Y1,Y2). The top of the likelihood is actually to the left of the true value of σ
with frequency P{|Y1 − Y2|/(2σ) < 1} = 0.843 in repeated samples.

Concern about possible bias inherent in a model and a method is difficult to conceptualise
outside the frequentist paradigm. Bias is particularly difficult to discuss for Bayesian
methods, and seems not to be a worry for most Bayesian statisticians.

1.6 Confidence and confidence curves

The word ‘confidence’ is used in everyday talk for degree of belief. We are confident that
Norway has gained from staying outside the European Union, and we are confident that
greenhouse gasses emitted to the atmosphere by human activity will cause a substantial
increase in global surface temperature. These statements are meant to tell the receiver that
we believe them to be true, and that we have a high degree of belief in their truth.

Confidence intervals, first discussed by Neyman (1934), are used routinely in science.
The method is first to select a degree of confidence α. Then a lower confidence limit L(Y )
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Figure 1.2 Contour plots of the likelihood function for four repeated normal samples of size
two, for μ= 0,σ = 1.

and an upper confidence limit U (Y ) are calculated from the data Y by a method ensuring
that the true value of the parameter, the one behind the observed data, is covered by the
stochastic interval [L(Y ),U (Y )] with probability α,

Pθ {L(Y )≤ θ and θ ≤ U (Y )} = α.

Thus if α = 0.95, for example, then, in repeated use, the true value is in the long run
covered in precisely 95% of the cases. The user will not know whether the actual case is
among the frequent lucky cases had the experiment been repeated, with the realised interval
correctly covering the parameter or whether it is an unlucky case where the interval is either
entirely above or below the true parameter value. Since the probability of bad luck, 1−α, is
controlled, the reader is invited to attach degree of confidence α to the realised interval.
We would say that the epistemic probability of the parameter being within the realised
confidence interval [L(y),U (y)] calculated from observed data y is α, and we use the word
confidence for this objective epistemic probability.

The objectivity of the confidence derives from the transparency of the method of
constructing the confidence interval. Anyone would come to the same interval for the given
level of confidence when using the method. Confidence is, however, not a frequentist
probability. The parameter is not viewed as the result of a random experiment. The
confidence is rather the degree of belief of a rational person that the confidence interval
covers the parameter. When the degree of confidence is 0.95, she will have as part of her
knowledge that L(y)≤ θ ≤ U (y) with (epistemic) probability 0.95.
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Confidence intervals for scalar parameters, and more general confidence regions for
p-dimensional parameters, are often calculated from the log-likelihood function. The
log-likelihood function additively normalised to have its maximum equal to zero, and
multiplied by −2, is called the deviance function, and is twice the log-likelihood ratio,

D(θ)= 2log
L(θ̂)

L(θ)
. (1.3)

The reason for the factor 2 is merely that the limit distribution of the deviance, which
is guaranteed to exist under mild regularity conditions, cf. Section 2.4, is then a χ2

1 (a
chi-squared distribution with 1 degree of freedom, when the dimension of the parameter is 1)
with cumulative distribution function �1, rather than the slightly more cumbersome 1

2χ
2
1 .

The confidence level is traditionally chosen say at 0.95, and a confidence region is
obtained. For parameters of interest we suggest calculating confidence regions for all
possible levels of confidence. These nested regions are the level sets of a curve called the
confidence curve. When the confidence regions are found from the deviance function D by
the chi-squared distribution, the confidence curve is cc(θ)= �1(D(θ)).

Example 1.4 The exponential model: Lifelength in ancient Egypt

How much have humans gained in lifelength over the past 2000 years? Karl Pearson asked
this question in the first issue of his journal Biometrika, and used data on age at death as
given by inscriptions on mummies from Roman era Egypt (Pearson, 1902, Spiegelberg,
1901). Figure 1.3 displays a histogram of the 82 male lifelengths in the data. Claeskens and
Hjort (2008, pp. 33–35) compared nine different models for these and the accompanying
female data with respect to fit. They found a Gompertz model to give the best fit according
to the Akaike information Criterion (AIC); see Example 3.7. Although the exponential
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Figure 1.3 Histogram of age at death for 82 males in Roman era Egypt, along with the fitted
exponential density curve. [Data source: Pearson (1902).]
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distribution does not fit these data so well, for present purposes we proceed under the
assumption that male Egyptians of the class for which the data are representative have
a constant hazard 1/λ of dying throughout life, and thus have exponentially distributed
lifelengths with probability density f(t,λ) = (1/λ)exp(−t/λ). Lifelength t is measured in
years. The log-likelihood function of n = 82 independent observations Y1, . . . ,Yn is


n(λ)= −n logλ− nȲ/λ.

The maximum likelihood estimator is, as we know, λ̂= Ȳ = n−1
∑n

i=1 Yi, which has a gamma
distribution with shape parameter n and scale parameter n/λ, and the estimate is 34.12 years.
The deviance function is

Dn(λ)= n
( λ̂
λ

− 1 − log
λ̂

λ

)
and is displayed in Figure 1.4. Below the deviance function the related confidence curve
is displayed. This curve has confidence intervals as its level sets. To obtain the confidence
curve we need the distribution of the deviance at the true value. According to the Wilks
theorem (cf. Section 2.4), this is approximately the χ2

1 distribution. The approximate
confidence curve is thus

cc(λ)= �1(D(λ)).

The 95% confidence interval is shown as a horizontal line segment in both panels. Note
that the confidence curve points at the point estimate. The right panels of the figure show
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Figure 1.4 Expected lifelength for males in ancient Egypt, exponential model: Deviance
function (upper left); confidence curve (lower left), both with a 95% confidence interval as
horizontal bar. Right panels: Deviance function and confidence curve, augmented by five
simulated replicas.
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how the deviance function and the confidence curve vary over five replicated datasets. For
each replicate n = 82 observations were drawn from the exponential distribution with mean
parameter λ = 34.12. The crossings of the vertical line above this value are χ 2

1 distributed
in height in the upper right panel, while they are uniformly distributed over the unit interval
in the lower right panel.

For this illustration the exponential model is chosen for its simplicity of presentation.
In Example 3.7 a more appropriate Gompertz model is used for these data, with a further
variation used in Exercise 4.13.

The confidence curve is often just a probability transform of the deviance function. With
Fθ (·) the cumulative distribution function of the random deviance function evaluated at the
true parameter value, say D(θ ,Y ),

cc(θ)= Fθ (D(θ ,yobs)) (1.4)

is the confidence curve, obtained on the basis of the observed outcome yobs of Y . Thus the
random cc(θ ,Y ) is uniformly distributed, when θ is the true value of the parameter, and its
level sets are indeed confidence intervals.

The confidence curve will be a central concept in this book. It can be generalised to
one-sided confidence intervals and to higher-dimensional parameters, where its contours
provide a nested family of confidence regions indexed by degree of confidence. The
confidence curve and its sister concept, the confidence distribution, may be obtained from
the deviance function or from the directed likelihood discussed in Chapters 2, 3 and 7,
or from sufficient statistics through pivotal constructions, considered in Chapters 3, 4 and
later. Fisher (1930) used the pivotal method when he introduced the fiducial distribution; see
Chapter 6. Briefly stated, the confidence distribution function is such that any confidence
interval may be read off from its quantiles. Thus for the situation in Example 1.4 we may
easily construct a confidence distribution C(λ) from the confidence curve, such that the 95%
confidence interval visible from the two left panels of Figure 1.4 may also be computed as
[C−1(0.025),C−1(0.975)].

1.7 Fiducial probability and confidence

The background to Fisher’s seminal paper in 1930 was that the inverse probability method
from Bayes and Laplace, with flat priors supposedly reflecting lack of prior knowledge, was
still dominating as the formal method of statistical inference. Fisher referred to Boole, Venn
and Chrystal and rejected the notion of flat priors representing ignorance. The problem is,
as noted earlier, that flatness is not a property invariant under parameter transformations. If
p has a uniform distribution over (0,1), for example, the density of the odds θ = p/(1 −
p) is the decreasing function f(θ) = (1 + θ)−2 on the positive halfline – and the log-odds
log{p/(1 − p)} has a logistic distribution with density exp(γ )/{1 + exp(γ )}2 unimodal and
symmetric about zero. Lack of knowledge about p is equivalent to lack of knowledge about
its odds, but if the former has a flat density the latter does not. This lack of invariance led
Fisher to start his paper with the words quoted in Section 1.1. Fisher found, however, an
operational definition of noninformativeness in his likelihood function. A flat likelihood is
noninformative about the parameter. The likelihood function is also invariant, and it serves
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Fisher’s purpose. Fisher (1930) did not suggest his fiducial distribution as a transformation
of the likelihood function. Instead he used pivots such as Student’s t-statistic.

The t distribution was suggested by W. G. Gosset in 1908 (writing under his pseudonym
‘Student’; the t distribution is also called the Student distribution) for the t-statistic behind
the uncertainty interval for an unknown mean. Student (1908) did not manage to prove that
the t-statistic indeed has the Student distribution when the data are normally distributed;
instead, while still an undergraduate, Fisher was the first to prove this very important
result. The result is really that when Y1, . . . ,Yn are independent and normally distributed
with expectation μ and standard deviation σ , then with the familiar Ȳ = n−1

∑n
i=1 Yi and

σ̂ 2 = ∑n
i=1(Yi − Ȳ )2/(n − 1),

T = μ− Ȳ

σ̂ /
√

n

has a fixed distribution regardless of the values of the interest parameter μ and the (in
this context) nuisance parameter σ , and this distribution is the Student distribution with
n − 1 degrees of freedom. That T has a fixed distribution makes it a pivotal statistic (see
Definition 2.3), and that the statistic is monotone in the parameterμ (we are assuming σ̂ > 0,
which happens with probability 1) makes it a monotonic pivot. With F(t) the cumulative
distribution function of the appropriate t distribution it leads to the equality

F(t)= P
{μ− Ȳ

σ̂ /
√

n
≤ t

}
= P{μ≤ Ȳ + σ̂ t/

√
n}.

The interval (−∞, Ȳ + σ̂ t/
√

n] thus has probability F(t) of covering the unknown parameter
μ. For a given sample with observed mean ȳ the realised interval (−∞, ȳ + σ̂ t/

√
n] has

in Fisher’s terminology fiducial probability F(t). By this method Fisher assigned fiducial
probability to any interval for a scalar parameter when a pivot is available.

The function

C(μ)= F
( μ− ȳ

σ̂ /
√

n

)
is increasing from 0 to 1 in the parameter μ, and is thus an ordinary cumulative distribution
function. As such it represents a probability measure for μ. This is the fiducial probability.
The 1

2α and 1 − 1
2α quantiles of this distribution yield a confidence interval of confidence

degree 1 −α,
[C−1( 1

2α),C
−1(1 − 1

2α)].
The confidence interval is central in that it excludes one-sided confidence intervals of
equal confidence at either end. It is tail symmetric as it misses the true value of μ with
equal probability at both sides. Tail-asymmetric confidence intervals are also possible. Any
interval (a,b) is assigned the fiducial probability C(b)− C(a) = β − α, which then would
have been the coverage probability of intervals obtained from the pivot by

P{Ȳ + σ̂ tα/
√

n ≤ μ≤ Ȳ + σ̂ tβ/
√

n}
where α = C(a) and β = C(b). When, say, α = 0 and a therefore is the extreme possible
lowest value of the parameter, the interval is one sided. Neyman would have accepted [a,b]
as a confidence interval if it was constructed from given probabilities α and β. He was
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interested in the coverage frequency of intervals constructed by the method. Fisher, on the
other hand, was more interested in the logic of statistical inference. He asked what could
be learned from the observed data and what the surrounding uncertainties are. Because
the fiducial probabilities are simply a rearrangement of probability statements concerning
the stochastic data, they are correct, understandable and acceptable to any rational
person.

We shall look at many different exact and approximate pivots and the fiducial
distributions generated by them. The term ‘fiducial probability’ has, however, fallen into
disrepute as a result of the controversy over Fisher’s method from 1935 until Fisher’s death
in 1962, and we prefer to use instead ‘confidence distribution’. Neyman (1934) showed that
his confidence intervals are found from fiducial distributions. He preferred ‘confidence’
over ‘probability’ to emphasise that the value of the parameter is a state of nature and
not the result of a chance experiment. Neyman wanted probability to be understood in
strictly frequentist terms. Our reason for preferring ‘confidence’ over ‘fiducial probability’
is to emphasise the relation to confidence intervals and, for higher dimensional parameters,
confidence regions.

Fiducial probability “stands as Fisher’s one great failure” according to Zabell (1992,
p. 382) and has been characterised as “Fisher’s biggest blunder”. Hampel (2001, p. 5) writes
that “fiducial probability has been grossly misunderstood by almost everybody, including
Fisher himself”. We explain fiducial distributions in Chapter 6 and discuss Fisher’s claims
for their properties and also their shortcomings as they were identified in the debate from
1935 until Fisher’s death in 1962.

1.8 Why not go Bayesian?

Fisher (1930) revolted against the method of inverse probability. His main objection to this
method of Bayesian analysis with flat prior densities was that flatness is not a property of
noninformativity. Fisher was also uneasy about the meaning of the posterior distribution.
Despite Fisher’s revolt, seconded by Neyman and the vast majority of statisticians in the
following 30 years, Bayesian methodology has survived and has become the dominating
methodology in many fields of statistical analysis.

The Bayesian paradigm is attractive for several reasons. In his lecture upon receiving the
Nobel Prize in economics (the Sveriges Riksbank Prize in Economics Sciences in Memory
of Alfred Nobel, to be pedantically correct), C. Sims (2012) advocated Bayesian methods.
His reasons might be summarised as follows.

1. Economists and policymakers like empirical results in the form of distributions, with
uncertainty fully presented.

2. It is important to have a way to take graded a priori information into the analysis.
3. Parameters should be regarded as stochastic, having a prior distribution.
4. Posterior distributions have a clear meaning.
5. Importance sampling and Markov chain Monte Carlo (MCMC) simulations are effective

computational methods for obtaining joint posterior distributions.
6. The posterior density for one parameter is obtained by simply taking the marginal.
7. Coherent learning: the old posterior is the prior for the new data.
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8. The likelihood principle should be observed.
9. These gains are possible only within the Bayesian paradigm.

His reasons 1 and 5 might be the most important ones in applied fields. It is simply
impressive what can be achieved by MCMC methods and other Bayesian calculations in
complex models. Output in the form of distributions is indeed attractive to scientists and
users of statistical information in most fields.

We agree regarding points 1, 2 and 5. In Chapter 10 we discuss the relationship between
confidence distributions and likelihoods, particularly how a likelihood can be obtained from
a confidence distribution. Coherent learning (point 7) is also important, but is, as we argue
in Chapter 10, also achieved by Fisherian methods. Instead of updating the prior/posterior
distribution, updating is done on the likelihood.

Fisher (1930) found the inverse probability method basically flawed. Why had it survived
for 150 years, with proponents such as Laplace and Gauss? The reason, he thought,
was that no alternative methodology existed that could provide inferential results, in the
form of distributions, reflecting uncertainty. He put the fiducial distribution forward as
an alternative to the Bayesian posterior distribution. Because it does not depend on a
prior distribution it avoids the problem of the inverse probability method. The method of
confidence distributions discussed in this book is closely related to the fiducial argument
and will also serve as an alternative to the Bayesian method.

If no information is available for a parameter, except for its range, the confidence
distribution for the parameter is calculated from the data in view of the model, but with
no further input. If, however, a prior distribution, founded on data or expert judgment or
even on personal beliefs, is to be taken into account, we suggest regarding it as data on the
same footing as the other data, and converting it into a likelihood to be combined with the
other likelihood components. See Chapter 10 for confidence likelihoods. Thus, point 2 can
be achieved in our framework.

Should parameters be regarded as stochastic variables (point 3). Often the value of a
parameter is the outcome of a stochastic phenomenon. Even the gravitational constant is the
result of the Big Bang, and could perhaps have come out differently. But when inference is
sought for a parameter it is reasonable to condition on that underlying process and to regard
the parameter as given, but surrounded by uncertainty for us. The inference has the twofold
aim of reducing this uncertainty as much as possible, and of characterising the uncertainty
accurately. In much of science, point 3 is thus not reasonable or relevant.

When knowledge or uncertainty can be expressed as a distribution, this distribution is
epistemic in nature. A confidence distribution aspires to represent the knowledge, including
the associated uncertainty, a rational mind would have when she agrees on the data, the
model and the method. Confidence distributions are distributions of epistemic probabilities.
Aleatory probabilities are different. They characterise randomness or chance variation in
nature or society (Jeffreys, 1931). The probabilistic components of statistical models are
cast in aleatory probability. The Bayesian has only one form of probability, and has no
choice but to regard parameters as stochastic variables. The Fisherian objects use epistemic
probability, that is, confidence, for uncertainty in knowledge, and aleatory probability for
chance mechanisms. The parameters of a model are regarded as fixed values. These values
are often called true values, to be learned about from data.
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The Bayesian finds the posterior distribution for a derived parameter just by marginal-
isation. In practice this is done numerically, by simulating a huge sample from the joint
posterior distribution. The posterior distribution, say for the first component θ1 of θ , is then
simply a smoothed histogram of the first column of the output from the MCMC run, or
from another method used to sample from the posterior distribution. Marginalisation can go
astray. When the model is nonlinear in a certain sense the marginal distribution might miss
the target. The so-called length problem is an extreme example.

Example 1.5 The length problem

Let Y1, . . . ,Yp be independent with Yi ∼ N(μi,1). In this model the prior of choice would
traditionally be independent improper flat priors on each μi. The posterior distribution for
μi is simply N(yi,1), and these are again independent. Let the parameter of interest be
θ = ‖μ‖, the length of the parameter vector. The marginal posterior distribution for θ2 is
the noncentral χ2 distribution with p degrees of freedom and with ‖y‖2 as noncentrality
parameter. Let Fpost be the posterior cumulative distribution function obtained from this
distribution. Stein (1959) considered this example, but in the context of joint fiducial
distributions; see Section 6.3. He showed that Fpost(θ)→ 0 as p increases. The posterior
distribution must therefore be judged as biased, and the more so the higher the dimension.
The Bayesian might not be happy with this example. Being pragmatic (Kass, 2011) she
might call for a different prior distribution as the aim is θ . But is she really at liberty to
choose different prior distributions for the same parameter vector according to what the
reduced parameter is?

In the length problem the Fisherian notes that θ̂ = ‖Y‖ = (∑p
i=1 Y 2

i )
1/2 is the maximum

likelihood estimator for θ . Now, θ̂ 2 is noncentrally χ2 distributed with p degrees of freedom
and parameter of noncentrality θ 2. Let this distribution have cumulative distribution function
�p(·,θ 2). Since C(θ) = 1 −�p(θ̂

2,θ2) is a pivot increasing from 0 to 1, and with uniform
pivotal distribution, it is a cumulative distribution function of a confidence distribution for
θ ; see Figure 1.5, which is based on simulated data with p = 50 and θ̂ = 6.90. By chance
this estimate is only slightly larger than the true value θ = 5.40. Our confidence distribution
thus happens to be located a bit to the left of the true value. But the confidence distribution
is unbiased in the sense that its median has exactly θ as its median in repeated samples. Note
that the realised confidence distribution has a point mass of size 0.570 at θ = 0. The true
value could indeed easily have been zero with such a small estimate.

Bias is, as noted earlier, a serious concern in many applications. We strive to avoid bias in
data. But as the length problem, and also the problems of the previous section illustrate, bias
could also be intrinsic to the model, even for ideal data. Nonlinearity combined with limited
data typically lead to the likelihood surface frequently and systematically being located
away from the true value of the parameter in repeated samples. The Bayesian posterior
distribution is then frequently misplaced relative to the parameter vector, perhaps more in
some directions than in others. The Bayesian method in such cases provides biased results in
the frequentist sense. Fraser (2011) asks whether Bayes posterior distributions are just quick
and dirty confidence distributions. His main concern is bias of the type discussed here. We
continue the discussion of bias in Section 9.4.

In addition to sharing the Bayesian ambition to produce statistical inference in the form
of distributions representing knowledge with surrounding uncertainty, the Bayesian and
Fisherian paradigms have many points of contact. Lindley (1958), for example, proved
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Figure 1.5 The confidence distribution function for θ = ‖μ‖ in the length problem with p = 50
and θ̂ = 6.9, cf. Example 1.5. The true value was θ = 5.4.

that the fiducial (confidence) distribution in one-parameter models is equal to the Bayesian
posterior based on the so-called Jeffreys prior if and only if the model can be transformed
to a location model. See Section 6.4, where we compare the Bayesian and the Fisherian
methodologies in more detail.

It should also be noted that Bayesian posterior distributions are approximate confidence
distributions. Bayesian machinery might thus be used by Fisherians, but whether the
approximation is acceptable should be checked, perhaps by simulation, in each case.

1.9 Notes on the literature

Risk, chance and probability have fascinated humans at least since the Renaissance.
Bernstein (1996) writes vividly about the remarkable story of risk, from Paccaoli’s 1494
masterwork in which he discussed how to divide the stakes in an interrupted game of
chance and through Kahneman and Tversky (1979, 1984), who studied risk behaviour from a
psychological point of view. Kahneman (2011) has reached the general public with insights,
experiences and theory related to our understanding of risk. Spiegelhalter (2008) and
Spiegelhalter et al. (2011) are concerned with the individual’s and the public’s understanding
of risk, also touching on the important differences between aleatory and epistemological
uncertainties. Probability, as we know it today, is a distinctly modern concept. It was born
around 1660, according to the philosophical study of probability, induction and statistical
inference offered by Hacking (1975). In 1657 Huygens published his treatise, while Pascal
and Fermat were developing the concept a bit earlier. Hacking also points to John Graunt’s
study of life tables from 1662 as the start of statistical inference. Hacking emphasises the
Janus face character of probability: both being aleatory, that is, an objective property in the
real world, and being epistemic, that is, the degree of belief a person has. Hampel (2006)
follows up on this, and holds that the lack of distinction between aleatory and epistemic
probabilities is a cause of much confusion.
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Hald (1990, 1998) gives a rather comprehensive account of the history of mathematical
statistics before 1750, and from then to 1930. The revolutionary events in this history are the
introduction of inverse probability by Laplace in 1774, the linear statistical model based on
the normal distribution by Gauss and Laplace in 1809–1812, and the likelihood function by
Fisher in 1922. Hald notes that it took about twenty years and many papers for these authors
to work out their ideas in detail, and it took some fifty years for the statistical community to
accept and understand the new methods.

In his colourful history of statistics before 1900, Stigler (1986a) emphasises the
difficulties involved in measuring uncertainty. He observes that regression analysis and least
squares were introduced to the social sciences (by Francis Galton) some fifty years after it
was accepted in the physical sciences (Gauss), and asks whether this is because concepts
and theory are interwoven with model and empirical studies in a more profound way in the
social sciences compared to physics and astronomy.

The Fisher–Neyman confidence methodology grew out of Fisher (1930) and Neyman
(1934). Aldrich (2000) traces the roots of Fisher’s seminal paper. In rereading Fisher,
Efron (1998) puts Fisher’s fiducial approach in the wider context of statistical inference,
and finds it to be a most promising amalgamation of frequentist and Bayesian thinking.
He uses the term ‘confidence distribution’, and suggests that this compromise between the
two dominating methodologies, characterised as ‘objective Bayesianism’, might come to
widespread use. Fisher got his fiducial theory wrong when extended to multiple dimensions.
Efron says, “Maybe Fisher’s biggest blunder will be a big hit in the 21st century.” As did
Neyman (1934), we would say that Fisher (1930) is a revolutionary paper. Hald thought
there have been three revolutions in statistics. Perhaps Fisher, on line with Laplace, should
be regarded as responsible for two revolutionary events – but partly due to Fisher himself, it
might take nearly a century until the Fisher–Neyman confidence methodology, as conveyed
in the present book, will be widely accepted.

The fiducial debate following Fisher (1935) is laid out by Zabell (1992); see also Efron
(1998) and our Chapter 6. Cox (1958) discusses the fiducial approach and its relation
to Neyman’s confidence intervals. He suggests considering all the possible confidence
intervals for a parameter, and to represent them in a distribution, that is, in a confidence
distribution. Cox actually uses the phrase ‘confidence distribution’. This is the first
occurrence of this term we are aware of. Incidentally, Melville (1857) reminds us that
‘con man’ is also etymologically connoted with ‘confidence’; a person (or a government)
may exploit the gullibility of people by first gaining their confidence and then pulling off a
confidence trick.

Fraser (1961a, 1968) investigated fiducial probability in the context of invariance. In
his structural inference the pivot and its distribution, and thus the fiducial distribution, is
found as the property of the maximal invariant in a transformation group. Hannig (2009)
extends the fiducial argument to models defined by a structural equation X = G(θ ,U )where
U is a stochastic element with known distribution and X is the data. Hannig allows the
structural equation to implicitly define a set-valued function Q(X ,U ) into the parameter
space, from which his fiducial distribution is obtained. When single-valued, Q would
define an ordinary pivot. This is discussed further in Chapter 6. See also Hannig and
Xie (2012), concerning attempts to make Dempster–Shafer rules for combining expert
opinions amenable to handling of confidence distributions. The PhD dissertation of Salomé
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(1998) presents theory for what Kardaun and Schaafsma in unpublished work (2003) call
distributional inference, that is, inference leading to distributions for parameters of special
interest; see in this connection also the “fourteen cryptic questions” formulated by D. R. Cox
and then discussed at length in Kardaun et al. (2003). Certain strands of work related to
confidence distributions include Schweder and Hjort (2002, 2003), Efron (1998), Singh
et al. (2005, 2007) and Xie and Singh (2013); cf. also notes on the literature sections in
later chapters.

Modern probability theory and hence statistics owe much to the treatise Kolmogorov
(1933) (reprinted in e.g. Kolmogorov [1998], with more material than in the German
original), where the axiomatic buildup is clarified, leading to sharp and relevant
mathematical results. Bayesians need to take on additional elements; see, for example, Good
(1983), Berger (1985) and Fraser (2011) for engaging discussions. That matters are delicate
when strict philosophical arguments are called for is illustrated in one of the Good Thinking
essays (Good, 1983), where the lower bound 56,656 is derived for the number of different
types of Bayesians.

Invariably each sufficiently rich and vibrant scientific community contains certain
cultural ‘schools of thought’, perhaps shaped and moulded by experiences or types of needs
that might differ from one context to another. Thus a Bayesian’s prior might mean a serious
piece of work in one type of application but simply be an off-the-shelf tool in another,
used because it does the job. Certain cultural-sociological divides are therefore visible in
the fields of statistics, reminiscent of ‘the two cultures’ discussed in Snow (1959, 1963);
the number of identifiable cultures was later arguably extended to three (Kagan, 2009). In
such a spirit Breiman (2001) identifies and examines two such statistical cultures. One is,
roughly speaking, the emphasis on regression and classification, called for in a broad range
of engineering applications, associated also with machine learning, support vector machines,
neural networks, and so forth. The proof of the pudding is that the black box actually works
well, and the job of any model parameter is to be fine tuned inside associated algorithms for
good performance. The complementary school concerns itself with more careful attention
to building meaningful models, interpretation of parameters, identification of significant
effects, hunting for causality, and so forth. Such needs are encountered in biology and
medical research, economics and social research, psychology, climatology and physical
sciences, and so forth, and in general when it comes to analyses of smaller and precious
datasets and meta-analyses for combining information across studies. The key question
to consider is ‘to explain or to predict’ (Shmueli, 2010). We believe the inference tools
associated with confidence distributions have genuine potential for both of these statistical
schools.

As mentioned previously, fiducial probability has been regarded as “Fisher’s one great
failure” (Zabell, 1992). We agree with Fisher’s critics that Fisher went wrong when he
pushed his fiducial probability for vector parameters to be ordinary probability distributions.
The fiducial distribution works fine for a parameter of dimension one, but may go wrong
for higher-dimensional parameters. Fisher thought that his fiducial distribution, say in two
dimensions, could be integrated to obtain marginal distributions, but as pointed out by
several critics this can be done only in special cases; see, for example, Pitman (1957).
To regard the fiducial distribution as an ordinary probability distribution over an imagined
infinite population, as Fisher did, was also hard to swallow. Feller (1950) was not alone in
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regarding probabilities as referring to outcomes of conceptual experiments. But a parameter
such as the gravitational constant reflects an aspect of nature, and can hardly be thought of
as an outcome in an experiment in a hypothetical sequence of repeated experiments. The
fiducial argument and its ensuing controversy are discussed further in Chapter 6.

The basic problem with Fisher’s position after 1935 is that he regarded his fiducial
probability as an ordinary probability on par with other aleatory probabilities. We agree
with Hampel (2006) that fiducial probability, or confidence as we prefer to call it, must
be understood as an epistemic quantity. This epistemic probability is, however, objective
because it is obtained from a clearly defined method that rational people should agree on.
Thus Fisher (1930) succeeded in finding an alternative to probabilistic inference by the
inverse probability method with flat priors, and when keeping to his original ideas and
respecting the limitation with regard to how far the method reaches, a very potent statistical
methodology is established. By relating the confidence distribution to confidence regions,
as Neyman (1934) did, we agree with Efron (1998), and also with Fraser in his discussion of
that article, that Fisher’s fiducial method holds a key to “our profession’s 250-years search
for a dependable Bayes theory”, despite the unfortunate interpretation and use of fiducial
distributions that Fisher himself made after 1935.
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Inference in parametric models

In this chapter we summarise some of the classical methods and modes of inference in
parametric models, with attention given to estimation, confidence intervals and testing.
A brief survey of the likelihood-based machinery is included, in particular methods
associated with the profile, deviance and root likelihood statistics, and their uses for
inference for focus parameters are emphasised. We also discuss various pertinent related
issues, such as how the likelihood methods work outside of model conditions, robust
alternatives and model selection. This background will serve as part of the platform for
our development in later chapters of confidence distributions and their uses. Along with
material in the Appendix, this chapter may serve as a mini-course on basic large-sample
theory and applications for parametric models.

2.1 Introduction

Frequentist statistical inference in parametric models is about reaching relevant statements
pertaining to the underlying unknown parameters, based on the observed data. These
statements could take the form of a point estimate, perhaps supplemented with standard
error (estimate of its standard deviation); a confidence interval or region for one or more
functions of the parameters; a test of a hypothesis, often accompanied with a p-value; a
comparison between several parameters; construction of a prediction interval for a future
data point; and so forth. We argue in the following chapters that the confidence distribution
for a focus parameter ought to be added to the statistician’s toolbox and report forms.

Though the confidence distribution concepts and methods we develop later on are not
limited to, for example, maximum likelihood analyses or indeed to likelihood methods
per se, such will always have an important place when analysing parametric models.
Sections 2.2–2.4 review classical likelihood methods, including the use of profile likelihood
functions, for reaching inference statements for focus parameters.

We note that Bayesian inference adds one more element and aspect to the situation and
the list of assumptions, namely so-called prior distributions for the model parameters. This
approach is briefly reviewed and discussed in Section 2.5; see also Sections 1.8 and 15.3.
In Section 2.6 we also examine how and to what extent parametric models may be seen to
work even when the real data-generating mechanism lies outside the reach of the parametric
family; essentially we learn that the likelihood methods aim at certain well-defined ‘least
false’ parameter values, viewed as those producing the best parametric approximation to the
more elusive truth in terms of the Kullback–Leibler distance. Included in that section is also
a discussion of certain robust inference strategies. For many models in popular use, these are

23
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less prone to being overly influenced by outliers and so forth, compared to direct likelihood
strategies.

2.2 Likelihood methods and first-order large-sample theory

Suppose data Y stem from some parametric model with density fjoint(y,θ), with θ =
(θ1, . . . ,θp)t an unknown parameter vector belonging to an appropriate parameter set  in
R

p. The subscript ‘joint’ indicates that this is the simultaneous density for the full dataset.
Quite often the data are of the type Y1, . . . ,Yn, with these being independent, in which case

fjoint(y,θ)= f1(y1,θ) · · · fn(yn,θ)

in terms of density fi for Yi. These may also encompass covariate information, say vector xi

associated with Yi, in which case the notation may be modified fruitfully to f(yi |xi,θ), with
the interpretation that this is the conditional density of Yi given xi.

The likelihood function L(θ) is simply the joint density, but now viewed as a function of
the parameter vector for given data values, say for the observed Y = yobs. It is in several
respects more convenient to work with the log-likelihood function


(θ)= logL(θ)= log fjoint(yobs,θ) (2.1)

rather than directly with the likelihood function itself. Sometimes we use 
n(θ)= logLn(θ)

to emphasise in the notation that the functions are defined in terms of the first n data points
in a sequence. Technically speaking, these definitions allow even artificial models and
likelihood functions but usually one rules out such situations by insisting on at least a mild
amount of regularity, viewed as smoothness in θ , but not necessarily in y. Thus declaring
that Y is N(θ ,1) when θ is rational but N(θ ,2) when θ is irrational, for example, arguably
does define a statistical model, but it would fall outside of what we would be willing to
consider seriously (beyond being an example motivating theorists to investigate regularity
conditions); cf. the general discussion in McCullagh (2002) and Hjort and Claeskens
(2003b).

The maximum likelihood estimator is the value θ̂ of the parameter vector that maximises
the likelihood function (or, equivalently, the log-likelihood function), for the observed data.
When required we make the distinction between the estimator, that is, the random function
θ̂ = θ̂ (Y ), and the concrete estimate, that is, θ̂obs = θ̂ (yobs), where yobs is the observed
outcome of Y . As a general and numerically convenient estimation recipe the maximum
likelihood principle enjoys various good properties; cf. Lehmann (1983, Chapter 6) and
Claeskens and Hjort (2008, Chapter 2), for example, in addition to what is briefly reviewed
in the text that follows. Among these good and convenient properties is invariance – with
respect to both data transformation and parameter transformation. Thus if Y ∗ = T (Y )
is a one–one data transformation, such as taking the logarithm of positive data, leading
to a likelihood function L∗(θ) for the Y ∗ data, then the maximum likelihood estimator
of θ remains the same (see Exercise 2.1). Second, if γ = g(θ) is a one–one parameter
transformation (featuring component transformations γj = gj(θ) for j = 1, . . . ,p), then
L∗(θ)= L(θ) and the maximum likelihood estimator of γ is simply γ̂ML = g(θ̂ML) (see again
Exercise 2.1).
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The main theorem about the maximum likelihood estimator is that it converges in
distribution as the sample size increases to a multinormal and with an identifiable variance
matrix agreeing with that dictated by the Cramér–Rao lower bound for unbiased estimators.
To put up the required formal statement let us first consider the so-called i.i.d. situation,
where observations Y1,Y2, . . . are independent and identically distributed, stemming from
some common density f(y,θ), assumed to have two derivatives with respect to the p
components of θ in at least a neighbourhood around the prospective true parameter value θ0,
explicitly assumed here to be an inner point of the parameter space. We also assume here
that the support of the distribution (the smallest closed set having probability 1) does not
depend on the θ . Consider the score function

u(y,θ)= ∂ log f(y,θ)/∂θ (2.2)

with components uj(y,θ) for j = 1, . . . ,p. These have zero means, when inserting a random
Yi from the f(y,θ) distribution; cf. Exercise 2.2. We assume that the score function has a
finite variance matrix

J(θ)= Varθ u(Y ,θ)= −Eθ
∂2 log f(Y ,θ)

∂θ∂θ t
(2.3)

of full rank under the true value θ0 (to see why the two matrices here are identical, see the
Exercise 2.2). This is Fisher’s information matrix for the model at hand. The Cramér–Rao
lower bound says that if θ̃ is any unbiased estimator of θ , based on Y1, . . . ,Yn, then

Varθ θ̃ ≥ J(θ)−1/n; (2.4)

see Exercise 2.4 for details and some applications and, for example, Lehmann (1983,
Chapter 6) for a fuller account. (Here A ≥ B, for symmetric matrices, is taken to mean
that A − B is nonnegative definite; in particular, diagonal elements of A are at least as large
as the corresponding diagonal entries of B.)

Under mild regularity conditions the log-likelihood surface is approximately quadratic
near its optimum. This property drives various further important properties pertaining to
the maximum likelihood estimator, profile versions of the log-likelihood function, the
deviance statistic, and so on, to be discussed later in this section; see also Chapter 7
and the Appendix. As such the following result may be seen as the canonical ‘master
lemma’. Its use lies also in seeing how similar results may be reached along the same
line of arguments in more general situations, concerning other estimation strategies,
and so forth. The lemma involves notions of convergence of sequences of random
variables in distribution and probability (involving the notation Xn →d X and Xn →pr

a, respectively), and also of the multinormal distribution, see Sections A.1–A.3. In
particular, the multinormal distribution with mean zero and variance matrix J is denoted
Np(0,J).

Lemma 2.1 (The canonical quadratic approximation) In the i.i.d. situation described
earlier, let θ0 denote the true parameter, assumed to be an inner point of the parameter
region, with J = J(θ0) of (2.3) having full rank. Consider the random function

An(s)= 
n(θ0 + s/
√

n)− 
n(θ0) with s ∈R
p,
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Figure 2.1 Five realisations of the random An(·) function, in a binomial situation with n = 100
and p0 = 0.333. The five maximisers s0,j, tagged in the figure, correspond to five versions of√

n(̂pj −p0), with p̂j the five maximum likelihood estimates, and are normally distributed around
zero. The five maximum levels above zero are distributed as half a χ2

1 .

with 
n denoting the log-likelihood function based on the first n observations. Then, under
mild further regularity conditions, we have

An(s)→d A(s)= stU − 1
2stJs, where U ∼ Np(0,J). (2.5)

Figure 2.1 depicts five realisations in a binomial situation with n = 100 and p0 = 0.333.
The lemma says these random functions are close to being quadratic in the vicinity of zero.
Also, Theorem 2.2 below says that the position of their maxima are approximately normally
distributed whereas their maximum levels are approximately half of a χ 2

1 .
Note that An(s) is defined only as long as θ0 + s/

√
n is inside the parameter range, which

in this binomial example means p0 + s/
√

n inside (0,1); but there is no real trouble since
An(s) for a given s exists for all large enough n. In particular the limit process A(s) is really
defined over all of Rp. In the lemma we have merely specified that there is convergence
in distribution for each fixed s, but there is typically at least process convergence in the
so-called C space C([−k,k]p) of all continuous functions g : [−k,k]p →R, equipped with the
supremum norm, for each positive k. This amounts to the implicit remainder term associated
with a two-term Taylor expansion tending to zero in probability, uniformly over compact
sets; see the proof that follows. Such process convergence, as opposed to merely having
An(s)→d A(s) for each single s, is also needed as a side condition for some of the intended
applications of the lemma.

We also point out that that different sets of precise regularity conditions manage to secure
conclusion (2.5), but we choose not to go into these details here. The proof we give now is
meant to give the essential ideas rather than the full story. For sets of sufficient conditions
and full proofs, along with general guidelines for reaching analogous statements in similar
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problems, see, for example, Hjort and Pollard (1993), Lehmann and Romano (2005, p. 515)
and Wellner and van der Vaart (1996, pp. 286–289).

Proof. A two-term Taylor expansion leads to An(s)= stUn − 1
2stJns + rn(s), in which

Un = 
′n(θ0)/
√

n = n−1/2
n∑

i=1

u(Yi,θ0),

Jn = −
′′n(θ0)/n = −n−1
n∑

i=1

∂2 log f(Yi,θ0)

∂θ∂θ t

and rn(s) a remainder term; recall (2.2) for the score function u(y,θ). Here Un →d

U ∼ Np(0,J) by the (multidimensional) central limit theorem and Jn →pr J by the
(multidimensional) law or large numbers, see Section A.3; that the matrices involved are
the same is precisely identity (2.3). The task of the implied mild extra regularity conditions
is to ensure that the rn(s) →pr 0, uniformly over compact sets; this ensures that there is
process convergence in (2.5). For relevant details concerning such functional convergence
see, for example, Billingsley (1968), Hjort and Pollard (1993), Banerjee and McKeague
(2007) and indeed Section A.4. �

Theorem 2.2 (Distribution approximations for the ML estimator) In the i.i.d. situation
worked with above, let θ̂ = θ̂n be the maximum likelihood estimator based on the first n
observations. If the model holds, with θ0 the true parameter, being an inner point of the
parameter space, and with J(θ0) being of full rank, then under mild further regularity
assumptions, as sample size n tends to infinity, we have

√
n(θ̂ − θ0)→d J−1U ∼ Np(0,J−1),

2{
n,max − 
n(θ0)} →d U tJ−1U ∼ χ2
p .

(2.6)

Here 
n,max = 
n(θ̂) is the maximal 
n value. There are again different sets of precise
regularity assumptions that guarantee result (2.6); see, for example, Lehmann (1983,
Chapter 6), Hjort and Pollard (1993), Bickel and Doksum (2001, Chapter 5) or Young and
Smith (2005, Chapter 8). The present point is to see how easily the conclusion flows from
the ‘master lemma’, with a mild modicum of regularity.

Proof. The crux of the proof is that An →d A ought to imply two further statements. The
first is

Mn = argmax(An)→d M = argmax(A),

which translates to
√

n(θ̂ − θ0)→d J−1U , and the second is

max(An)= An(Mn)→d max(A)= A(M),

which translates to 
n(θ̂)− 
n(θ0)→d
1
2U tJ−1U . But J−1U is manifestly a Np(0,J−1) and

U tJ−1U a χ2
p , by basic theory for the multivariate normal.

Claims Mn →d M and An(Mn)→d A(M) follow in essence from the continuity theorem
of convergence in distribution (cf. Section A.2), since the operations of argmax and max are
continuous. There are some small complications in that the basic An →d A convergence of
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Lemma 2.1 is secured on each D([−k,k]p), which necessitates caring about the slim chance
of Mn falling outside [−k,k]p when k is chosen large, and this is indeed the business of the
mild extra regularity alluded to. For relevant details see, for example, Hjort and Pollard
(1993) or Banerjee and McKeague (2007). �

Rather importantly, results (2.5) and (2.6) continue to hold also when the Yi are
independent but stem from nonidentical distributions, for example, in a regression context
where Yi has density of the form f(y |xi,θ) for some covariate vector xi. In that case, we may
define the score function u(yi |xi,θ)= ∂ log f(yi |xi,θ) associated with the pair (xi,yi), along
with the average information matrix

Jn(θ)= n−1
n∑

i=1

J∗
i (θ), with J∗

i (θ)= Varθ ui(Yi,θ)= −Eθ
∂2 log f(Yi |xi,θ)

∂θ∂θ t
.

First, the Cramér–Rao lower bound (2.4) is still valid, with Jn(θ)/n replacing J(θ)/n.
Second, results (2.5) and (2.6) hold provided the limit J = J(θ0) of J∗

n(θ0) exists and under
some mild extra regularity conditions. Essentially, the line of argument used for Theorem 2.2
goes through in this more general setting, with appropriate assumptions of the Lindeberg
kind to secure sufficient balance in the data, and leads to

Un = 
′n(θ0)/
√

n = n−1/2
n∑

i=1

∂ log f(Yi |xi,θ0)

∂θ
→d U ∼ Np(0,J)

and Jn →pr J; see, for example, Hjort and Pollard (1993) or Hjort and Claeskens (2003a). In
particular,

Dn(θ0)= 2{
n,max − 
n(θ0)} = 2{
n(θ̂)− 
n(θ0)} →d U tJ−1U ∼ χ2
p (2.7)

at the true parameter value θ0.
There are several favourable aspects to the consequent approximations to the distribution

of θ̂ , for a given large or moderately large sample size:

1. The estimator is approximately unbiased – to be more pedantically correct, its exact
distribution is close to a distribution for which the bias Eθ ( θ̂ − θ) is smaller in size than
1/

√
n; it is actually of order O(1/n), under mild conditions.

2. Its distribution is approximately multinormal – hence distributions of single components
θ̂j and of linear combinations are approximately normal; this makes it relatively easy to
construct confidence intervals and tests with coverage and significance levels close to
any intended values.

3. Its variance matrix (again, the variance matrix of a distribution close to the exact one)
is approximately equal to J(θ0)−1/n – which is identical to the guaranteed lower bound
for unbiased estimators provided by the vector version of the Cramér–Rao theorem, see
(2.4); hence one cannot hope for other estimation strategies to perform better than this,
asymptotically.

4. Its precision and associated confidence regions can be read off – without even knowing
or computing its variance matrix. This is the case because the set {θ : Dn(θ) ≤ �−1

p (α)}
covers the true θ0 with probability tending to α, for any preselected α.
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There are various caveats here, one of which is that the convergence towards the limit
distribution may be slow, and also that the implied approximation J(θ0)/n to the variance
matrix of θ̂ may need modifications and improvements, in situations with many parameters.
Various remarks and examples pertaining to the occasionally not so sound behaviour of
the maximum likelihood estimator for small or moderate sample sizes are offered in, for
example, Le Cam and Yang (2000) and Lehmann (1983, Chapter 6). Overall, though,
result (2.6) remains an impressively versatile result, with a string of useful consequences
for day-to-day practice of modern statistics.

For using the first result of (2.6) in practice it is important to be able to combine it with
a consistent estimator (see Section A.1) of the limit distribution variance matrix. Two such,
both indeed consistent under mild regularity conditions, are

Ĵn = −n−1 ∂
2
n(θ̂)

∂θ∂θ t
= −n−1

n∑
i=1

∂2 log fi(Yi, θ̂ )

∂θ∂θ t
and J̃n = J(θ̂).

It follows that

D′
n(θ0)= n(θ̂ − θ0)t̂Jn(θ̂ − θ0)→d χ

2
p ,

under model conditions (with the same result being true if Ĵn is replaced by J̃n, or indeed with
any other consistent estimator of J(θ0)). This is similar to the second part of (2.6), and indeed
we can show that Dn(·) of (2.7) and D′

n(·) are large-sample equivalent; their difference tends
to zero in probability under the true model. These statistics give us a possibility to test
point hypotheses of the type H0 : θ = θ0 against θ �= θ0 (one rejects if Dn(θ0) or for that
matter D′

n(θ0) is larger than the appropriate χ2
p quantile). As noted earlier, a confidence set

enveloping the true parameter with a coverage probability converging to any desired α level
can also be constructed, containing those θ for which Dn(θ) ≤ �−1

p (α). Here and later �ν
with inverse �−1

ν are used for the cumulative distribution and quantile function of the χ2

distribution. This confidence set is an ellipsoid centred at θ̂ and with a radius going to zero
with speed 1/

√
n.

For constructing such confidence regions, an alternative to Dn(·) and D′
n(·) earlier, the

latter using the Hessian matrix Ĵn associated with the log-likelihood function, is to use say
D′′

n(θ0) = n(θ̂ − θ0)tJ(θ0)(θ̂ − θ0), with the explicit Fisher information matrix. Again we
have D′′

n(θ0)→d χ
2
p at the true value, so E′′

n = {θ : D′′
n(θ)≤ �−1

p (α)} has the same first-order
asymptotic property as has En and E′

n associated with Dn(·) and D′
n(·). Checking Dn,D′

n,D
′′
n in

simple one-parameter models typically show a high degree of similarity; see Exercise 2.12.
There are arguments supporting the view that using the observed rather than the expected
information tends to be the better choice; see, for example, Efron and Hinkley (1978).

Example 2.1 Normal linear regression

The timeless linear regression model is among the most successful and widely used tools
of applied statistics. Its prototypical version is that of y = a + bx + noise, associated with a
scatterplot of (xi,yi) points. Here we go straight to the more general case of linear multiple
regression, where observation Yi is linked to a covariate vector xi = (xi,1, . . . ,xi,p)

t in the
fashion of

Yi = xt
iβ+ εi = xi,1β1 +·· ·+ xi,pβp + εi for i = 1, . . . ,n.
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The error terms εi are taken as i.i.d. and N(0,σ 2). In compact matrix form we may write
Y ∼ Nn(Xβ,σ 2In), where the observation vector Y is n × 1, the covariate matrix X is n × p,
the regression coefficient vector β is p × 1 and In denotes the n × n identity matrix. The
model has p + 1 unknown parameters, and the log-likelihood function is seen to be


n(β,σ)= −n logσ − 1
2 (1/σ

2)Q(β)− 1
2n log(2π)

in terms of

Q(β)=
n∑

i=1

(Yi − xt
iβ)

2 = ‖Y − Xβ‖2.

The maximum likelihood estimator of β is identical to the least sum of squares estimator

β̂ = argmin(Q)= (X t X)−1 X tY , giving Q0 = min
β

Q(β)=
n∑

i=1

(Yi − xt
iβ̂)

2,

where we assume that X has full rank p. The maximum likelihood estimator of σ is seen
to be σ̂ML = (Q0/n)1/2. For this well-behaved model one knows the exact distributions of
all relevant quantities, without the need of Theorem 2.2 and other approximations; thus
β̂ ∼ Np(β,σ 2�−1

n /n), where�n = n−1
∑n

i=1 xixt
i, and β̂ is stochastically independent of Q0 ∼

σ 2χ2
n−p, see, for example, Bickel and Doksum (2001, appendix B.3). It is nevertheless of

interest to see how the normal approximations apply here, and taking two derivatives of the
log-likelihood functions leads to

Jn(β,σ)= 1

σ 2

(
�n 0
0 2

)
.

Thus the large-sample spirit of Theorem 2.2 gives a perfect match for the distribution of β̂
and the approximation N(0, 1

2 ) to that of
√

n{(χ2
n−p/n)

1/2 − 1}. This does, however, need p
small compared to n; cf. Section 4.4.

2.3 Sufficiency and the likelihood principle

A statistic S = S(Y ) based on data Y is sufficient when it holds all the information there is
in the data regarding the model parameter θ . In formal terms the conditional distribution of
Y given S is then free of θ ,

fjoint(y,θ)= fY |S(y |s)fS(s,θ) (2.8)

where the conditional distribution fY |S is the same for all parameter values. In view of the
model, the data provide no extra information regarding θ on top of a sufficient statistic S.
It is therefore obvious that any inference must be based on a sufficient statistic. This is the
sufficiency principle.

The whole data are sufficient, but in various cases they might be reduced to a
lower-dimensional sufficient statistic If, say, Y is a sample from the N(μ,σ 2), the mean
and the empirical variance, S = (Ȳ ,V), make up a sufficient statistic. Any one-to-one
transformation of S is also sufficient. But S = (Ȳ ,V) cannot be reduced further without
losing this property; the data mean alone is, for example, not sufficient. A sufficient statistic
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2.3 Sufficiency and the likelihood principle 31

S is minimal sufficient if it is a function of any other sufficient statistic. In that case a statistic
g(S) is not sufficient if the function g is not one-to-one.

The likelihood is sufficient. From (2.8) it is clear that the likelihood based on the whole
data is proportional to that based on any sufficient statistic. It is thus minimal sufficient.
Inference in a parametric model must consequently be based on the likelihood function.
This is the weak likelihood principle.

Ancillarity is the opposite concept of sufficiency. A statistic T is ancillary when its
distribution does not depend on the model parameter θ . In that case

fjoint(y,θ)= fY |T (y | t,θ)fT (t). (2.9)

The likelihood is thus proportional to the conditional likelihood given the ancillary statistic,
and inference should be conditional on T . This is the conditionality principle. When the
parameter is split in θ = (ψ ,χ), a weaker form of ancillarity is that T has a distribution
depending only on χ . Then T is ancillary for ψ .

The likelihood function and a whole theory of statistical inference based on it, including
‘sufficiency’ and ‘ancillarity’ was introduced by Fisher (1922), and are discussed in many
textbooks such as Pawitan (2001), Barndorff-Nielsen and Cox (1994) and Brazzale et al.
(2007).

The sufficiency principle and the conditionality principle imply the strong likelihood
principle (Birnbaum, 1962). It says that all the evidence the observed data provide is
embodied in the conditional likelihood of an ancillary statistic. If, for example, two
experiments, both with model parameter θ , lead to the same likelihood function, the
inference should be the same in the two cases. One could actually regard the two experiments
A and B as being parts of a larger mixture experiment in which a fair coin is tossed to
determine whether A or B should be carried out. The outcome of the toss is clearly an
ancillary statistic. By the strong likelihood principle inference should be based on the
conditional likelihood given this ancillary statistic. Because the two experiments yielded
the same likelihood function, this is the conditional likelihood function in the mixture
experiment.

According to the strong likelihood principle, the inference is to be based on the observed
likelihood function, regardless of what the model or the data-generating process is, provided
it leads to the likelihood. This is a controversial principle, as briefly discussed in Sections 1.4
and 1.8.

We note that multiplicative constant terms (i.e., not depending on the model parameters)
may be removed from likelihoods. When taking the logarithm such factors become constant
additive terms in the log-likelihood, and will thus have no bearing on the locus of the
maximum or the associated curvature.

Example 2.2 Binomial versus negative binomial

In a binomial experiment of n = 20 Bernoulli trials all with success probability p the number
of successes is y = 13. In another experiment Bernoulli trials are carried out until y = 13
successes are obtained. It so happens that in the second experiment the total number of
trials came out n = 20. The second experiment is called negative binomial because the
number of failures N − 15 is negatively binomial with parameter 1 − p. Both experiments
yield the likelihood function p13(1 − p)7 when constant terms are removed. Suppose the
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32 Inference in parametric models

purpose of both experiments was to test whether p ≤ 1
2 against p> 1

2 . With half-correction
(cf. Section 3.8), the p-value is 0.095 in the binomial experiment and 0.108 in the negative
binomial experiment. They are different even though the likelihoods are identical. In the
same way the confidence distribution for p will depend on the sampling protocol. See also
Example 3.6.

Bayesians build on the strong likelihood principle. It is only the likelihood that enters
their posterior distribution. Contextual information, such as how sampling is carried out, is
of no consequence to Bayesians on top of the observed likelihood function. The important
footnote to this is of course that a subjectively selected prior distribution for the model
parameters is involved; see Section 2.5. Frequentists build their inference both on the actual
outcome of the experiment, as expressed in the likelihood function, and on the contextual
evidence available. Their p-value is the probability under the null hypothesis of obtaining
at least as radical results as observed. Their hypothetical series of repeated experiments
depends on the protocol of the experiment. Consequently, p-values, confidence intervals
and confidence distributions will depend on both the observed data and the contextual
evidence in the protocol of the experiment. Frequentists are clearly breaching the strong
likelihood principle understood literally, and for good reasons: The strong likelihood
principle disregards the contextual evidence contained in the experimental protocol that
might be found in addition to the evidence in the likelihood function. Frequentists might
actually argue that it is the Bayesians who breach a more basic principle for statistical
inference, namely that all available evidence (and nothing else) should be taken account
of in the statistical inference.

2.4 Focus parameters, pivots and profile likelihoods

“How odd it is that anyone should not see that all observation must be for or against some
view if it is to be of any service.” Indeed there is quite often a one-dimensional focus
parameter of particular interest, as dictated by the experiment conducted and the relevant
phenomena studied, and hence conforming with this particular view of Charles Darwin’s.
For a model indexed via some p-dimensional parameter vector θ , let

ψ = a(θ)= a(θ1, . . . ,θp)

be such a parameter in focus. It could, for example, be one of the θj component parameters
but is more generally a function of the full model. In various situations the ψ has a clear
physical or biological interpretation, and may be independent of or precede any models
or data per se. If the parameter in question is judged sufficiently important or interesting,
statistical experiments are set up and models are built to make inference about it. In this
section we examine and illustrate ways in which one may reach inference statements for
such focus parameters.

The archetypical pivot is the t-statistic of Student (1908) based on i.i.d. normal
observations,

T = μ̂−μ
σ̂/

√
n

, (2.10)
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with as usual n being the sample size, μ̂ and σ̂ the empirical mean and empirical standard
deviation. Even without actually doing the mathematics to find its explicit probability
distribution, one sees that this distribution must be the same regardless of the underlying
parameters (μ,σ 2); see Exercise 2.5. Fisher (1930) was inspired by this construction and
based his fiducial distributions on pivots. In current practice, pivots are used to obtain
confidence intervals for focus parameters.

Let the observations Y have joint density fjoint(y,θ) and as earlier let ψ = a(θ) be a
one-dimensional focus parameter.

Definition 2.3 (Pivot) A function piv(Y ,ψ) of the data and the focus parameter ψ = a(θ)
is a pivot if its distribution function is independent of the underlying parameter θ .

In such situations it is in general always possible to carry out a reparametrisation to make
ψ the first component of the new parameter vector. When convenient we may accordingly
think of θ as decomposed into (ψ ,χ), say, with χ of dimension p − 1.

Quite often the pivot will be monotone in ψ and indeed some authors prefer to use the
pivot label only in such cases; we, however, use ‘pivot’ in the a forementioned sense and
‘monotone pivot’ when appropriate. The definition also naturally inspires related terms,
such as (1) the loose term ‘approximate pivot’ for a function T (Y ,ψ), the distribution of
which is only approximately constant in θ , and perhaps more specifically approximately
independent of θ in a relevant region of the parameter space; and (2) the more precise term
‘large-sample pivot’ if it has a limiting distribution independent of θ .

Consider the general framework of Section 2.2, with independent observations Y1, . . . ,Yn,
from a model indexed by some θ and possibly covariates x1, . . . ,xn. It follows from the theory
summarised there that the maximum likelihood estimator of ψ = a(θ) is ψ̂ML = a(θ̂ML). Its
limit distribution is easily found from Theorem 2.2 via the so-called delta method; in general,

√
n(θ̂ − θ0)→d Z implies

√
n{a(θ̂)− a(θ0)} →d wt Z =

p∑
j=1

wj Z j,

in which

w = ∂a(θ0)/∂θ , i.e. wj = ∂a(θ0)/∂θj for j = 1, . . . ,p. (2.11)

This holds provided merely that a(θ) has smooth first-order derivatives in the p parameters
at θ0; see Section A.3 of the Appendix. Since Z in this case is multinormal, we have

√
n(ψ̂ −ψ0)→d wt Z ∼ N(0,κ2) where κ2 = wtJ(θ0)

−1w, (2.12)

say. Hence we have an easy-to-use general large-sample recipe for any focus parameter
ψ = a(θ) – it may be estimated as ψ̂ = a(θ̂), and confidence intervals and tests for one- or
two-sided hypotheses may be drawn from

Vn = √
n(ψ̂ −ψ)/̂κ→d N(0,1), (2.13)

with κ̂ any consistent estimator of κ . One may specifically use κ̂ = ŵt̂J−1ŵ with Ĵ the
Hessian matrix −n−1∂2
n(θ̂)/∂θ∂θ

t from the log-likelihood maximisation operation and
ŵ = w(θ̂), which may also be found numerically in cases where no easy formula is available.
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34 Inference in parametric models

Importantly, Vn is asymptotically a pivot. Note that the classic t statistic (2.10) is a special
case.

The ψ̂ estimator also maximises the profile likelihood

Lprof(ψ)= max{L(θ) : a(θ)=ψ},
often most conveniently studied and computed via the profile log-likelihood, say


n,prof(ψ)= max{
n(θ) : a(θ)=ψ}. (2.14)

Conceptually and operationally it is often convenient to carry out a suitable reparametrisa-
tion, if necessary, say from (θ1, . . . ,θp) to (ψ ,χ1, . . . ,χp−1), making the focus parameter the
first component of the new parameter vector. Then


n,prof(ψ)= max
χ

n(ψ ,χ)= 
n(ψ , χ̂(ψ)),

with χ̂ (ψ) the maximum likelihood estimator in the (p−1)-dimensional model that fixes ψ .
We shall see in Chapter 7 that appropriate use of the profile log-likelihood often will provide
more accurate approximations and inference than that based on the simple first-order correct
pivot (2.13).

Example 2.3 The normal model for i.i.d. data

Let Y1, . . . ,Yn be i.i.d. from the normal distribution with mean and standard deviation
parameters μ and σ , which we write as N(μ,σ 2). Then from the Gaussian density formula
and with a little algebra the log-likelihood function is


n(μ,σ)= −n logσ − 1
2 (1/σ

2){Q0 + n(Ȳ −μ)2}− 1
2n log(2π)

in terms of average Ȳ = n−1
∑n

i=1 Yi and sum of squares Q0 = ∑n
i=1(Yi − Ȳ )2. This is seen

to be maximised for

μ̂ML = Ȳ and σ̂ML = (Q0/n)
1/2. (2.15)

The profile log-likelihood 
n,prof,2(σ ) for σ is

max
all μ

n(μ,σ)= 
n(μ̂(σ ),σ)= −n logσ − 1

2 (Q0/σ
2)− 1

2n log(2π),

where μ̂(σ ) is the maximiser of 
n(μ,σ) for given σ , but where one actually finds that
μ̂(σ ) = Ȳ , irrespective of σ . The situation is different when it comes to the profile
log-likelihood for μ, where 
n(μ,σ) for given μ is maximised for

σ̂ (μ)2 = Q0/n + (Ȳ −μ)2 = σ̂ 2
ML{1 + (Ȳ −μ)2/σ̂ 2

ML}.
This leads to profile log-likelihood


n,prof,1(μ)= −n log σ̂ (μ)− 1
2n − 1

2n log(2π)

= − 1
2n log{1 + (Ȳ −μ)2/σ̂ 2

ML}+ const.,

where const. indicates terms not depending on the model parameters.
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For a third example, let the focus parameter be the normalised mean ψ =μ/σ . Its profile
log-likelihood becomes


n,prof,3(ψ)= max
σ

n(σψ ,σ)= 
n(̂σ (ψ)ψ , σ̂ (ψ)),

where σ̂ (ψ) is the minimiser of n logσ + 1
2 (1/σ

2){Q0 + n(Ȳ − σψ)2} for given ψ ; see
Exercise 2.6.

The main theorem about the log-likelihood function is as follows. Its content is most
expediently expressed as a statement about the random quantity

Dn(ψ)= 2{
n,prof(ψ̂)− 
n,prof(ψ)}. (2.16)

We term it the profile deviance, for the focus parameter ψ in question, and may view it
both as a curve computed fom the observed data, which we often also wish to display
in a diagram, and as a random variable for a given ψ value. Note that Dn is the ‘twice
log-likelihood-ratio statistic’ for testing H0 : ψ =ψ0 (under which the parameter dimension
is p − 1) against ψ �=ψ0 (when the parameter dimension is p), in that

Dn(ψ0)= 2log
maxall θ Ln(θ)

maxθ : a(θ)=ψ0 Ln(θ)
= 2{
n(ψ̂ , χ̂)− 
n(ψ0, χ̂(ψ0))}.

The deviance term is not used in quite the same way in all statistics texts, and in particular
the deviance as defined here is a scale factor away from what is typically called the deviance
in the literature on generalised linear models (cf. Chapter 8).

Theorem 2.4 (Chi-squared approximation for the deviance) Under conditions of the
model and those described for Theorem 2.2, and under the true parameter θ0 (so that the
true value of the one-dimensional parameter ψ is ψ0 = a(θ0)), assumed to be an inner point
in the parameter space, we have

Dn(ψ0)= 2{
n,prof(ψ̂)− 
n,prof(ψ0)} →d χ
2
1 . (2.17)

Results of this type are sometimes referred to generically as ‘Wilks theorems’, and we
shall indeed meet suitable generalisations in Chapter 9 and a similar result for empirical
likelihoods in Chapter 11. For proofs of variations of statement (2.17), with appropriate
regularity conditions, see, for example, Barndorff-Nielsen and Cox (1994, Chapter 3),
Bickel and Doksum (2001, Chapter 6), or Young and Smith (2005, Chapter 8). The
following sketch, which may be completed using finer details from these references, is
useful, both in that it indicates the essence of what goes on and shows what will happen
in similar situations to be encountered later on in the book. Also, the proof we give here
appears simpler than in these references. For natural extensions to the case of several focus
parameters simultaneously, see Exercise 2.11.

Proof. The essence of the proof is that the log-likelihood function is approximately a
quadratic function near its optimum, as formalised via the An →d A convergence result
of Lemma 2.1, and that we are examining the maximum of this function under a linear type
side constraint. This is the case because any smooth ψ = a(θ) may be locally linearised
to the required degree of approximation; cf. the discussion surrounding (2.12) involving
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36 Inference in parametric models

w = ∂a(θ0)/∂θ of (2.11). It is actually sufficient to examine the case of ψ = wtθ , for suitable
w = (w1, . . . ,wp)

t (we may even reparametrise to have w = (1,0, . . . ,0)t to have ψ appearing
as the first component in the parameter vector).

To see how this works out we start with a second-order Taylor expansion of the
log-likelihood function, say


n(θ)= 
n(θ̂)− 1
2n(θ − θ̂ )t̂Jn(θ − θ̂ )+ εn(θ),

with εn(θ) the remainder term, typically of order Opr(‖θ − θ̂‖3). A separate investigation
reveals that a quadratic form Q(x) = (x − a)t B(x − a), where B is symmetric and positive
definite, when examined under the side condition that wtx = d, is minimised for x0 = a +
{(d−wta)/(wt B−1w)}B−1w, with consequent minimum value equal to (d−wta)2/wt B−1w;
see Exercise 2.10. It follows that


n,prof(ψ0)= 
n(θ̂)− 1
2nmin{(θ − θ̂ )t̂Jn(θ − θ̂ ) : wtθ =ψ0}+ δn

= 
n,prof(ψ̂)− 1
2n
(ψ0 − wtθ̂ )2

wt̂J−1
n w

+ δn,

with δn the implied remainder term. This leads to

Dn(ψ0)= n(ψ̂ −ψ0)
2

wt̂J−1
n w

− 2δn converging to Z 2 = (w
tJ−1U )2

wtJ−1w

provided sufficient regularity is in place for δn to tend to zero in probability; see again
the references in the preceding text for instances of such sets of conditions. This proves
statement (2.17) in that wtJ−1U is zero-mean normal with variance wtJ−1w; cf. also result
(2.12). �

Remark 2.5 A log-profile process

The preceding sketch above is not quite a formally complete proof in that approximations
sensibly enough were worked with on the 
n(θ) scale for θ close to θ̂ , but without any
easy way to establish that these approximations were correct to the required order, that
is, that δn →pr 0 above. A rigorous proof is easier to complete utilising the An →d A
result of Lemma 2.1, aiming now at establishing a corresponding basis result for the profile
log-likelihood, via the random function

Bn(t)= 
n,prof(ψ0 + t/
√

n)− 
n,prof(ψ0). (2.18)

Using the linearisation result associated with (2.11) and (2.12) we can without essential loss
of generality reduce the problem to the case of ψ = wtθ . We then have

En(t)= 
n,prof(ψ0 + t/
√

n)− 
n(θ0)

= max{
n(θ0 + s/
√

n)− 
n(θ0) : wt(θ0 + s/
√

n)=ψ0 + t/
√

n}
= max{An(s) : wts = t},

hence representable as a maximum of An over a closed subset function. This is a continuous
mapping, and the random limit process A of An is continuous, from which follows

En(t)→d E(t)= max{A(s)= stU − 1
2stJs : wts = t}.
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Using Lagrange multipliers and some algebra shows that the maximiser in question is s0(t)=
J−1(U −λw) with λ= (t − wtJ−1U )/wtJ−1w, and with associated maximum

E(t)= s0(t)
tU − 1

2s0(t)
tJs0(t)= 1

2U tJ−1U − 1
2 (t − wtJ−1U )2/wtJ−1w.

It follows that the log-profile process Bn(t) = En(t) − En(0) of (2.18) converges in
distribution to

B(t)= E(t)− E(0)

= 1
2 {(wtJ−1U )2 − (t − wtJ−1U )2}/wtJ−1w

= (wtJ−1U t − 1
2 t2)/wtJ−1w,

with w = ∂a(θ0)/∂θ . This has two important consequences. First, using the argmax
principle, we learn that

√
n(ψ̂ −ψ0)→d argmax(B)= wtJ−1U which is N(0,wtJ−1w),

cf. (2.12). Second,

Dn(ψ0)= 2max(Bn)→d 2max(B)= (wtJ−1U )2/wtJ−1w,

which is of the promised χ2
1 calibre.

It is instructive to check how Theorem 2.4 pans out in the two situations considered in
Example 2.3. For the case of μ under focus, we find

Dn,1(μ0)= n log(1 + t2n/n), where tn = √
n(Ȳ −μ0)/σ̂ML.

Here tn →d N(0,1) under μ0 and Dn,1(μ0) is close enough to t2n for their difference to tend
to zero in probability; see Exercise 2.7. For the case of σ , we use Q0 ∼ σ 2

0 χ
2
n−1 and some

algebra to derive

Dn,2(σ0)= n{Vn − log(1 + Vn)} where Vn ∼ χ2
n−1/n − 1.

Some analysis verifies that indeed
√

nVn →d

√
2N , with N a standard normal, and that

Dn,2(σ0)→d N 2 ∼ χ2
1 ; see again Exercise 2.7.

Theorems 2.2 and 2.4 offer two ways of setting confidence intervals for a given focus
parameter ψ , corresponding indeed to two large-sample pivots in the a forementioned sense.
The first starts from (2.13), providing an easy-to-use large-sample monotone pivot tn =√

n(ψ̂ −ψ)/̂κ which tends to a standard normal in distribution. Thus

Pθ {c ≤ √
n(ψ̂ −ψ)/̂κ ≤ d} → P{c ≤ N(0,1)≤ d} =�(d)−�(c)

for all intervals [c,d] (writing as usual � for the cumulative distribution function of the
standard normal), inviting

CIn,1 = [ψ̂ − cακ̂/
√

n, ψ̂ + cακ̂/
√

n], with cα =�−1( 1
2 + 1

2α). (2.19)

This is an approximate α confidence interval in the precise sense that

Pθ {ψ ∈ CIn,1} → α as n → ∞,
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regardless of the true underlying and unknown value of θ . The second method starts from
(2.17) and its large-sample (nonmonotone) pivot Dn(ψ), which has the χ2

1 as its limit. Hence

CIn,2 = {ψ : Dn(ψ)≤ �−1
1 (α)} (2.20)

has the same required property, that the true ψ is covered with a probability converging to
1 −α. Note that we equally well may define this second interval via {ψ : �1(Dn(ψ))≤ α},
applying the probability transform to read off intervals on the canonical uniform scale.

It follows from the proof of Theorem 2.4 that these intervals are related and indeed
asymptotically equivalent, to the first order. More specifically, the deviance Dn(ψ) and
the square t2n of the pivot tn = √

n(ψ̂ − ψ)/̂κ of (2.13) are equivalent for large n, in the
precise sense that their difference tends to zero in probability. Hence

√
n times the difference

between the right endpoints of the two confidence intervals tends to zero, as does
√

n times
the difference between the left endpoints; see Exercise 2.9.

Example 2.4 Logistic regression for small babies

Suppose one observes whether a certain event takes place or not for each of n independent
occasions, and that the probabilities pi of the event taking place are thought to be influenced
by covariate vector xi associated with the ith experiment. Thus Yi ∼ Bin(1,pi), with Yi equal
to 1 or 0 depending on whether the event occurs or not. The logistic regression model takes

pi = p(xi)= H(xt
iβ), where H(u)= exp(u)

1 + exp(u)
.

The likelihood function is

Ln(β)=
n∏

i=1

{
pi if yi = 1

1 − pi if yi = 0

}
=

n∏
i=1

pyi
i (1 − pi)

1−yi ,

leading to log-likelihood function


n(β)=
n∑

i=1

{yi logpi + (1 − yi) log(1 − pi)} =
n∑

i=1

[
yix

t
iβ− log{1 + exp(xt

iβ)}
]

and to a well-defined maximum likelihood estimator β̂, and so forth.
Let us illustrate this for a dataset pertaining to n = 189 mothers where the event in

question is that the newborn baby weighs less than 2500 g; see Hosmer and Lemeshow
(1999) and Claeskens and Hjort (2008). We carry out logistic regression analysis on the
basis of covariate information x2, the mother’s weight (in kg) prior to pregnancy; x3,
the mother’s age at giving birth; x4, an indicator for the mother being ‘black’; x5, an
indicator for the mother being ‘other’ (i.e., neither ‘black’ nor ‘white’); and x6, an indicator
for the mother being a smoker or not (we let for simplicity of notation x1 = 1 for all
individuals, so that the preceding formulae hold with a six-dimensional β). Figure 2.2
displays the estimated logistic probability curve for having a small child as a function of
the mother’s weight, along with the 189 data points yi (suitably jittered to make them visible
in the diagram). Figure 2.3 pertains to a focussed analysis for the parameter p0 = H(xt

0β)

with x0 = (1,50,23.238,1,0,1)t, corresponding to a black, smoking mother of weight 50
kg and average age. The maximum likelihood estimate is p̂0 = H(xt

0β̂) = 0.672, which
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Figure 2.2 The probability of having a baby weighing 2500 g or less, as a function of the
mother’s weight before pregnancy, as fitted via logistic regression (nonsmokers, solid line;
smokers, dashed line). The 130 cases of yi = 0 (not a small child) and 59 cases of yi = 1 (small
child) are marked in the diagram with a bit of jittering to make the individual cases visible.
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Figure 2.3 The left panel displays the profile log-likelihood function for p0, the probability that
a black smoking woman of average age at giving birth and of weight 50 kg before pregnancy
will have a baby below 2500 g. The right panel displays the consequent profile deviance curve
2{
n,prof(̂p0)− 
n,prof(p0)}, along with horizontal dotted lines to identify confidence intervals for
p0 with coverage level 0.50, 0.90, 0.95, 0.99.
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may be computed directly from the global maximum likelihood estimates, but the profile
log-likelihood function shown in Figure 2.3 provides more information (cf. the discussion
around Theorem 2.4). It involves computing for each value p0 the maximum of 
n(β)

over all β for which xt
0β = H−1(p0); see Exercise 2.8. The log-likelihood profile and

deviance functions become more skewed and asymmetric when x0 moves away towards
the extremes of the covariate space. We note that the probability of having a small baby is
higher for mothers who smoke; the estimate 0.672 for black smokers is lowered to 0.417 for
nonsmoking black mothers of the same age and weight. This difference is illustrated further,
exploiting the same dataset, in Exercises 3.12 and 8.8.

2.5 Bayesian inference

Bayesian analysis of parametric models follows a rather different paradigm than what
is summarised in the preceding text from the frequentist and Fisherian viewpoints. This
different mindset affects both the conceptual and practical sides of how to go about and then
interpret results.

When faced with data Y = yobs modelled via some parametric family fjoint(y,θ),
frequentists and Bayesians view the role of the parameter θ in different ways. For the
frequentist there is a well-defined but unknown true θ0 governing the data-generating
mechanism; for the Bayesian, uncertainty about the parameter before the new data are
considered is quantified via a probability distribution, the so-called prior, say π(θ), on the
parameter space. This leads via the Bayes theorem to the posterior distribution

π(θ |data)= π(θ)L(θ)∫
π(θ ′)L(θ ′)dθ ′ , (2.21)

with L(θ) = fjoint(yobs,θ) the likelihood function, cf. (2.1). In particular, the posterior
distribution is proportional to the product of the prior and the likelihood; the denominator of
(2.21), which is also equal to the marginal distribution fjoint(y) computed at y = yobs, is just
a normalising constant making (2.21) a probability density. Using the Bayes theorem is not
difficult or controversial per se, as long as one accepts or finds sufficient reason to view θ as
a random variable on par with the data; this crucial start step remains, however, a tricky one
and is still contested by many statisticians and other scientists, depending on the context.

Example 2.5 Bayesian analysis of Poisson counts

For a simple illustration of the above, assume observations Y1, . . . ,Yn are independent from
Pois(θ). The maximum likelihood estimator of θ is the sample mean θ̂ = Ȳ , with mean θ
and variance θ/n. Assume now that θ is given the Gamma(a,b) prior, with suitably elicited
prior parameters (a,b), perhaps to reflect prior views on the mean and standard deviation of
θ (which may then be set equal to the appropriate formulae a/b and a1/2/b for the mean and
standard deviation of the Gamma distribution, to solve for a and b). Then a simple exercise
using (2.21) shows that θ |data ∼ Gamma(a+ nȳ,b+ n). In particular, the posterior mean is
θ̂B = (a + nȳ)/(b + n).
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In the preceding example, Bayesian confidence intervals, which are traditionally called
credibility intervals, may be read off, say

In(
1
2α,1 − 1

2α)= [G−1( 1
2α,a + nȳ,b + n),G−1(1 − 1

2α,a + nȳ,b + n)],
with G(u,c,d) and G−1(p,c,d) the distribution function and its inverse for the Gamma(c,d)
distribution. Note the different interpretation at play here – the aforementioned interval is
seen as having P{θ ∈ In(

1
2α,1 − 1

2α) |data} = 1 − α, with data fixed at yobs and θ random,
whereas the frequentist interval is seen as random with the parameter fixed at its true but
unknown value.

Quite remarkably, there are general results showing in various ways that Bayesian and
frequentist inferences become more and more similar as the sample size increases, with
the growing dataset ‘washing out the prior’. This is easily illustrated in the setting of
Example 2.5. First, the two estimators

θ̂ = ȳ and θ̂B = a + nȳ

b + n

are close, not only both converging to the true value parameter θ0 under a setup the
data actually follow the Pois(θ0) model, but also in the first-order large-sample sense of√

n(θ̂ − θ̂B)→pr 0, implying that they have identical limit distributions. Indeed one finds
that √

n(θ̃ − θ0)→d N(0,θ2
0 )

for both of these estimators, and regardless of the prior parameters (a,b) involved in the
prior. Second, the collection of frequentist confidence intervals agrees more and more
with that of the Bayesian credibility intervals, in the precise sense that

√
n{upF(α)−

upB(α)}→pr 0, with upF and upB the confidence or credibility upper limits for the frequentist
and Bayesian intervals, and for any α (hence also for the lower limits).

One general result along these lines is the so-called Bernshteı̆n–von Mises theorem,
valid for any parametric model under mild regularity conditions, as follows. Assume
independent observations Y1, . . . ,Yn follow some parametric model f(y,θ) with θ0 being
the true parameter. We saw in Theorem 2.2 that

√
n(θ̂ − θ0)→d Np(0,J(θ0)−1), for θ̂ the

maximum likelihood estimator. The Bayesian mirror version of this statement is that if we
start with any prior π(θ), then the posterior distribution π(θ |data) is such that

√
n(θ − θ̂ ) |data →d Np(0,J(θ0)

−1) (2.22)

takes place, with probability 1. One also has
√

n(θ̂− θ̂B)→pr 0, so (2.22) holds also with θ̂B

replacing θ̂ .
In particular, the theorem demonstrates how accumulating data ‘wash out the prior’,

inviting also the ‘lazy Bayesian’ strategy, which is to bypass the trouble of converting one’s
supposed prior knowledge into a precise prior and go straight to the approximate posterior
distribution θ |data ≈ Np(θ̂ , Ĵ−1/n) afforded by the theorem. In this perspective the Bayesian
arrives at the asymptotic joint confidence distribution using Theorem 2.2, and is arguably
just a frequentist applying a prior-free recipe for reaching inference statements.

Importantly, Theorem 2.2 generalises to more complicated models, such as regression
models, event history models with censored data and situations with moderate dependence.
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There are difficulties when the data volume is not large compared to the parameter
dimension, and Bernshteı̆n–von Mises theorems often do not hold in nonparametric
situations; see Hjort (2003) and Hjort et al. (2010, Chapter 1).

2.6 Related themes and issues

In the preceding text we have summarised some of the main methods and results from
first-order likelihood theory. These are indeed broadly applicable and a lasting success
story, as, for example, witnessed by their prominent role in various statistical software
packages. Routine applications involving say logistic or Poisson regression analyses, or
output from survival analysis programmes, basically rest on the large-sample approximation
methodology discussed in these earlier sections of this chapter.

There are various important follow-up themes and pertinent issues, however, when it
comes to both statistical interpretation of such output and the accuracy of approximations
involved. In this section we point to and briefly discuss some of these issues and themes,
basically pertaining to (1) precision of the implied approximations; (2) what happens
when the model is not correct; (3) robust alternatives to likelihood procedures and (4)
model selection. These are indeed broad themes, each deserving book-length investigations.
Some further discussion and follow-up details are placed in appropriate sections of our
Appendix.

Precision and modifications

In the preceding text we have developed and shown the broad applicability of a machinery
essentially based on what is called first-order large-sample theory. The basic results have
to do with approximations to the normal distribution (via the central limit theorem and
relatives along with the delta method), and to the chi-squared distribution (often via
Taylor expansions of functions where the first term vanishes). Generally speaking, the
resulting approximations tend to work decently well, for most models being smooth in their
parameters, as long as the sample size n is moderate or large compared to the dimension p
of the parameter space.

In various situations the implied approximations may not work well for small or moderate
sample sizes, however, and there is room for corrections, modifications, transformations,
including a third or fourth term in expansions, and so on. Such ideas have given rise to
broad bags of tricks, of different complexity and sophistication. These include the themes
of Bartlett corrections, saddlepoint approximations, transformation families, bootstrapping
with further corrections and amendments, prepivoting, Edgeworth expansions, and so
on. The tools may be collectively referred to as second-order methods, or small-sample
asymptotics, where the aim is to go from approximation order 1/

√
n to 1/n for probabilities

computed from normal approximations, and often from 1/n to 1/n2 for those probabilities
computed via chi-squared type approximations.

These methods have a long history in probability and statistics, and collectively have
great merit for, broadly speaking, contributing on two fronts. The first is that such methods
may produce more accurate estimators, confidence intervals and tests, such as when an
initial estimator is improved upon by debiasing, and so on. The second is that methods
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may lead to more accurate descriptions of relevant probability distributions, in their turn
yielding more precise confidence limits and critical values for test statistics. It follows that
such methods are of relevance and importance also for our frameworks and aims, involving
construction and fine-tuning of confidence distributions and curves. We return to this broad
topics and some of the more practically successful methods in Chapter 7.

Likelihood behaviour outside model conditions

In the preceding text and elsewhere we employ various inference methods that for their
interpretation and fine-tuning rely on the basic start assumption that the model used is in
fact correct. This is of course a rather questionable assumption. In applied statistics it is
fair to state that one tacitly or not lowers the conceptual ambition level somewhat, adopting
the attitude that the model employed offers an adequate approximation to the perhaps more
complicated reality – as the popular maxim attributed to G.E.P. Box has it, ‘all models are
wrong, but some are useful’ (cf. Box and Draper 1987, p. 74). Statisticians also safeguard
against wrong models by diagnostic checks and goodness-of-fit tests, or by selecting a model
among various candidates using an appropriate model selection criterion; see the discussion
that follows.

It is nevertheless important to understand how certain inference procedures perform,
such as those built around the likelihood function, outside of model conditions. Luckily
the situation turns out to be better than the worst case scenario one could have imagined,
namely ‘when a model is not correct, none of the methods developed for analysing it make
sense’. Basically, for a parametric model indexed by θ , the maximum likelihood estimator
θ̂ aims at a quite sensible parameter value θ0, the one giving the smallest distance from
truth to parametric approximation, and there are still adequate normal approximations to its
distribution.

The precise nature of this least false parameter value is explained more carefully in
Section A.5, along with the proper generalisations of the basic theorems 2.2 and 2.4.
Basically, where one for these theorems needed a single matrix J = J(θ0) to describe the
behaviour of the maximum likelihood estimator, on the home turf of the parametric model,
we now need two matrices, say J and K. In Section A.5 in our Appendix we show

√
n(θ̂ − θ0)→d Np(0,J−1KJ−1) (2.23)

involving the so-called sandwich matrix J−1KJ−1; under model conditions J = K and we
are back to Theorem 2.2. This also has consequences for estimators of focus parameters
and for setting confidence intervals for these, and so on. There is an extended version of
(2.12), which again says

√
n(ψ̂−ψ0)→d N(0,κ2) but with a modified definition of the limit

variance, namely κ2 = wtJ−1KJ−1w. With an appropriate estimate for this model agnostic
variance parameter, we may again form an approximately standard normal pivot,

√
n(ψ̂ −

ψ0)/̂κ . Thus we are secured confidence intervals, and so on, but now for the least false focus
parameter as opposed to the true focus parameter. Similarly there is a proper generalisation
of Theorem 2.4, leading to a wider understanding of the behaviour of the deviance statistic,

Dn(ψ0)→d kχ2
1 with k = wtJ−1KJ−1w

wtJ−1w
.
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This invites using a suitable

D∗
n(ψ)=

Dn(ψ)

k̂
= ŵt̂J−1ŵ

ŵt̂J−1K̂̂J−1ŵ
Dn(ψ) (2.24)

as a model robust sandwich modified deviance statistic, for which we again have a χ2
1 limit.

Here ŵ = ∂a(θ̂)/∂θ . The methods and results here generalise with the appropriate efforts to
regression models; see again Section A.5, where we also give the estimators Ĵ and K̂ needed
here to form the empirical sandwich matrix Ĵ−1K̂̂J−1.

Robust parametrics

The previous subsection offered one view of parametric models used rather conservatively,
without having to assume that the model used is at all correct. Such use comes at a price,
though, typically leading to a loss of efficiency should the model be correct or approximately
correct. Here we argue a different and complementary perspective, where the model is kept
but with estimation and inference methods modified, from a direct likelihood apparatus to
certain parallels that work almost as well under model conditions but that afford a significant
improvement regarding model robustness. The methods we shall discuss are particularly
valuable when it comes to the influence of outliers, as such are known to hamper the
application of maximum likelihood estimators and associated analyses. We shall also point
to a weighted likelihood method that offers a context- and user-defined weight function for
taking into account that some parts of the sample space might be more important than others.

The BHHJ divergence method. The first general robustification procedure we point to
here is based on the so-called BHHJ divergence measure, from Basu, Harris, Hjort, Jones
(1998) and Jones, Hjort, Harris, Basu (2001). Here the distance from the true underlying
density g to the parametric approximation fθ = f(·,θ) is quantified as

da(g, fθ )=
∫

{f1+a
θ − (1 + 1/a)gfθ

a + (1/a)g1+a}dy. (2.25)

The integrand here is always nonnegative and equal to zero only in points or intervals
where the parametric fθ is identical to g. Thus (2.25) may be seen as a (directed) distance
function, from a fixed g to the approximation fθ , with the distance being equal to zero
only if g = fθ for almost all y. The a is a positive tuning parameter. If a = 1 one has the
L2 distance

∫
(g − fθ )2 dy, and when a goes to zero the da tends to the Kullback–Leibler

divergence
∫

g log(g/fθ )dy associated with maximum likelihood methods. Essentially, using
da with a small a, with estimation methods to be described later in this section, and also in
the Appendix, affords significant improvements regarding robustness and resistance to the
otherwise too strong influence of outliers while losing very little in efficiency. Importantly,
the method is general in nature and may be applied for any given parametric model, also for
higher-dimensional data. One may, for example, use the BHHJ method for obtaining robust
estimates of the mean vector and covariance matrix of a multinormal distribution.

To develop an estimation procedure associated with da(g, fθ ), note that the last term
(1/a)

∫
g1+a dy does not depend on θ , so if we can estimate the two first terms and then

minimise over θ we have a sensible minimum distance type procedure. The canonical
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criterion function is

Hn(θ)=
∫

f1+a
θ dy − (1 + 1/a)n−1

n∑
i=1

f(yi,θ)
a + 1/a, (2.26)

and the da estimator is the parameter value θ̂ = θ̂ (a), which minimises this function. The
last term 1/a does not really matter and may be omitted; its presence is merely cosmetic
in that Hn relates more smoothly to its log-likelihood limit as a grows small. Specifically,
Hn(θ) now tends to −n−1
n(θ), and the da estimate θ̂ (a) tends to the maximum likelihood
estimate θ̂ML, as a → 0.

Using the BHHJ divergence method is not meant solely for protection against outliers
and so on for a given parametric model, but may be used also when it might be expected
that this model is not fully accurate. The interpretation then is that θ̂ aims at the least false
parameter value θ0 minimising (2.25), that is, rather than the ‘true’ parameter value. There
are sandwich matrix limit theorems involving

√
n(θ̂ − θ0) →d Np(0,J−1

a KaJ−1
a ), say, and

where these matrices may be estimated from data. This leads to results for robust estimation
of focus parameters, robust deviance type statistics, and so on. See Section A.6 for details
and worked out illustrations, and also for generalisation of these methods to regression type
models.

When working with a focus parameter ψ = φ(θ) it is also convenient to construct a
profile criterion function,

Hn,prof(ψ)= min{Hn(θ) : φ(θ)=ψ}.
This is identical to Hn(ψ , χ̂(ψ)) when θ is decomposed into (ψ ,χ), and where χ̂(ψ) is the
da estimator of χ for given ψ . Following and parallelling the arguments used in the proof of
Theorem 2.4, using also w = ∂φ(θ0)/∂θ , one may prove that

Hn,prof(ψ0)= Hn(θ̂)+ 1
2 min{(θ − θ̂ )t̂Jn(θ − θ̂ )}+ opr(n

−1/2)

= Hn,prof(ψ̂)+ 1
2

(ψ0 − ctθ̂ )2

wt̂Jnw
+ opr(n

−1/2),

under the true density g for which ψ0 = a(θ0) is the associated least false focus parameter.
This further leads to

Dn,a(ψ0)= 2n{Hn,prof(ψ0)− Hn,prof(ψ̂)} →d
(wtJ−1

a U )2

wtJ−1
a w

. (2.27)

Because this limit is of the form kaχ
2
1 , with ka = wtJ−1

a KaJ−1
a w/wtJ−1

a w, care must be
exercised when using the profile plots, and it may be easiest to display the modified version

D∗
n,a(ψ)=

Dn,a(ψ)

k̂a

= ŵt̂J−1
a ŵ

ŵt̂J−1
a K̂âJ−1

a w
2n{Hn,prof(ψ0)− Hn,prof(ψ̂)}, (2.28)

which is secured a χ2
1 limit. Here k̂a plugs in the required estimates of Ja and Ka; see

Section A.6 for details.
We note that this generalised deviance function is somewhat different from that of (2.24).

The latter is constructed from sticking to the log-likelihood function of the model, with
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maximum likelihood estimates and so forth, but then modifying the deviance function to
account for the possibility that the model used might not be correct. The (2.28) version,
however, operates with a prerobustified log-likelihood function, and also involve matrices
Ja and Ka different from the J and K of (2.24). When the tuning parameter a goes to zero,
this latter version tends to the former.

The weighted likelihood method. The general likelihood modification method we point
to here is about weighting the different contributions to a log-likelihood function, via an
appropriate weight function over the sample space. Such a nonnegative w(y) offers the
practitioner the possibility of flagging some areas of the sample space as more important
than others, when it comes to fitting the model. We note first that it does not do to simply
use

∑n
i=1 w(yi) log f(yi,θ), as this would lead to inconsistent estimators. However,

d(g, fθ )=
∫

w(y)
[
g(y) log

g(y)

f(y,θ)
−{g(y)− f(y,θ)}

]
dy (2.29)

is a well-defined divergence measure, just as for (2.25); it is nonnegative and equal to
zero only when g is identical to fθ . We see that minimising d(g, fθ ) over the parameter is
equivalent to maximising

∫
w(y)g(y) log f(y,θ)dy−ξ(θ), where ξ(θ)= ∫

w(y)f(y,θ)dy. The
natural estimation method associated with minimising an empirical version of d(g, fθ ) is
therefore to maximise


∗n(θ)=
n∑

i=1

{w(yi) log f(yi,θ)− ξ(θ)}. (2.30)

When w(y) is constant we recover the Kullback–Leibler divergence and the maximum
likelihood procedure. As for the BHHJ method there are theorems describing the behaviour
of the estimator θ∗ maximising the weighted log-likelihood 
∗n. First, θ∗ converges in
probability to the appropriate least false parameter value θ0 minimising (2.29). Second,√

n(θ∗ − θ0) tends in distribution to a multinormal Np(0,J−1
w KwJ−1

w ), with appropriately
defined matrices Jw and Kw, which may be estimated from data. There is an often small
amount of lost efficiency, if the parametric model happens to be perfect, depending on the
choice of the w(y) function. See again Section A.6 for details and further discussion.

In the chapters ahead we shall partly utilise general likelihood theory under model
conditions, as summarised in earlier sections of the present chapter, to construct confidence
distributions and confidence curves for focus parameters, and so on. Importantly, these
likelihood based methods may be properly robustified, using the preceding minimum
divergence methods, that is, based on estimators associated with (2.26) and (2.30). How
this is achieved is sketched in Section A.6.

Model selection

The preceding sections have focussed on various general principles and methods for
analysing data using a given parametric model, such as a gamma distribution for survival
times or a Poisson regression model for count data. We have also discussed what happens
with the likelihood machinery if the model is not fully correct and given recipes for
robustified inference. A crucial issue remains, however – that of coming up with a suitable
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model in the first place. This is clearly a broad topic with several themes, from utilising
physical or biological laws or any relevant experience to goodness-of-fit testing, from
paradigms of compromise between complexity and fitness to stretching the borderline
between parametrics and nonparametrics. For discussion and illustrations of some of these
broader themes we refer to Davison (2003), Cox (2006) and Hjort et al. (2010). Here we shall
describe some of the more frequently used information criteria for selecting among several
candidate models. This is also a spectacularly broad topic; for example, see, Claeskens
and Hjort (2008), but we shall essentially limit attention here to three of the more popular
and versatile model selection methods, associated with the acronyms AIC, BIC, FIC. We
are content in this subsection to give the basic formulae, with a fuller discussion and more
details in Section A.7.

Consider a situation in which different parametric candidate models are put up for a
given dataset y1, . . . ,yn. For each model maximum likelihood fitting may be carried out,
leading both to actual maximum likelihood estimates and to say 
j,max, the maximal value of
log-likelihood function 
j(θj) associataed with model j. Two information criteria of interest
are then

AIC = 2
j,max − 2pj and AIC∗ = 2
j,max − 2̂p∗
j . (2.31)

The two methods balance fit with respect to complexity, and differ in how this complexity
of a model is being measured; see below. One computes AIC or AIC∗ for each candidate
model, and then selects the model with highest score.

Here pj is the dimension of the θj parameter vector of model j, whereas p̂∗
j is a

model robust version of this, typically taking the form Tr(̂J−1
j K̂j). Its role is to estimate

the underlying quantity p∗
j = Tr(J−1

j K−1
j ), involving the two matrices met previously, in

connection with (2.24) and analysis of likelihood methods outside model conditions. The
AIC is the classical Akaike Information Criterion, and AIC∗ the robustified version of this;
see Claeskens and Hjort (2008, Chapter 3). When the model under consideration is correct,
the two matrices are identical, leading to p∗

j = pj and back to the simpler AIC formula.
Often the two criteria lead to reasonably similar ranking lists of the competing models, but
not, for example, in cases where the models under consideration might be far from correct.
Cross-validation methods may be shown to be first-order equivalent to using AIC∗, but not
to AIC per se.

The so-called Bayesian Information Criterion has the form

BIC = 2
j,max − pj logn,

again with n the sample size and pj the number of unknown parameters being estimated via
maximum likelihood. It stems from a certain Laplace approximation to the exact posterior
model probability in a Bayesian formulation of the model selection problem; see Claeskens
and Hjort (2008, Chapter 4) for details and applications. We note that the AIC favours more
complex models than the BIC, since pj logn penalises harder than 2pj as long as n ≥ 8.

The AIC, BIC and various other model selectors work in ‘overall modus’ and provide
a ranking list of candidate models without taking on board any particular intended use of
the final model. This is different for the Focussed Information Criterion (FIC) of Claeskens
and Hjort (2003), Hjort and Claeskens (2003a,b) and Claeskens and Hjort (2008), where the
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crucial point is to reach a ranking list for each given focus parameter. Consider such a focus
estimand, say ψ , that needs to have a clear interpretation across models, say ψ = aj(θj) in
candidate model j. Estimation via model j leads to the estimator ψ̂j = aj(θ̂j). It has a certain
mean squared error, say

rj = Etrue (ψ̂j −ψtrue)
2 = vj + b2

j ,

where vj = Vartrue ψ̂j and bj = Etrue ψ̂j −ψtrue. The subscript indicates that the expectation
operation in question is with respect to the real data-generating mechanism, which is not
necessarily captured by any of the models. The FIC works by estimating these variances
and squared biases, which then lead to

FICj = v̂j + (̂b2
j ).

The latter is meant not to be equal to b̂2
j , where b̂j estimates bias; in fact the estimate of the

squared bias typically starts with b̂2
j and then subtracts a modification term for overshooting.

Clearly the general FIC method as outlined here takes different forms in different setups
and depends also on what is assumed regarding the real model, which may not be captured
by any of the candidate models. Claeskens and Hjort (2003) and Hjort and Claeskens
(2003a,b) provide general FIC formulae for the case of sets of parametric models where
the largest of these is assumed to contain the true model. Various extensions to other setups
are surveyed in Claeskens and Hjort (2008, chapters 6 and 7). The ideas are general enough
to work also in less standard situations and for comparing parametric with nonparametric
models; see Jullum and Hjort (2015).

2.7 Notes on the literature

There are many sources and accounts summarising the main aspects of likelihood theory and
specifically the behaviour of maximum likelihood estimators, see e.g. Barndorff-Nielsen
and Cox (1994), Pawitan (2001), Young and Smith (2005) and Claeskens and Hjort (2008).
The emphasis here, for this and the following couple of chapters, is on the first-order
large-sample results and their uses in general parametric models. As commented upon in
Section 2.6 we shall later on also need to go into the more specialised literature concerning
second and higher order approximations, in Chapter 7. For these higher order methods,
Barndorff-Nielsen and Cox (1979, 1989, 1994), Brazzale et al. (2007) and Brazzale and
Davison (2008) are excellent references. Efron (1982) provides a clear discussion of the
uses of likelihood theory for general decision theory.

For informative accounts of the historical background related to both the emergence
of likelihood and maximum likelihood theory and the initial conceptual and operational
obstacles involved, see, for example, Aldrich (1997) and Hald (1999). The dominant figure
here is Fisher, who in a sequence of papers from Fisher (1912) to Fisher (1922) fleshed
out the essentials of the theory. Hald (1999) is, however, able to trace earlier versions of
maximum likelihood to Gauss (1816) and Edgeworth (1909). The likelihood principle is
discussed in Berger and Wolpert (1984); see also Mayo (2010, 2014) and Helland (2015).

For Wilks theorems about the limiting chi-squared distributions of likelihood-ratio
statistics, the original paper is Wilks (1938), with a long list of later extensions and
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refinements; see again, for example, Barndorff-Nielsen and Cox (1994) and Brazzale et al.
(2007).

Getting rid of nuisance parameters is a recurrent theme. We emphasise the use of profile
likelihoods and conditional likelihoods for such purposes. The method of integrating out
nuisance parameters from likelihoods may be useful also outside the Bayesian contexts;
cf. Berger et al. (1999).

The statistical field was perhaps slow to address the natural questions regarding how
likelihood-based estimators behaved outside the after all narrow conditions of the underlying
parametric models. An early paper here is Huber (1967), later leading to the ‘sandwich
matrix’ for assessing variance and so on; see Hjort (1986a,b) and White (1994). The notion
of ‘least false parameter values’ in terms of minimal Kullback–Leibler distance, also in more
complex models that those with observed independent observations, is due to Hjort (1986a,
1990, 1992). In his review paper Davies (2008) discussed certain limitations of likelihood
theory and ventures as far as claiming ’that ‘likelihood is blind’; this is, however, countered
by Hjort (2008) and other discussants.

Statistics literature has a tradition for writing in terms of ‘nuisance parameters’ and
‘parameters of interest’. The latter is what we call focus parameters, as in Hjort and
Claeskens (2003a), Claeskens and Hjort (2003, 2008) and in various other papers, also
in connection with the FIC of model selection. For an account on model selection issues
and methodologies in general, see Claeskens and Hjort (2008). The Darwin quote given
in Section 2.4, reminding scientists to have a clear focus in the experimental work and
not merely ‘count the pebbles and describe their colours’, is from an 1861 letter to his
friend Fawcett; it is discussed in vivid length in Gould (2003). Other useful maxims to
have on board when it comes to selecting good statistical models for one’s data, and for the
context-driven demands associated with these, include S. Karlin’s “The purpose of models
is not to fit the data, but to sharpen the questions”, see Karlin (1983).

There is a steadily growing list of textbooks on Bayesian statistics, from the more
philosophical to the modern applied sides.

Good general sources include Berger (1985), Gilks et al. (1996), Green et al. (2003),
Gelman et al. (2004), Carlin and Louis (2009). The field has an actively growing
component in the direction of higher- and infinite-dimensional problems, that is, Bayesian
nonparametrics; see Hjort et al. (2010) and its introductory chapter for a general overview.

Robustness has a long tradition in statistics, with Huber (1981) and Hampel et al. (1986)
being classic texts. For the minimum divergence methods discussed in Section 2.6, of
particular relevance for robustifying confidence distributions and so on later in our book,
see Hjort (1994b), Basu et al. (1998), Jones et al. (2001) and Basu et al. (2011) along with,
for example, Beran (1977), Windham (1995) and Claeskens and Hjort (2008, Chapter 2).
Basu et al. (2011) give many of the mathematical details in a clear manner, but stay mostly
inside the realm of observations having the same distribution; for many applications one
would also need the extension to regression models, discussed in our Section A.6. For
a method making it possible to estimate also algorithmic tuning parameters from data,
such as the a parameter of the BHHJ minimum divergence method, see Jullum and Hjort
(2015).

The famous maxim about ‘all models are wrong, but some of them are useful’ is
commonly attributed to G.E.P. Box, though similar statements can be found in earlier
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literature. In Box and Draper (1987, p. 74), he writes: “Remember that all models are wrong;
the practical question is how wrong do they have to be to not be useful.” An elaboration
occurs later in the book (p. 424), “. . . all models are approximations. Essentially, all models
are wrong, but some are useful. However, the approximate nature of the model must always
be borne in mind.” Another relevant and well-known ‘quote’ that appears never to have
been uttered in the way attributed to the thinker, is Einstein’s “Everything should be made
as simple as possible, but no simpler.” An accurate and more nuanced version, from Einstein
(1934, p. 165), says “It can scarcely be denied that the supreme goal of all theory is to make
the irreducible basic elements as simple and as few as possible without having to surrender
the adequate representation of a single datum of experience.” Its spirit and implied attitude
towards model selection is somehow the same as that of the following exchange, after the
1782 premiere of KV 384 in Wien: Emperor Joseph II: “Gewaltig viel Noten, lieber Mozart.”
Mozart: “Gerade soviel Noten, Euer Majästät, als nötig sind.”

With the advent and rise of efficient and easy-to-use algorithms for travelling through
long lists of alternative models for the same dataset come the ideas of model averaging,
where the final inference rests not merely on the tentatively most appropriate model among
the competitors but as a data-dictated weighted average across some of or all of the
individual models. This often leads to better predictive performance, even when it is harder
to maintain a clear interpretation for individual parameters. A tutorial for Bayesians versions
of such schemes is Hoeting et al. (1999); for applications in biology and econometrics, see
Brandon and Wade (2006), Hansen (2008) and Cheng and Hansen (2014). Frequentist model
averaging methods are pursued and investigated in Hjort and Claeskens (2003a,b, 2006),
Claeskens and Hjort (2008), Liang et al. (2011) and Liu (2015).

Exercises

2.1 Invariance properties for maximum likelihood: Suppose a data vector Y has joint density
function fjoint(y,θ) in terms of a parameter vector θ .

(a) Let Y ∗ = T (Y ) be a one–one transformation of data (such as taking the logarithm of all data
points). Show that Y ∗ has density

f∗joint(y
∗,θ)= fjoint(T

−1(y∗),θ)|∂T −1(y∗)/∂y∗|

and that the maximum likelihood estimator θ̂ remains the same, whether calculated on the basis
of Y or Y ∗.

(b) Suppose next that the parameter vector is transformed, from θ to γ = g(θ), for some
one–one transformation g. Show that the maximum likelihood estimate of γ is g(θ̂), i.e. γ̂ML =
g(θ̂ML).

(c) Let Y1, . . . ,Yn be i.i.d. from the normal model (μ,σ 2). Find the maximum likelihood
estimators for the two model parameters, and also for the quantities (i) α = E exp(Y ), (ii)
the cumulative F(y)= P{Y ≤ y} and (iii) the quantile F−1(p).

2.2 The Fisher information matrix: For a given parametric family f(y,θ), the Fisher information
matrix J(θ) of (2.3) is a central quantity, along with its inverse; cf. Theorem 2.2 and the
Cramér–Rao information inequality (2.4). Assume f(y,θ) has two derivatives in θ , that the
support of the distribution (the smallest closed set with probability one) does not depend on θ ,
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and that enough extra regularity is present to secure that derivatives of
∫

h(y)f(y,θ)dy may be
taken inside the integral sign.

(a) Show from taking the derivative of
∫

f(y,θ)dy = 1 that the score function (2.2) has mean
zero, that is, Eθu(Y ,θ)= 0.

(b) Then show by taking a second derivative the so-called Bartlett identity (2.3), giving two
expressions for the Fisher information matrix J(θ).

(c) For the case of a one-dimensional parameter θ , take also the third derivative of
∫

f(y,θ)dy =
1 and put up the resulting identity.

2.3 Fisher information calculus: For the following specified models, find the Fisher information
matrix and its inverse. You may also in each case explicitly verify the Bartlett identity (2.3) by
giving two calculations to find J(θ).

(a) The binomial (n,θ) model.

(b) The normal model (μ,σ 2), (i) for σ known and μ unknown; (ii) for μ known and σ
unknown and (iii) for both parameters unknown.

(c) The Poisson model with parameter θ .

(d) The gamma model (a,b) with density {ba/�(a)}ya−1 exp(−by) for y> 0.

(d) The Weibull model (a,b) with cumulative distribution function 1 − exp{−(ay)b}.
(e) The mixture model f = (1 − p)f0 + pf1, with known density components f0 and f1 but
unknown mixture parameter p.

2.4 The Cramér–Rao lower bound: Suppose a parametric model of the form f(y,θ) is used for
data Y (perhaps a vector), with score function u(y,θ)= ∂ log f(y,θ)/∂θ and Fisher information
matrix J(θ).

(a) Consider first the case of a one-dimensional θ . Assume T = T (Y ) is any unbiased estimator
of θ , so that EθT (Y ) =

∫
T fθ dy = θ . Show that covθ {T ,u(Y ,θ)} = 1. Deduce from this that

1 ≤ (Varθ T )1/2J(θ)1/2 and hence that Varθ T ≥ 1/J(θ).

(b) Assume more generally that EθT (Y )= h(θ). Show that Varθ T (Y )≥ h′(θ)2/J(θ).

(c) Then consider the multidimensional case, and assume T = T (Y ) is unbiased for θ , so that
EθTj(Y )= θj for j = 1, . . . ,p. Show that

Varθ

(
T

u(Y ,θ)

)
=

(
Varθ T Ip

Ip J(θ)

)
.

Use this to deduce that Varθ T ≥ J(θ)−1.

(d) Consider then the case of potentially biased estimators, say EθT (Y )= θ + b(θ). Show that

Varθ T ≥ {Ip + b′(θ)}tJ(θ)−1{Ip + b′(θ)},

where b′(θ)= ∂b(θ)/∂θ is the p × p matrix with components ∂bi(θ)/∂θj.
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2.5 Pivots: Here we construct pivots piv(y,ψ) based on data from some familiar parametric
models, with y denoting the dataset and ψ the focus parameter in question. Note that one does
not necessarily have to find the distribution of the pivots explicitly, as long as one demonstrates
that their distributions do not depend on the parameters.

(a) Assume Y1, . . . ,Yn are i.i.d. from the normal (μ,σ 2) model, with empirical mean and
standard deviation μ̂ and σ̂ . Show that the functions

piv1(y,μ)= μ̂−μ
σ̂/

√
n

, piv2(y,μ)= Mn −μ
iqr

, piv3(y,σ)= log σ̂ − logσ

are pivots, with Mn being the median and iqr the interquartile range of the data, and y denoting
the data vector.

(b) Suppose Y1, . . . ,Yn are i.i.d. from the exponential model with density θ exp(−θy). Show
that θ Ȳn and θMn are pivots, with Ȳn and Mn the sample average and sample median.

(c) Generalise the previous result to the case in which the observations are i.i.d. from the
Weibull with cumulative function 1 − exp{−(ay)b}, with known parameter b. Show that aȲn

and aMn are pivots.

(d) Let Y1, . . . ,Yn be i.i.d. from the uniform distribution on [0,θ ]. Show that Y(n)/θ and Ȳn/θ

are pivots, with Y(n) the biggest data point.

(e) Let then Y1, . . . ,Yn be i.i.d. from the uniform distribution on [a,b], with unknown start- and
endpoint of the interval. Show that Rn/(b − a) is a pivot, with Rn = Y(n)− Y(1) the range of the
data points.

2.6 Profile likelihood for normalised mean parameter: Consider the normal model N(μ,σ 2) for
i.i.d. data Y1, . . . ,Yn; cf. Example 2.3, where we exhibited the profile log-likelihood functions
for parameters μ and σ . For the following questions, find a suitable dataset, or simulate one
of a reasonable size, to compute and display profile log-likelihood functions and deviance
functions, for the indicated parameters.

(a) Carry out this for the parameters ψ = μ/σ , 1/ψ = σ/μ, and the coefficient of variation
σ 2/μ.

(b) Then consider the cases of F(y0)= P{Yi ≤ y0} =�((y0 −μ)/σ), for fixed threshold y0, and
the quantile F−1(p0), for fixed p0. Find again the log-profile likelihood and deviance functions.

2.7 Log-profile likelihood asymptotics: For Example 2.3, verify via suitable direct arguments that
there are χ2

1 limits for the deviance statistics Dn(ψ0), in each of the cases considered in that
example. Similarly carry out such analysis for the other focus parameters worked with in
Exercise 2.6.

2.8 Profile likelihoods for logistic regression: Consider the dataset for 189 mothers and babies
examined in Example 2.4. For a given focus parameter of the type p0 = P{small baby |x0} =
H(xt

0β), with H(u) = exp(u)/{1 + exp(u)} the logistic transform and x0 a given vector of
covariates, construct a programme that computes and displays the profile log-likelihood
function


prof(p0)= max{
(β) : xt
0β = H−1(p0)}.

Show that H−1(p0)= log{p0/(1 − p0)}. Construct versions of Figure 2.3.
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2.9 The classic confidence intervals: Assume Y1, . . . ,Yn are i.i.d. from some f(y,θ) with focus
parameter ψ = a(θ). Recipes (2.19) and (2.20) both lead to asymptotically correct confidence
intervals. We shall learn here that the difference between the two vanishes for large n.

(a) Compute CIn,1 and CIn,2 explicitly for the case of the N(μ,σ 2) model, and ψ =μ being the
mean parameter. Show that the two intervals are identical.

(b) Then follow the two recipes for the case of ψ = σ , where the two recipes give different
answers, with upper endpoints Un,1 and Un,2, say, for given confidence α. Show that

√
n(Un,1 −

Un,2)→pr 0.

(c) Show the same result for the case of intervals for θ based on observations from the
exponential model with density θ exp(−θy) for y ≥ 0.

(d) Then attempt to demonstrate the general result that with CIn,1 = [Ln,1,Un,1] and CIn,2 =
[Ln,2,Un,2], √

n(Ln,1 − Ln,2)→pr 0 and
√

n(Un,1 −Un,2)→pr 0.

2.10 Minimisation exercises for profile log-likelihoods: Results from the following exercise are
utilised in Theorem 2.4. Consider a quadratic form Q(θ)= (θ−a)t B(θ−a), where a ∈R

p and
B is a symmetric positive definite p × p matrix.

(a) Use, for example, Lagrange multipliers to show that the θ minimising Q(θ) under the linear
side constraint wtθ = d is equal to

θ0 = a + d − wta

wt B−1w
B−1w.

(b) Deduce that indeed

min{(θ − a)t B(θ − a) : wtθ = d} = (d − wta)2/(wt B−1w).

(c) Suppose θ̂ is multinormal Np(θ ,�) with mean parameter unknown but variance matrix �
known. Find the profile log-likelihood function for a linear combination parameter ψ = wtθ ,
where w is known. Show that the deviance statistic becomes D(ψ)= (ψ̂−ψ)2/(wt�w), where
ψ̂ = wtθ̂ . Demonstrate also that its distribution is that of an exact χ2

1 .

2.11 Profile log-likelihoods for several parameters: The key concepts related to profile
log-likelihoods and deviance functions of Section 2.4, along with methods and results, may
be lifted from one-dimensional to higher-dimensional focus parameters. Specifically, if a
model with a p-dimensional parameter θ gives rise to the log-likelihood funciton 
(θ), and
ψ = a(θ) is such a focus function of dimension say q, then the profile log-likelihood function is

prof(ψ)= max{
(θ) : a(θ)=ψ}, and D(ψ)= 2{
prof(ψ̂)−
prof(ψ)} is the associated deviance
function, just as with (2.14) and (2.16).

(a) Suppose as in Exercise 2.10 that θ̂ ∼ Np(θ ,�) with a known �. Consider a q-dimensional
focus parameter, linear in θ , say ψ = Wθ with W a q × p parameter of rank q ≤ p. Find
the minimiser of (θ − θ̂ )t�−1(θ − θ̂ ) under the constraint Wθ = ψ , and derive from this the
q-dimensional deviance function

D(ψ)= (ψ̂ −ψ)t(W�Wt)−1(ψ̂ −ψ).
Show that this has an exact χ2

q distribution.

(b) Suppose data Y1, . . . ,Yn are i.i.d. from a model with density f(y,θ) and that the true
parameter θ0 is an inner point in its p-dimensional parameter region. Let ψ = a(θ) be a
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q-dimensional focus parameter, with q ≤ p. Use arguments and techniques similar to those
in Section 2.4 to reach the Wilks theorem, that Dn(ψ0)→d χ

2
q under the true model, where

ψ0 = a(θ0).

2.12 Deviance and two approximations: As in Section 2.2, consider the full model deviance statistic
Dn(θ) of (2.7), along with the alternatives

D′
n(θ)= n(θ̂ − θ)t̂J(θ̂ − θ) and D′′

n(θ)= n(θ̂ − θ)tJ(θ)(θ̂ − θ).
These two may be viewed as approximations to Dn but are also bona fide constructions in their
own right.

(a) For y from the binomial (n,p), find formulae for the three functions, and display them,
for chosen and perhaps low values of n. Set up a little simulation experiment to ascertain that
the implied approximate 90% confidence intervals have coverages close to the intended level.
Comment on other findings.

(b) Carry out a similar experiment for the exponential case, finding formulae for and displaying
the real deviance Dn and the two approximations D′

n and D′′
n .

(c) Then consider the Cauchy case, with density (1/π){1+(y−θ)2}−1. For the case of five data
points equal to −3.842,−3.284,−0.278,2.240,3.632, later looked at in Example 4.6, display
Dn(θ) and its two approximations. Repeat this with other simulated data sets, and comment on
the general behaviour.
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Confidence distributions

This chapter develops the notion of confidence distributions for one-dimensional
focus parameters. In this one-dimensional case confidence distributions are Fisher’s
fiducial distributions. Confidence intervals are spanned by quantiles of the confidence
distribution and one-sided p-values are cumulative confidences. Thus confidence
distributions are a unifying form for representing frequentist inference for the parameter
in question. Relevant graphical representations include the cumulative confidence
distribution as well as its density, and the confidence curve, each providing a statistical
summary of the data analysis directly pertaining to the focus parameter. We develop and
examine basic methods for extracting exact or approximate confidence distributions from
exact or approximate pivots, as well as from likelihood functions, and provide examples
and illustrations. The apparatus is also developed to work for discrete parameters.

3.1 Introduction

The framework for the present chapter is the familiar one for parametric models, pertaining
to observations Y stemming from a statistical model Pθ with θ belonging to some
p-dimensional parameter region . In Chapter 2 we summarised various basic classical
methodologies for such models, emphasising methods based on the likelihood function. We
also paid particular attention to the important type of situation is which there is a natural and
typically context-driven focus parameter ψ of interest, say ψ = a(θ), and provided methods
and recipes for inference related to such a ψ , including estimation, assessment of precision,
testing and confidence intervals.

The purpose of the present chapter is to introduce one more general-purpose form
of inference, that of confidence distributions for focus parameters under study. As such
the chapter relates to core material in the non-Bayesian tradition of parametric statistical
inference stemming from R. A. Fisher and J. Neyman. Confidence distributions are the
Neymanian interpretation of Fisher’s fiducial distributions; see also the general discussion
in Chapter 1.

Confidence distributions are found from exact or approximate pivots and from likelihood
functions. Pivots are functions piv(Y ,ψ) of the data and focus parameter with a distribution
that is exactly or approximately independent of the parameter; cf. Definition 2.3. Pivots are
often related to likelihood functions, and a confidence distribution might then be obtained
either from the pivot or from the likelihood. Furthermore, a given confidence distribution
might be converted to an exact or approximate likelihood function, a topic we return to
in Chapter 10. Part of the material in the present chapter may be said to be old wine in

55
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new bottles; see, for example, Cox (1958), Fraser (1966, 1998) and Efron (1998), all of
whom discuss some of the fundamental ideas, with further references to the literature in
Section 3.9. The wine is, however, a good one and we hope the new bottling will promote
and stimulate its use. In Chapter 5 we shall also develop an apparatus for loss functions
for confidences with implied notions of risk functions and power functions for different
confidence distribution constructions, leading also to Rao–Blackwell and Neyman–Pearson
type results for such. These results are in particular applicable for the exponential family
and for generalised linear models, studied in Chapter 8. The emphasis here and in the
following chapters is on demonstrating the power of frequentist methodology, in the tapping
of confidence distributions and confidence likelihoods.

Confidence intervals and p-values are the primary forms of statistical reporting in the
scientific literature. The close relationship between p-values and confidence intervals allows
a unification of these concepts in the confidence distribution. A confidence distribution
for a focus parameter ψ is calculated from the data within the statistical model. The
cumulative confidence distribution function, C , provides C(ψ0) as the p-value when testing
the one-sided hypothesis H0 : ψ ≤ψ0, whatever value ψ0 takes. On the other hand, any pair
of confidence quantiles constitutes a confidence interval [C−1(α),C−1(β)] with degree of
confidence β−α.

Distributions are eminent for presenting uncertain information. Much of the attraction of
the Bayesian approach lies in the use of distributions as the form of presenting information,
for example, prior and posterior distributions. Fisher (1930) introduced fiducial probability
distributions as an alternative to the Bayesian posterior distribution as a form of presenting
what has been learned from the data in view of the model; see Fisher (1973) for his
final understanding of fiducial probability and the fiducial argument. Following Neyman
rather than Fisher in understanding fiducial intervals as confidence intervals, we use the
term confidence distribution, in agreement with Cox (1958), Efron (1998) and others.
Section 3.2 gives basic definitions and properties. Particularly fruitful graphical summaries
are discussed and illustrated in Section 3.3. Then some standard models are treated in
Section 3.5, with further developments in later chapters.

3.2 Confidence distributions and statistical inference

We discussed confidence distributions and their intended roles in Chapter 1, but without
giving clear mathematical definitions. Here we go into the required details, and shall partly
use the machinery of Chapter 2 when developing general recipes for their construction.

Distribution of confidence

Our basic framework is as described in Section 3.1, with data Y having probability
distribution Pθ , with θ belonging to some p-dimensional parameter space. As discussed
and exemplified in Chapter 2 there is often a certain ‘focus parameter’ of particular interest,
say ψ = a(θ), belonging to a finite or infinite interval on the real line. The focus parameter
might also be discrete, such as the population size in ecological studies; see Section 3.8. It is
often convenient to develop methods and present results in the form of θ being decomposed
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as, say, (ψ ,χ), after a reparametrisation if required, with χ = (χ1, . . . ,χp−1)
t denoting the

so-called nuisance parameters.
With inference forψ we shall understand statements of the type ‘ψ >ψ0’, ‘ψ1 ≤ψ ≤ψ2’,

and so forth, where ψ0, ψ1 and so forth are values traditionally computed from the data.
To each statement, we associate how much confidence the data allow us to have in the
statement. In the Neyman tradition, the degree of confidence is specified in advance, and the
intervals follow. The confidence distribution works the other way around. For each interval
it yields the associated degree of confidence. There are various parallel routes to a proper
definition of ‘distribution of confidence’, via either tests and p-values or via confidence
intervals, as we shall see. We start out examining a reasonably simple situation, where the
analysis will motivate general constructions and definitions to come.

Example 3.1 Confidence for an exponential parameter

Consider a setup with independent observations Y1, . . . ,Yn stemming from the exponential
distribution θ exp(−θy) on the positive halfline; suppose in fact that n = 10 with observed
average Ȳobs = 0.345. The log-likelihood function is


(θ)= n(logθ − θ Ȳ ),

with consequent maximum likelihood estimator θ̂ = 1/Ȳ . Here we would reject the
hypothesis θ ≤ θ0 in favour of the alternative θ > θ0 if θ̂ is large enough. The associated
p-value is Pθ0{θ̂ ≥ θ̂obs}, with θ̂obs = 1/Ȳobs the observed estimate. It appears natural to use
the observed p-value, now viewed as a function of θ0, to express confidence in [0,θ0].

Since θ̂/θ is a pivot (cf. Definition 2.3), with a distribution function, say G, not depending
on the parameter, we find

C(θ)= Pθ {θ̂/θ ≥ θ̂obs/θ} = 1 − G(θ̂obs/θ).

Since in fact θYi = ei is a unit exponential, and 2ei ∼ χ2
2 , we find that θ̂/θ = 1/ē has

distribution function G(u)= 1 −�2n(2n/u) in terms of the cumulative distribution function
�2n of the χ2

2n distribution, leading to

C(θ)= �2n(2nθ/θ̂obs).

This cumulative distribution of confidence is displayed in Figure 3.1. Its quantiles are

θα = C−1(α)= θ̂obs�
−1
2n (α)/(2n),

and these span confidence intervals; Pθ {θα ≤ θ ≤ θβ}=β−α for all α<β in the unit interval.
In the figure we have tagged the equitailed 0.90 level confidence interval [θ0.05,θ0.95], as well
as what we term the median confidence estimate θ̂0.50 = C−1( 1

2 ).
We reach the same confidence distribution C(θ) if instead of starting with the pivot θ̂/θ

we take the directed likelihood

r(θ)= [
2{
(θ̂)− 
(θ)}]1/2

sgn(θ − θ̂ )
= [

2n{θ/θ̂ − log(θ/θ̂)− 1}]1/2
sgn(θ − θ̂ )
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Figure 3.1 Cumulative distribution of confidence Cn(θ) for an exponential parameter having
observed 10 data points with mean Ȳobs = 0.345; the maximum likelihood estimate is θ̂ML =
2.899. The median confidence estimate θ̂0.50 = 2.803 is tagged on the parameter axis, along with
lower and upper 0.05 quantiles [1.573,4.552].

as the point of departure. This is an increasing function of θ/θ̂ and yields the p-value
function

Pθ0{r(θ)≤ r(θ0)} = Pθ0{θ/θ̂ ≤ θ0/θ̂obs} = C(θ0)

for the θ ≤ θ0 hypothesis.

We may write C(θ)= Cn(θ ,Y ) above, to emphasise the curve’s dependence on the data Y ,
and also on the sample size, if judged useful. The observed curve, computed and displayed
post data (cf. Figure 3.1) is Cn(θ ,Yobs), but it is also the realised outcome of the random
curve Cn(θ ,Y ). We also see that

Pθ {Cn(θ ,Y )≤ u} = Pθ {2nθ/θ̂ ≤ �−1
2n (u)} = u,

by construction. This result does not depend on the particularities of the situation. These
aspects motivate the following general definition.

Definition 3.1 (Confidence distribution) A nondecreasing right-continuous function of
the one-dimensionalψ , depending on the data Y , say C(ψ ,Y ), is the cumulative distribution
function for a confidence distribution for ψ provided it has a uniform distribution under
Pθ = Pψ ,χ , whatever the true value of θ = (ψ ,χ).
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The first to use the term confidence distribution was, to our knowledge, Cox (1958).
For simplicity we write C(ψ) for C(ψ ,Y ) and so forth, keeping in mind that confidence,
confidence quantiles, confidence density and other related objects are stochastic variables
or realisations thereof, after having observed the data. Sometimes it is also useful to write
Cn(ψ), indicating that the confidence distribution in question is based on a sample of size
n. We will often abuse terminology or notation slightly and refer to a C or a Cn as a
confidence distribution function. By the preceding definition, the (stochastic) confidence
quantiles are endpoints of confidence intervals with degree of confidence given by the
stipulated confidence. For one-sided intervals (−∞,ψα], where ψα = C−1(α), the coverage
probability is, in fact,

Pψ ,χ {ψ ≤ψα} = Pψ ,χ {C(ψ)≤ C(ψα)} = Pψ ,χ {C(ψ)≤ α} = α,

while a two-sided confidence interval [ψα,ψβ] has coverage probability β−α, when α and
β are selected in advance.

Whether the scientist has chosen the confidence levels in advance or not is immaterial
when it comes to what confidence should be attached to a statement that a given interval
contains the true parameter value. The confidence distribution summarises all that has been
learned from the data about the parameter under focus, in view of the model, and is not
dependent on the significance level or confidence degree a scientist or data analyst happened
to choose.

Confidence distributions are often found by way of a pivot; cf. Definition 2.3. Having
a uniform distribution independent of the full parameter, a confidence distribution C(ψ)=
C(ψ ,Y ) is indeed a pivot. On the other hand, whenever a pivot piv(Y ,ψ) is available, say
with G(u) = P{piv(Y ,ψ) ≤ u} as its distribution function, we may construct a confidence
distribution. A confidence distribution is in fact a representative of an equivalence
class of pivots that are related by monotone transformations. Occasionally the pivot is
not necessarily monotone in the interest parameter, see, for example, Section 4.6, but
in most regular situations there is monotonicity. If the pivot is increasing in ψ we
take

C(ψ)= G(piv(Y ,ψ)), (3.1)

which indeed is uniformly distributed and is thus the cumulative distribution function of a
confidence distribution for ψ .

Example 3.2 The scale parameter of a chi-squared

A situation parallelling and a bit more general than that of Example 3.1 concerns the case of
Y ∼ θχ 2

ν , with unknown scale parameter θ and known degrees of freedom ν. Here Y/θ is the
natural pivot, with cumulative distribution function �ν(x)= P{χ 2

ν ≤ x}. The transformation
recipe above leads to the confidence distribution

Cν(θ)= 1 −�ν(yobs/θ)
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in terms of the observed value yobs of Y . The α-quantile is

θα = C−1
ν (α)= yobs/�

−1
ν (1 −α),

with [θα ,θ1−α] spanning the natural confidence interval of level 1 − 2α (if α ≤ 1
2 ). The

associated confidence density is

cν(θ)= (∂/∂θ)Cν(θ ,yobs)= γν(yobs/θ)yobs/θ
2 for θ > 0

with the χ2
ν density γν . It is noteworthy that this is different from the likelihood function

γν(yobs/θ)/θ , and thus also different from the posterior distribution when the prior is flat.
With Jeffreys’ prior 1/θ representing noninformativity of a scale parameter, such as θ in this
example, the posterior distribution and the confidence distribution agree.

Exact confidence distributions represent valid inferences in the sense of statistical
conclusion validity (Cook and Campbell, 1979). The essence is that the confidence
distribution is free of bias in that any confidence interval [ψα,ψβ] has exact coverage
probability β−α, for preselected values of α and β. The power of the inference represented
by C is basically a question of the spread of the confidence distribution, an issue we return
to in Chapter 5.

Hypothesis testing and confidence intervals are closely related, as already seen in our
analysis and discussion of Example 3.1. Proving the following relation is instructive;
cf. Exercise 3.3.

Lemma 3.2 (Confidence and p-values) The confidence of the statement ‘ψ ≤ ψ0’ is the
degree of confidence C(ψ0) for the interval (−∞,ψ0], and is equal to the p-value of a test
of H0 : ψ ≤ψ0 versus the alternative H1 : ψ >ψ0.

The opposite statement ‘ψ > ψ0’ has confidence 1 − C(ψ0). Usually, the confidence
distributions are continuous, and ‘ψ ≥ψ0’ has the same confidence as ‘ψ >ψ0’.

Confidence intervals are invariant with respect to monotone transformations, both with
respect to the parameter and the statistic that summarises the data. If a statistician has a
90% confidence interval for ψ , then he also has a 90% confidence interval for exp(ψ),
for example, simply by transforming the endpoints appropriately. A similar property holds
for confidence distributions. Confidence distributions based essentially on the same statistic
are invariant with respect to monotone continuous transformations of the parameter: If ρ =
r(ψ), say, with r increasing, and if Cψ is based on T while Cρ is based on S = s(T ) where
s is strictly monotone, then Cρ(ρ)= Cψ(r−1(ρ)).

The sampling distribution of the estimator is the ex ante probability distribution of the
statistic under repeated sampling, while the confidence distribution is calculated ex post and
distributes the confidence the observed data allow to be associated with different interval
statements concerning the parameter. Consider the estimated sampling distribution of the
point estimator ψ̂ , say, as obtained from the parametric bootstrap. If ψ̂∗ is a random estimate
of ψ obtained by the same method, the estimated sampling distribution is the familiar

S(ψ)= P{ψ̂∗ ≤ψ ; ψ̂} = G(ψ , ψ̂),

say.
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The confidence distribution is also obtained by (theoretically) drawing repeated samples,
but now from different distributions. The interest parameter is, for the confidence
distribution, considered a control variable, and it is varied in a systematic way. When ψ̂
is a statistic for which the hypothesis H0 : ψ ≤ψ0 is suspect when ψ̂ is large, the p-value is
Pψ0{ψ̂∗ > ψ̂}. The cumulative confidence distribution is then

C(ψ)= Pψ{ψ̂∗ > ψ̂ ;ψ} = 1 − G(ψ̂ ,ψ).

The sampling distribution and the confidence distribution are fundamentally different
entities. The sampling distribution is a probability distribution, while the confidence
distribution, ex post, is not a distribution of probabilities but of confidence – obtained from
the probability transform of the statistic used in the analysis.

Being a cumulative distribution function the distribution defined by C(ψ) is formally
a probability distribution. These probabilities are epistemic (degree of belief) rather than
aleatory (representing random variation) (see Hacking [1975] and Hampel [2006]), and we
call them confidence. Sampling distributions and other distributions of aleatory probabilities
are subject to the familiar rules of probability. Confidence distributions, however, do
not obey these rules fully. In Chapter 6 we review the debate over Fisher’s fiducial
argument. Examples are given there showing that the probability distributions obtained
from a confidence distribution are not necessarily epistemic in the sense of being confidence
distributions.

Fiducial distributions were introduced by Fisher (1930) by the quantiles of C(ψ)
determined by (3.1). Fiducial distributions for simple parameters are thus confidence
distributions. Neyman (1934) gave the frequentist interpretation of the fiducial distribution,
which Fisher partly disliked. Efron (1998) discusses this controversy, and supports the use
of fiducial distributions as confidence distributions. We emphasise that our distributions
of confidence are actually derived from certain principles in a rigorous framework, and
with a clear interpretation. The traditional division between confidence intervals on the
one hand and fiducial distributions on the other has in our view been overemphasised,
as has the traditional division between significance testing (Fisher) and hypothesis testing
(Neyman); see Lehmann (1993). The unity of the two traditions is illustrated by our version
of the Neyman–Pearson lemma as it applies to Fisher’s fiducial distribution (confidence
distribution); cf. Sections 5.4 and 5.5. There we also work towards determining canonically
optimal confidence distributions.

Example 3.3 Ratio of scale parameters

Suppose the ratio ψ = σ2/σ1 between standard deviation parameters from two different
datasets is of interest, for which independent estimates of the familiar form σ̂ 2

j = σ 2
j Wj/νj

are available, where Wj is a χ2
νj

. The canonical intervals, from inverting the optimal tests for
single-point hypotheses ψ =ψ0, take the form

[ψ̂/K−1(1 −α)1/2, ψ̂/K−1(α)1/2],
where ψ̂ = σ̂2/σ̂1 and K = Kν2,ν1 is the distribution function for the F statistic
(W2/ν2)/(W1/ν1). Thus C−1(α) = ψ̂/K−1(1 − α)1/2. This corresponds to the confidence
distribution function C(ψ ,data) = 1 − K(ψ̂2/ψ2), which is also obtained from the pivot
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ψ̂/ψ or any transformation thereof, with confidence density

c(ψ ,data)= k(ψ̂2/ψ2)2ψ̂2/ψ3,

expressed via the F density k = kν2,ν1 . See also Section 5.5 for an optimality result for the
confidence distribution used here and Section 7.6 for an excellent approximation based on
bootstrapping of (̂σ1, σ̂2).

We consider further examples and illustrations of confidence distributions below; in
particular we provide confidence distribution methods for the normal model and the linear
regression model in Section 3.5.

Approximate confidence distributions for discrete data

To achieve exact say 95% coverage for a confidence interval based on discrete data is
usually impossible without artificial randomisation. The same difficulty is encountered
when constructing tests with an exactly achieved significance level. One consequence of
discreteness is that the confidence distribution cannot be exact. Because the data are discrete,
any statistic based on the data must have a discrete distribution. The confidence distribution
is a statistic, and C(ψ) cannot have a continuous uniform distribution. Half-correction is a
simple device for achieving an approximate confidence distribution. When T is the statistic
upon which p-values and hence the the confidence distribution are based, half-correction
typically takes the form

C(ψ)= Pψ{T > tobs}+ 1
2Pψ{T = tobs}. (3.2)

Arguments for the half-correction have been given by Stone (1969) and others. Hannig
(2009) found half-correction to be the best continuity correction of his generalised fiducial
distribution for a binomial probability parameter.

For an illustration, let T be Poisson with parameter ψ . The cumulative confidence
distribution is found via (3.2). It may also be differentiated to exhibit the half-corrected
confidence density, which may be done numerically or via a bit of mathematical work which
is seen to lead to the simplification

c(ψ)= 1
2

{ ψ tobs−1

(tobs − 1)!e
−ψ + ψ

tobs

tobs! e−ψ
}

provided tobs ≥ 1, (3.3)

cf. Exercise 3.4. Although the confidence distribution has a discrete probability distribution
ex ante, it is a continuous distribution for ψ ex post.

A confidence distribution depends on the model, not only on the observed likelihood, but
also on the observational scheme. The Bayesian posterior distribution depends on the other
hand only on the observed likelihood (and the prior). Thus, while likelihoodists (Edwards
1992; Royall 1997, etc.) and Bayesians strictly observe the likelihood principle, confidence
inference (inference in the form of a confidence distribution), as with some other forms
of frequentist inference (Barndorff-Nielsen and Cox, 1994, Chapter 2), is in breach of the
likelihood principle. This is illustrated by the Example 3.4.
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Example 3.4 Waiting time in a Poisson process

Continuing the discussion of Example 1.2, let Tx be the waiting time until x points are
observed in a Poisson process with intensity parameter ψ , and let X (t) be the number of
points observed in the period [0, t]. The two variables are respectively Gamma-distributed
with shape parameter x and Poisson distributed with mean ψ t. In one experiment, Tx

is observed to be t. In another, X (t) is observed to be x. As we saw in Example 1.2,
the observed log-likelihoods are then identical in the two experiments, namely 
(ψ) =
x log(tψ)− tψ . Since ψTx is a Gamma distributed pivot with shape parameter x and unit
scale, we have C(ψ , Tx) = �x(ψ t). If, however, the experiment was to observe X (t), the
confidence distribution (with half-correction) is

C(ψ , X (t))= 1 − F(x,ψ t)+ 1
2 exp(−ψ t)(ψ t)x/x! .

Since P{Tx ≥ t} = P{X (t) ≤ x} = F(x,ψ t), the two confidence distributions related to
the same likelihood function are different, and the difference is CTx(ψ) − CX (t)(ψ) =
1
2 exp(−ψ t)(ψ t)x/x!; see Figure 1.1. As noted previously, no nonrandomised exact
confidence distribution exists in the latter experiment.

Example 3.5 Confidence for a binomial probability

For another and simpler example, let Y be binomial (n,θ) and assume Y = yobs is the
observed value. Then the recipe leads to

C(θ)= Pθ {Y > yobs}+ 1
2Pθ {Y = yobs}

= 1 −
yobs∑
y=0

(
n

y

)
θ y(1 − θ)n−y + 1

2

(
n

yobs

)
θ yobs(1 − θ)n−yobs .

This is a perfectly smooth curve and with a well-defined confidence density c(θ). For
a connection to so-called generalised fiducial inference, along with some discussion, see
Example 6.4.

Example 3.6 Confidence for a geometric distribution parameter

We throw a die repeatedly until we get a 6 and repeat this experiment 5 times. We needed to
throw respectively 6, 4, 3, 19, 2 times. Each of the 5 random variables involved follows the
geometric distribution (1−θ)y−1θ , with θ the probability of having a 6. The sum Z =∑5

i=1 Yi

is sufficient, with Pascal or negative binomial distribution

f(z,θ)=
(

z − 1

4

)
(1 − θ)z−5θ5 for z = 5,6,7, . . . .

Here Z has mean 5/θ and low values of Z signal large values of θ . The preceding recipe
leads to the confidence distribution

C(θ)= Pθ {Z < 34}+ 1
2Pθ {Z = 34}.

Numerical derivation of this curve yields the confidence density c(θ) for θ .
In Figure 3.2 such curves are depicted after the 1st, 2nd, 3rd, 4th and 5th

experiment; as more data are collected the confidence distributions and curves become
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Figure 3.2 We throw a die until we succeed in having a 6, and repeat the experiment 5
times, with results 6, 4, 3, 19, 2. The figure displays the resulting confidence densities of θ ,
the probability of having a 6, as per Example 3.6, after the 1st, 2nd, 3rd, 4th and 5th experiment.
As more data are collected, the confidence density becomes tighter.

tighter. The 90% confidence intervals are respectively [0.009,0.424], [0.038,0.413],
[0.068,0.425], [0.044,0.229], [0.060,0.253], of lengths 0.415,0.375,0.357,0.185,0.193.

The statistical experiment described here led to k = 5 observed 6 in a total of z = 34
throws with the die. The resulting likelihood is proportional to (1 − θ)29θ5 and is identical
to that of a different statistical experiment, the binomial one in which the number of times
z the die is thrown is decided in advance but the number of successes k is random. Just as
with Example 3.4 we here have a situation where likelihood analyses must yield the same
results; in particular, a Bayesian taking part in or observing these two experiments must
reach the very same posterior distribution for θ (as long as she starts with the same prior,
which she should, as it is the same die and the same θ). We do reach two different confidence
distributions, however; see Figure 3.3.

We will return to the relationship between likelihoods and confidence distributions in
Chapter 10.

Fisher (1930) was concerned about the discreteness of his fiducial probability for discrete
data. Neyman disposed of the problem by having his confidence level α be the minimal
converage probability; that is, the confidence interval CI in question should satisfy Pψ{ψ ∈
CI}≥α for allψ . One could also consider an upper confidence level β such that α≤ Pψ{ψ ∈
CI} ≤ β for all ψ . Shafer (1976) and other authors have discussed a mathematical theory of
evidence based on lower and upper probabilities; see Section 15.2. We, however, follow
Stone (1969) along the ‘middle road’ using the halfway confidence level 1

2 (α+β); see also
Berry and Armitage (1995).
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Figure 3.3 With the same number of throws and the same number of observed 6 as in Figure 3.2
(see Example 3.6), we have identical likelihood and hence identical posteriors starting with any
prior, but the confidence densities stemming from negative binomial (solid curve) and binomial
(dashed curve) experimental protocols are different.

3.3 Graphical focus summaries

In this section we examine natural graphical summaries associated with the confidence
distribution for a given focus parameter. There are basically three such.

The first is the cumulative confidence distribution itself, say

C(ψ0)= confidence of {ψ ≤ψ0}. (3.4)

From its defining property follows also that C(ψ2)−C(ψ1) is the level of confidence given
to [ψ1,ψ2]. The C(·) curve is by ex post construction a cumulative distribution function,
possibly of mass less than 1, and is an informative inference summary.

The confidence distribution also has a density function, which we term the confidence
density and becomes another useful focus summary, in that densities often are easier to
‘read’ and compare than cumulatives:

c(ψ)= ∂C(ψ)/∂ψ = C ′(ψ). (3.5)

Its interpretation is delicate, however; it does represent the density of a certain random
distribution function, but there is no naturally defined random variable that is distributed
according to this density. We view the confidence density c as a useful graphical focus
summary but do not intend to employ it as such for further probability calculations, apart
from the implied interval assessments of the type C(ψ2)− C(ψ1). The density shares some
similarities with the posterior density emerging from a Bayesian analysis, but the distinction
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is a clear and crucial one. The Bayesian curve describes a bona fide probability distribution
for θ – if one is ready and able to accept and implement the Bayesian start argument,
which is that of eliciting a genuine prior density for the full parameter vector of the model.
The confidence density is more of a convenient graphical summary of the distribution of
confidence.

The third canonical graphical curve for representing the distribution of confidence is the
confidence curve, introduced by Birnbaum (1961),

cc(ψ)= |1 − 2C(ψ)| =
{

1 − 2C(ψ) if ψ ≤ ψ̂.50,

2C(ψ)− 1 if ψ ≥ ψ̂,50,
(3.6)

where

ψ̂0.50 = C−1( 1
2 ) (3.7)

is the median of the confidence distribution, an important estimator in its own right, which
we term the median confidence estimator. The confidence curve has the property that all
confidence intervals can be read off, in a manner somewhat more convenient than with the
cumulative C curve. Solving cc(ψ) = α gives two solutions, here denoted ψlow(α) to the
left of the median confidence estimate and ψup(α) to the right, for which

C(ψlow(α))= 1
2 (1 −α) and C(ψup(α))= 1

2 (1 +α),
which leads to

confidence of [ψlow(α),ψup(α)] = α.

To illustrate these graphical summaries, consider the case of an i.i.d. sample Y1, . . . ,Yn

from the normal distribution, with the focus on the standard deviation parameter σ . We use

σ̂ 2 = (n − 1)−1
n∑

i=1

(Yi − Ȳ )2 which is distributed as σ 2χ2
ν /ν,

with ν = n − 1; this empirical standard deviation σ̂ is also the most traditionally employed
point estimate of σ in this model. Here σ̂ 2/σ 2 ∼ χ2

ν /ν is a natural pivot, with cumulative
distribution function �ν(νx2), writing again �ν for the cumulative distribution function of
the χ2

ν . This leads to confidence distribution function, confidence density, and confidence
curve

C(σ )= 1 −�ν(νσ̂ 2/σ 2),

c(σ )= 2γν(νσ̂
2/σ 2)νσ̂ 2/σ 3, (3.8)

cc(σ )= |1 − 2C(σ )| = 2| 1
2 −�ν(νσ̂ 2/σ 2)|.

Figure 3.4 displays these three curves (the cumulative confidence distribution, the
confidence density, the confidence curve, in panels (a), (b), (c)) in a situation where n = 10
and with empirical standard deviation σ̂ equal to 2.345. For the panel (a) with the cumulative
distribution we have tagged the median confidence estimate (2.436) and the equitailed 90%
confidence interval (1.710 to 3.858), via the formula

σα = σ̂ {ν/�−1
ν (1 −α)}1/2
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Figure 3.4 The three canonical confidence plots associated with a confidence distribution are
here displayed in panels (a) (the cumulative confidence distribution C), (b) (the confidence
density c) and (c) (the confidence curve cc), for the standard deviation parameter σ based on
a sample of size n = 10 from the normal distribution. The empirical standard deviation is 2.345
and is tagged with a thin linewidth in each of the four panels. The median confidence estimate
2.436 is tagged in the (a) and (c) panels, along with the 0.05 and 0.95 quantile points 1.710 and
3.858. Panel (d) displays the deviance plot based on the profile log-likelihood, with minimum
value zero at σ̂ML = 2.225; this is also the maximum confidence point for the confidence density
of panel (b), and is tagged by a thick linewidth in panels (b) and (d).

for the confidence quantiles; for some of the details here see Exercise 3.7. The σ̂ = 2.345
estimate is tagged as well, actually in each of the four panels, with thinner linewidth than the
other tagged quantities. For panel (b) with the confidence density the maximum confidence
estimate is tagged; this is the value of the parameter that maximises the confidence density.
On this occasion this estimate is identical to the maximum likelihood estimate σ̂ML = 2.225;
see again Exercise 3.7 for details. For panel (c) with the confidence curve the median
confidence estimate and equitailed 90% confidence interval are again tagged, as for panel
(a). Finally included in the figure’s panel (d) is the deviance function

Dn(σ )= 2{
n,prof(̂σML)− 
n,prof(σ )},
which by construction touches its minimum value zero at the maximum likelihood estimate
σ̂ML. We note that the usual first-order approximation to the confidence curve based on
the deviance is cc∗(σ ) = �1(Dn(σ )), which here produces an adequate but not perfect
approximation to the exact confidence curve cc(σ ) given in panel (c).
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Figure 3.5 The same confidence curve cc(σ ) as for panel (c) of Figure 3.4 (solid curve), now
displayed alongside five simulated confidence curves cc∗(σ ) stemming from simulated datasets
drawn from the same distribution. The true value σtrue = 2.0 is also indicated in the diagram with
a vertical line.

To complement this discussion we offer a short list of additional remarks.

A. The confidence distribution, and consequently graphs C , c, cc and deviance D, are
random ex ante, but computed and displayed after observing the data (ex post). Figure 3.5
displays the same cc(σ ) curve as in Figure 3.4 (panel (c)), based on the observed empirical
standard deviation σ̂obs = 2.345 from a normal sample of size n = 10, but now accompanied
by five more cc∗(σ ) curves, obtained by simulating five sets of normal samples of the
same size and with the same underlying standard deviation parameter (equal to σtrue = 2.0,
actually). As for the cumulative confidence distribution C , the crossing of a random
confidence curve and the vertical at the true value of the parameter happens at a height
that has a uniform distribution over the unit interval.

B. The effect of having more data is to increase the ‘tightness’ of the confidence
distribution; the cumulative distribution function curve C is steeper, the density curve c
has smaller spread, the confidence curve cc has a sharper cusp and indeed confidence
intervals are shorter. It is useful to carry out some simulation exercises to see this sample
size dependency in action; cf. Exercise 3.6.

C. For nondiscrete data, the median confidence estimator (3.7) has the appealing property
that

Pθ {ψ̂0.50 ≤ψ} = 1
2 = Pθ {ψ̂0.50 ≥ψ}

for all θ . The same ψ̂0.50 = C−1( 1
2 ) is reached, regardless of which scale one may have

used to work with the underlying pivot, as follows from invariance under monotone
transformations. In the case of the normal σ investigated in the preceding, for example, one
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arrives at the same expression and numerical value for σ̂.50, whether one starts with σ̂ 2/σ 2,
or σ̂ /σ , or log σ̂ − logσ , and so forth. Median unbiasedness is in fact an invariant property,
while the traditional mean unbiasedness property is not invariant to curved transformations.
Note that the median of the median confidence estimator is the true value of the parameter.
The situation is slightly more complicated for discrete data, as with the half-correction (3.2).

D. For a given situation, with data modelled in a certain parametric fashion, there may
easily be different confidence distributions for a focus parameter. Strictly speaking we
must therefore term the ψ̂0.50 of (3.7) the median confidence estimator associated with the
confidence distribution under study. In various situations, though, there will be a reasonably
canonical and in fact optimal confidence distribution, as we shall see, in which case it makes
sense to talk about the unique median confidence estimator.

E. Confidence distributions for vector parameters are developed and discussed in
Chapter 9. Except for special cases, these will not be distributions over the full Borel-sigma
algebra and the temptation to treat the confidence density as an ordinary probability density
must be resisted. One is, for example, not in a position to derive marginal confidence
distributions by integration. The marginal may, however, in various cases be a good
approximate confidence distribution.

F. The types of confidence distributions we have encountered so far, and in fact for
most of the cases considered later on this chapter, have all been ‘typical’ in a couple of
senses. They have been based on or related to pivots being naturally monotone in the
focus parameter; have grown smoothly from zero to one over the natural range of this
parameter; and have led to or been associated with well-defined confidence intervals that
grow smoothly with the coverage probability. There are situations with a different type of
solutions, however; see Section 4.2 for cases in which the confidence distribution has a
point mass at some boundary point and Section 4.6 for the case of a ratio of two means
parameters.

3.4 General likelihood-based recipes

In Section 2.4 we utilised Theorems 2.2 and 2.4 about large-sample likelihood behaviour
to reach two general recipes for confidence interval constructions, for any focus parameter
ψ = a(θ); cf. (2.19) and (2.20). We shall now expand on these to arrive at corresponding
recipes for full confidence distributions. Both theorems involve large-sample distribu-
tional approximations and give by their nature methods that are asymptotically correct.
Finite-sample corrections of various kinds may be needed for fine-tuning and improvements,
which is the general topic of Chapter 7. Their advantage is their broad versatility and
the general relative ease with which confidence distributions can be constructed. In the
following we let ψ̂ = a(θ̂) be the maximum likelihood estimator of ψ = a(θ).

The first recipe starts from Theorem 2.2 and its associated result (2.13) that the
distribution function Gn of

Zn = √
n(ψ − ψ̂)/̂κ

converges to that of the standard normal when ψ is the correct parameter. In this particular
connection the fact that Zn is close to being a bona fide pivot, with distribution function Gn

not depending on the underlying θ , is more important than the statement that Gn happens to
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tend to the distribution function� of the standard normal. Because Zn is increasing in ψ we
derive from earlier discussion the confidence distribution

Cn,1(ψ)= Gn(
√

n(ψ − ψ̂)/̂κ). (3.9)

Here we may either employ the exact distribution Gn, perhaps from a good approximation
via simulation, or use its limit version�. The easy-to-get large-sample approximation to the
confidence distribution is thus �(

√
n(ψ − ψ̂)/̂κ). It is simply a normal distribution centred

at the maximum likelihood estimator and with standard deviation κ̂/
√

n.
The second recipe stems from Theorem 2.4 and the fact that the distribution function Kn

of the deviance Dn(ψ) converges to that of a χ2
1 ; the more pedantically correct statement is

that under the true parameter value θ0, the distribution of Dn(ψ0) = Dn(a(θ0)) tends to the
χ2

1 . The idea is to turn the equitailed confidence intervals {ψ : Dn(ψ)≤ K−1
n (α)} into a full

confidence distribution. Solving Dn(ψ)= K−1
n (α) has two roots, in all well-behaved cases,

and it is easier to complete the construction employing the signed deviance squared root

rn(ψ)= sgn(ψ − ψ̂)Dn(ψ)
1/2. (3.10)

Again it is more vital for the present construction and line of arguments that the signed
square root is close to being a real pivot, with a distribution Hn not depending on θ , than
that Hn also has the standard normal limit. As the signed root statistic is monotone in ψ we
are by the same arguments as earlier led to the approximate confidence distribution

Cn,2(ψ)= Hn(sgn(ψ − ψ̂)Dn(ψ)
1/2). (3.11)

In some cases Hn may be found explicitly or evaluated with full numerical precision. Its
first-order asymptotic approximation corresponds to Hn → � and leads to the simpler
�(sgn(ψ − ψ̂)Dn(ψ)

1/2).
The last confidence distribution is obtained by what we shall call normal conversion,

to be discussed further in Chapter 10. It is also found by simply converting the deviance
function to a confidence curve by the χ 2

1 probability scaling

ccn(ψ)= �1(Dn(ψ)), (3.12)

with �1 the χ2
1 distribution function.

We again point to Chapter 7 for a little bag of tricks with potential for improving on
the general first-order recipes described here. We also note that theory reviewed there
implies that the χ 2

1 approximation of the deviance statistic tends to be better than the normal
approximation to the distribution of the estimator. Consequently we ought to expect the
(3.12) method to produce more accurate confidence curves than those of the (3.9) type.

Remark 3.3 ‘Estimator minus estimand’ versus ‘estimand minus estimator’

There is a noticeable tradition in frequentist statistics literature to think, work and present
methods in terms of ‘estimator minus estimand’, as with Ȳ − μ, the t-statistic tn = (Ȳ −
μ)/(̂σ/

√
n), and so forth. This is clearly merely a minor matter of culture and tradition,

however; we may as easily work with ‘estimand minus estimator’ and derive exactly the
same results if we start fromμ− Ȳ , t∗n = (μ− Ȳ )/(̂σ/

√
n), and so forth. We shall in fact often

choose to ‘turn things around’ in this fashion, preferring to phrase arguments and to derive
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formulae via say Zn = √
n(ψ − ψ̂)/̂κ , as previously, rather than via Z ′

n = √
n(ψ̂ −ψ)/̂κ =

−Zn. This will often save us the unnecessary cumbersomeness and mental energy involved
in turning things around twice, or using two minuses where a single plus suffices. It also
gives arguments and formulae a certain flavour similar to that experienced in the Bayesian
camp, with the focus parameter in direct sight. Thus we reached (3.9) having started with
Gn the distribution of – Zn. Similarly we prefer defining the signed likelihood ratio statistic
as in (3.10), with sgn(ψ − ψ̂) rather than the opposite sign, to have a function naturally
increasing in the focus parameter.

Example 3.7 Women’s versus men’s hazard rates in ancient Egypt

We consider the Egyptian lifelength data from first century B.C., discussed briefly in
Example 1.4; further remarks on their background and analysis are in Pearson (1902).
In Claeskens and Hjort (2008, chapter 2) various parametric candidate models for these
lifelength data were examined, and the best among these was found to be that of modelling
the hazard rates as

h(t)=
{

a1 exp(bt) for men

a2 exp(bt) for women.

This corresponds to a so-called Gompertz model with parameters (a1,b) for the men and
(a2,b) for the women, with density of the generic form

f(t)= h(t)exp{−H(t)} = aexp(bt)exp
[−(a/b){exp(bt)− 1}],

with H denoting the cumulative hazard rate function. The fitted hazard curves are shown
in Figure 3.6. Note that under this model, the hazard rate ratio ψ = a2/a1 is constant over
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Figure 3.6 Gompertz family fitted hazard rates for lifelengths from Roman era Egypt, for the
full population (solid line) as well as for the female (upper dashed line) and male populations
separately. The wiggly curve is a nonparametric estimate of the population hazard rate.
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Figure 3.7 Confidence curve cc(ψ) for the ratio between women’s and men’s hazard rates,
based on the dataset on lifelengths from Roman era Egypt. The maximum likelihood estimate is
1.517, and the 95% confidence interval [1.078,2.122] is tagged, corresponding to the horizontal
dashed line at confidence 0.95.

time. Maximum likelihood estimates for the parameters are (0.0155,0.0235) for (a1,a2) and
0.0021 for b. We now question how precise the consequent estimate of the hazard ratio
is, and for this purpose compute the profile deviance curve D(ψ)= 2{
prof(ψ̂)− 
prof(ψ)},
where


prof(ψ)= max{
(a1,a2,b) : a2/a1 =ψ} = max
a1,b

(a1,a1ψ ,b).

Figure 3.7 displays the confidence curve �1(D(ψ)), from which confidence intervals for
a2/a1 may be read off. The maximum likelihood estimate â2/̂a1 = 1.517 is seen in the figure,
along with the tagged 95% interval [1.078,2.122]. So life was apparently about 50% more
hazardous for women than for men in Roman Egypt; cf. also Exercise 3.10, with further
discussion in Examples 9.7 and 11.1.

3.5 Confidence distributions for the linear regression model

In this section we examine the standard normal model for i.i.d. data and the linear regression
model, from the confidence distribution methodology point of view. A useful preamble to
such methods is the following observation.

The calculation of the confidence distribution is easy when a pivot statistic for ψ is
available, as explained following Definition 3.1 and exemplified further in Section 3.4. As
a fairly typical example, suppose there is an estimator ψ̂ of the focus parameter ψ based on
a sample of size n, along with a scale estimator κ̂ , such that

tn = (ψ − ψ̂)/̂κ is a pivot,
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with cumulative distribution function Gn, say. Its associated confidence distribution then is

Cn(ψ)= Gn((ψ − ψ̂)/̂κ), (3.13)

with confidence quantiles ψα = C−1
n (α) = ψ̂ − κ̂G−1

n (1 − α). Also, its confidence density
and confidence curve are

cn(ψ)= κ̂−1gn(̂κ
−1(ψ̂ −ψ)) and ccn(ψ)= |1 − 2Gn((ψ − ψ̂)/̂κ)|,

respectively, provided Gn has a density gn.

The normal model for i.i.d. data

Suppose Y1, . . . ,Yn are independent and identically distributed (i.i.d.) according to the normal
model with mean μ and standard deviation σ , which we write as N(μ,σ 2). We shall give
confidence distributions for μ and σ , separately. For μ the natural pivot is

tn−1 = μ− Ȳ

σ̂ /
√

n
,

where Ȳ = μ̂ = n−1
∑n

i=1 Yi and σ̂ is the empirical standard deviation, the square root of
(n − 1)−1

∑n
i=1(Yi − Ȳ )2. In fact, tn−1 as just defined famously has a t-distribution with

ν = n − 1 degrees of freedom. From (3.13), then,

Cn(μ)= Gν(
√

n(μ− Ȳ )/σ̂ ),

in terms of the cumulative distribution function Gν of the tν . The accompanying confidence
density is

cn(μ)= gν
(√

n(μ− Ȳ )

σ̂

)√
n

σ̂
.

This summarises the distribution of frequentist confidence for μ and is of course also related
to the familiar confidence intervals Ȳ ± G−1

ν (1 −α) σ̂ /√n.
For σ we may use the chi-squared connection, starting from σ̂ ∼ σ(χ2

ν /ν)
1/2, again with

ν = n − 1, leading to the confidence distribution already worked with in Section 3.3. The
associated confidence quantiles become

σα = σ̂ ν1/2

�ν(1 −α)1/2 .

These span the natural confidence intervals for σ .

Example 3.8 BMI for Olympic speedskaters

At the Vancouver 2010 Winter Olympics, 95 male and 85 female athletes competed in
speedskating events. The official programme notes contained various pieces of information
for nearly all athletes, including not only personal records and earlier achievements but
also their height and weight. We have computed body mass index (BMI, defined as weight
divided by squared height, in kg/m2, and stemming from work by the Belgian statistician
A. Quetelet in the 1840s), for the 94 male and 84 female skaters for whom these data were
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available. To a reasonable degree of approximation these BMI scores follow a Gaussian
distribution, both in the population at large and in these subpopulations of top athletes, for
men and women. The men had (Ȳ , σ̂ )= (23.707,1.106) whereas the women’s figures were
(22.127,1.431). The issue of the BMI for these athletes is of some interest because sports
discussions before and during the games involved speculations that the ice conditions at
the Richmond Olympic Oval could favour ‘lighter and skinnier’ skaters over ‘heavy and
muscular’ ones. Also, there is arguably a larger trend that the best speedskaters today are
less heavily built than those of a generation ago.

Figures 3.8 and 3.9 display the confidence distributions forμ for men and women, and for
σ for men and women, first on the cumulative scale (Figure 3.8, where the median-unbiased
point estimates as well as 90% confidence intervals can be read off) and then on density
scale (Figure 3.9). See also Examples 9.5 and 11.4 for some further BMI discussion for
these athletes.

Of course other focus parameters may be considered, not merely μ and σ separately. As
an example, consider the p-quantile ψ =μ+ zpσ , where zp =�−1(p). Here we may write

ψ̂ = μ̂+ zpσ̂ =μ+ (σ/√n)N + zpσ(χ
2
ν /ν)

1/2,

with N a standard normal independent of the χ2
ν , so that

Wn = √
n(ψ − ψ̂)/σ̂ = (σ/σ̂ )[−N + zp

√
n{1 − (χ2

ν /ν)
1/2}]

= −N + zp
√

n{1 − (χ2
ν /ν)

1/2}
(χ2
ν /ν)

1/2
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Figure 3.8 Cumulative confidence distributions Cn,1(μ) and Cn,2(σ ), for the BMI index of men
(solid line) and women (dashed line), among the speedskaters taking part in the Vancouver 2010
Winter Olympics.
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Figure 3.9 Confidence distribution densities cn,1(μ) and cn,2(σ ), for the BMI index of men
(solid curve) and women (dashed line), among the speedskaters taking part in the Vancouver
2010 winter Olympics.

indeed becomes a pivot. The consequent confidence distribution for ψ becomes

Cn(ψ)= Kn(
√

n(ψ − ψ̂)/σ̂ )
where Kn is the distribution function of Wn. The exact distribution of Wn is complicated
but we may easily simulate say a million independent realisations of Wn and use these to
tabulate or display Cn(ψ) in a graph. This is illustrated for the BMI speedskater data, for
men and women, in Figure 3.10, for the case of the 0.10 quantile. An easier approximation
could instead use the limit distribution of Wn, rather than the exact Kn. One finds indeed that
Wn →d N(0,1 + 1

2z2
p) (see Exercise 3.5).

The linear regression model

Consider the linear regression model, with independent observations of the form

Yi = xi,1β1 +·· ·+ xi,pβp + εi = xt
iβ+ εi for i = 1, . . . ,n, (3.14)

writing β for the p-dimensional regression parameter. It is assumed that the n × p regressor
matrix X , with rows xt

i = (xi,1, . . . ,xi,p), has full rank p. The traditional assumption on the
noise level is that the εi are i.i.d. N(0,σ 2), in which case the n-dimensional response vector
Y has a Nn(Xβ,σ 2In) distribution. The classical least squares estimator is

β̂ = (X t X)−1 X tY =�−1
n n−1

n∑
i=1

xiYi, with �n = n−1
n∑

i=1

xix
t
i,
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Figure 3.10 Cumulative confidence distribution for the 0.10 quantile of the BMI index
distribution for men (solid curve) and women (dotted line), among the speedskaters taking part
in the Vancouver 2010 Olympics.

whereas σ is estimated using σ̂ 2 = Q0/(n − p), where Q0 = ‖Y − X β̂‖2 = ∑n
i=1(Yi − xt

iβ̂)
2

is the residual sum of squares. Standard theory for linear regression says that β̂ ∼
Np(β,σ 2�−1

n /n), under model conditions.
Let us first consider confidence distributions for the βj parameters, for which the

estimator β̂j is distributed as N(βj,k2
j σ

2/n), say, with k2
j the (j, j) diagonal element of �−1

n .
Then

√
n(βj − β̂j)/(kjσ̂ ) is a tν distributed pivot, with ν = n − p; as earlier, Gν denotes the

cumulative distribution function of a tν . It follows from the symmetry of this distribution
and via (3.13) that its confidence distribution is

Cn(βj)= Gν(
√

n(βj − β̂j)/(kjσ̂ )),

with ensuing confidence density of scaled tν form, centred at β̂j. This matches the familiar
confidence intervals β̂j ± tν(1 −α)kjσ̂ /

√
n, where tν(1 −α) is the 1 −α quantile of Gν .

Next we turn our attention to the case where σ , the residual standard deviation, is
the parameter of interest. Then the pivot Q0/σ

2 = νσ̂ 2/σ 2 is a χ2
ν , and the cumulative

confidence distribution is found to be

Cn(σ )= Cn(σ ,data)= P{χ2
ν >Q0/σ

2} = 1 −�ν(νσ̂ 2/σ 2),

where�ν is the cumulative distribution function of the χ2
ν , having density γν . The confidence

density becomes

cn(σ ,data)= γν
(νσ̂ 2

σ 2

)2νσ̂ 2

σ 3
= σ̂ ν

2ν/2�( 1
2ν)
σ−(ν+1) exp(− 1

2νσ̂
2/σ 2).
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The least squares method is widely used for linear and nonlinear regression even when
the residuals are nonnormally distributed and have variable standard deviations. Valid
confidence distributions might then be obtained by bootstrapping the regression and using
the bootstrap distribution of

√
n(βj − β̂j)/(kjσ̂ ).

Interest is often enough focussed on given linear combinations of the βj coefficients,
as opposed to merely on the separate βj themselves. Thus in a simple linear regression
model of the type y = a + bx + ε one would wish confidence inference for the mean value
γ = a + bx0 at a given position x0, for example. Consider therefore in general terms the
parameter γ = xt

0β, under the linear regression model (3.14), for which the maximum
likelihood estimator is

γ̂ = xt
0β̂ ∼ N(γ ,σ 2xt

0�
−1
n x0/n).

The canonical pivot is

t(x0)=
√

n(γ − γ̂ )
k(x0)̂σ

, with k(x0)= (xt
0�

−1
n x0)

1/2,

which in fact has a tν distribution with ν = n − p degrees of freedom, leading to the
confidence density

cn(γ )= gν
(√

n(γ − γ̂ )
k(x0)̂σ

) 1

k(x0)̂σ
.

Comfortingly, the recipe via deviances also leads to exactly the same result. Starting
with the full log-likelihood 
n(β,σ) = −n logσ − 1

2Qn(β)/σ
2, where some algebraic

manipulations yield

Qn(β)=
n∑

i=1

(yi − xt
iβ)

2 = Q0 + n(β− β̂)t�n(β− β̂),

involving the residual sum of squares Q0 as earlier, one finds first the profile log-density for
the β vector alone,


n,prof,all(β)= −n log σ̂ − 1
2n − 1

2n(β− β̂)t�n(β− β̂)/σ̂ 2.

Profiling this further, for γ = xt
0β, means working with


n,prof(γ )= max{
n,prof,all(β) : xt
0β = γ }

= −n log σ̂ − 1
2n − 1

2n
(γ − γ̂ )2
k(x0)2σ̂ 2

;

see Exercise 3.9 for the details. This indeed leads to the profile deviance function

Dn(γ )= 2{
n,prof,max − 
n,prof(γ )} = n(γ − γ̂ )2
k(x0)2σ̂ 2

= t(x0)
2

and to the very same confidence density as derived previously.
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3.6 Contingency tables

Consider a two-way contingency table associated with factors A and B, say, where these
factors have levels respectively 1, . . . ,r and 1, . . . ,s. Suppose one has counted the number of
occurrences Ni,j for which A = i and B = j, with n = ∑

i,j Ni,j the total number of objects
or cases included in the table. Under the assumptions of independence and unchanging
probabilities pi,j = P{A = i, B = j} throughout the sampling, the collection of Ni,j has a
multinomial distribution

f = n!∏
i,j Ni,j!

∏
i,j

p
Ni,j
i,j ,

with maximum likelihood estimates p̂i,j = Ni,j/n. The hypothesis Hind of independence
between the two factors is that pi,j = aibj for all i, j, where

ai = P{A = i} =
∑

j

pi,j and bj = P{B = j} =
∑

i

pi,j.

The classical Pearson test statistic for testing Hind is

Zn =
∑

i,j

(Ni,j − Ei,j)
2

Ei,j
=

∑
i,j

(Ni,j − n̂aîbj)
2

n̂aîbj

,

where âi = ∑
j p̂i,j = Ni,·/n and b̂j = ∑

i p̂i,j = N·,j/n are the estimated marginal probabilities

and Ei,j = n̂aîbj the ‘expected’ number of cases for factor combination (i, j) under Hind. Under
the null hypothesis, Zn converges to and is even for moderate sample sizes close to a χ2 with
degrees of freedom (r − 1)(s − 1).

A more informative analysis than the yes-or-no provided by the usual testing procedure
is to give a full confidence distribution for the associated parameter

γ =
∑

i,j

(pi,j − aibj)
2

aibj
. (3.15)

This parameter measures the degree of dependence in a natural fashion, with independence
being equivalent to γ = 0. The Pearson statistic can be seen as Zn = nγ̂ , where γ̂ is the
estimate obtained from inserting parameter estimates p̂i,j in γ . Since γ = G(p) is a smooth
function of the (rs − 1)-dimensional parameter vector p, where say the last of the pi,j, that
is, pr,s, is omitted, since the pi,j sum to 1, the Wilks Theorem 2.4 holds for the profile
log-likelihood function; cf. the recipes discussed in Section 3.4. Hence the approximate
confidence curve becomes

cc(γ )= �1(Dn(γ )), with Dn(γ )= 2{
n,prof(γ̂ )− 
n,prof(γ )},
involving 
n,prof(γ )= max{
n(p) : G(p)= γ }. There is a confidence point mass at zero. One
may similarly use the confidence distribution machinery to summarise inference for other
smooth parameters of interest, as in the following example.

Example 3.9 Assortative mating according to temper

In his treatise on natural inheritance, Galton (1889) collected data on what might now be
called psychometric characteristics of people. In particular, for each of 111 married couples,
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he courageously classified the husbands and wives into the categories ‘good-tempered’ and
‘bad-tempered’, leading to the following intriguing table:

wife:

good bad

husband: good 24 27

bad 34 26

These data on ‘assortative mating according to temper’ also inspired Yule (1900) to come
up with his Q statistic for two-by-two tables (see Exercise 3.14), along with calculations
related to probable error to help in finding out whether the apparent phenomenon seen in
the table, that “on the whole bad-tempered husbands have good-tempered wives, and vice
versa”, to quote Yule, can be attributed to chance or not.

We apply the preceding apparatus, with N00, N01, N10, N11 the number of couples observed
to be in categories respectively ‘00’ (good, good), ‘01’ (good, bad), ‘10’ (bad, good), ‘11’
(bad, bad), related also to underlying probabilities p0,0,p0,1,p1,0,p1,1, with couples for the
present purposes ordered as (husband, wife). We compute confidence distributions for the
γ = ∑

i,j(pi,j − aibj)
2/(aibj) of (3.15), about the degree of dependence between the factors

‘husband or wife’ and ‘good-tempered or bad-tempered’, displayed in Figure 3.11. The
chi-squared statistic is 1.0199, very close to the expected value under Hind, with point
estimate γ̂ = Zn/n = 0.0092, so the evidence for genuine association is of course weak.
This is also seen in the figure, where confidence intervals above the level of 49% include
the value γ = 0. We have also included confidence analysis of the potentially interesting
parameter

ρ = P(bad husband | good wife)

P(bad husband |bad wife)
= p10/b0

p11/b1
.
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Figure 3.11 Confidence curves cc(γ ) and cc(ρ) for the parameters γ and ρ, for the Galton
(1889) data on good- and bad-tempered husbands and wives.
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The estimate is ρ̂ = 1.195, indicating a slight increase in having a bad husband for a good
wife, compared to that of having a bad husband for a bad wife. As Galton adds, “We can
hardly, too, help speculating uneasily upon the terms that our own relatives would select as
most appropriate to our particular selves.”

3.7 Testing hypotheses via confidence for alternatives

The illustration in Section 3.6, where we gave a full confidence distribution for the
informative parameter γ =∑

i,j(pi,j −aibj)
2/(aibj) rather than merely executing a test for the

hypothesis H0 : γ = 0, illustrates a general principle. Testing hypotheses is and remains an
important part of statistical principles and practice. Summarising the complexities of proper
context, available data and modelling, by just delivering a p-value, which is commonly done
for various branches of applied statistics, can be critisised, however. The point we wish to
emphasise here is the broad usefulness of setting up a clear focus parameter pertinent for
the null hypothesis in question, and then carrying out a confidence analysis for that focus
parameter. Such an analysis will include the famous or infamous p-value too, but only as
part of the broader picture. When climatologists test the null hypothesis that the planet’s
average temperature is not undergoing any change, one wishes to learn more than merely a
‘yes’ on ‘no’ obtained from an isolated analysis.

To illustrate this in a model with simple structure, suppose there are population mean
parameters ξ1, . . . ,ξm for samples taken for m different groups, with estimators ξ̂j ∼
N(ξj,σ 2

j /nj), reflecting sample sizes nj. For simplicity of presentation we take the σj here to
be known, that is, estimated with good enough precision. Then the likelihood is proportional
to exp{− 1

2Q(ξ)}, with

Q(ξ)=
m∑

j=1

nj

σ 2
j

(ξj − ξ̂j)2.

The natural hypothesis to address is that of equality of means, that is, H0 : ξ1 = ·· · = ξm. The
standard test is to reject this when

Q0 = min{Q(ξ) : ξ1 = ·· · = ξm} =
m∑

j=1

nj

σ 2
j

(̂ξj − ξ̃ )2

exceeds the appropriate threshold in the χ2
m−1 distribution, where

ξ̃ =
∑m

j=1(nj/σ
2
j )̂ξj∑m

j=1 nj/σ
2
j

.

This is here equivalent to the likelihood ratio test. But there is more information available
than merely checking whether Q0 is big enough or not and then reporting this finding.

First, one may produce a full confidence distribution for the spread parameter

τ =
{ 1

m − 1

m∑
j=1

nj

n̄

(ξj − ξ̄ )2
σ 2

j

}1/2
,
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as opposed to only caring about whether τ is zero or not. Here n̄ = m−1
∑m

j=1 nj is the average

sample size and ξ̄ = ∑m
j=1 njξj/

∑
j=1 nj is the weighted mean of the ξj. The τ is essentially

the standard deviation of the ξj parameters, as normalised by scale (so that the value of τ
does not change when passing from one scale of measurements to another), with a mild
modification when the sample sizes are not equal. The point is that Q0 has a noncentral χ2

m−1

distribution with noncentrality parameter n̄(m − 1)τ 2, so

C(τ )= Pτ {Q0 ≥ Q0,obs} = 1 −�m−1(Q0,obs, n̄(m − 1)τ 2)

may be computed and displayed. The p-value can be read off as the start point for the
confidence curve, C(0).

Second, in addition to or independently of caring about the H0, one may use the
confidence distribution apparatus to provide inference for any focus parameter ψ =
a(ξ1, . . . ,ξm) of interest. Since the log-likelihood is − 1

2Q(ξ), the deviance for such a ψ
may be expressed as

D(ψ)= min{Q(ξ) : a(ξ1, . . . ,ξm)=ψ} = Q(̂ξ (ψ)),

and as long as a(ξ) is a smooth function, the D(ψ0) is approximately a χ2
1 at the correct

value a(ξ0), hence leading to cc(ψ)= �1(D(ψ)) in the fashion of earlier cases.

Example 3.10 Ancient Egyptian skulls

Thomson and Randall-Maciver (1905) examined thirty skulls from each of five different
Egyptian time epochs, corresponding to −4000,−3300,−1850,−200 and 150 on our
A.D. scale. Measurements x1,x2,x3,x4 have been taken on each of these thirty times five
skulls, cf. figures 1.1 and 9.1 in Claeskens and Hjort (2008), where these data are analysed.
For this illustration we focus on the ξ̂j estimates for the mean of variable x2, across the five
eras. Figure 3.12 displays these estimates, with 90% intervals (left), along with confidence
distribution for τ , with Q0 = 9.958 and p-value C(0)= 0.048 (right), indicating that the x2

has changed mildly over time. The median confidence estimate for the standard deviation
among the five is 0.233. Figure 3.13 gives confidence curves for two parameters related
to the underlying means ξ1, . . . ,ξ5. The first is b1 = (ξ5 − ξ1)/(t5 − t1), the ‘derivative’ of x2

over the millenia, estimated at a −0.787 per millenium, which is significantly less than zero.
The second is simply the mean ξ̄ , estimated at 132.55 mm.

The illustration in Example 3.10 was arguably a simple one, when it comes to the model
being used (normal data with known variances), the spread parameter for measuring the
degree of differences among the five means and the choice of focus parameters (both
being linear in the means, which in fact implies that the deviance statistics have exact χ2

1

distributions). It is important to realise that the machinery works broadly, however, applying
both to general smooth models and to nonlinear focus parameters, at the mild expense
of relying on large-sample approximations rather than on exact distributions. A similar
point is made in Hjort (1988b) in a context of multiple comparisons. The overall message
remains, that statistical inference can be rather more informative than a mere p-value for
homogeneity, in situations where different similar parameters are being compared. This
theme is also related to that of meta-analysis, which we return to in Chapter 13.
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Figure 3.12 Estimates and 90% intervals for the mean parameters ξ1, . . . ,ξ5 of the x2 variables
over time (left), with the confidence distribution C(τ ) for their normalised spread (right). The
p-value for the test of homogeneity is C(0). See Example 3.10.
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Figure 3.13 Confidence curves for two parameters related to the mean parameters ξ1, . . . ,ξ5
of Example 3.10: for the downward trend per millenium b1 and the overall mean b2. Dashed
horizontal lines indicate 95% confidence intervals.
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3.8 Confidence for discrete parameters

Parameters are in most cases real. Some parameters are, however, discrete valued, for
example, the size of a population for which the abundance is to be estimated. When the
space for the discrete parameter is infinite or large, it might be reasonable to extend the space
to a continuum. This was, for example, done when confidence distributions were found for
the number of bowhead whales off of Alaska (Schweder et al., 2010) When the parameter
space is small, however, say having only a few distinct points, the inherent discreteness must
be taken into account.

First let the parameter space be finite, say θ ∈ {1, . . . ,θmax}. This space might be linearly
ordered or not. If ordered, and if S is a one-dimensional statistic that is stochastically ordered
in θ , the natural confidence distribution is

C(θ)= Pθ {S> sobs}+ 1
2Pθ {S = sobs}.

This is also the p-value function for testing θ using S as the test statistic and applying the
usual half-correction. This confidence distribution is not proper unless F(sobs,θmax)= 0.

Example 3.11 Confidence for the binomial n

How many children did the Norse god Odin have altogether? According to mythology he
is known to have had S = 6 sons – Thor, Balder, Vitharr, Váli, Heimdallr, Bragi – with
nothing said about his possible daughters. Assuming the probability of an offspring being
male to be known, p = 0.514, as it has been in Norway in modern times, and assuming
the gender of Odin’s children to be independent, the model is binomial. The parameter n
has (half-corrected) confidence distribution C(n)= 1 − B(6;n,0.514)+ 1

2b(6;n,0.514), see
Figure 3.14. Here B and b denote the cumulative and point distribution for the binomial,
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Figure 3.14 Odin had six boys. This is the confidence distribution for the total number of his
children.
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with the indicated parameters. See also Exercise 3.17 for similar calculations, now taking
also the perhaps apocryphical sons Týr and Höd into account.

Example 3.12 The German tank problem

How large was the German production of tanks during World War II? For June 1940 Allied
intelligence estimated the number of tanks produced to be 1000. An alternative estimate
based on the serial numbers of captured tanks, including the destroyed ones for which the
serial number could be recorded, was 169. Statisticians argued well for their estimate of an
average monthly production of 246 tanks between June 1940 and September 1942. Allied
intelligence estimated tank production as 1400 per month in the same period. After the war
the true number was found to be 245, from the German archives. Gavyn Davies concluded
his 20th of July 2006 column in The Guardian: “Emboldened [by the lower estimates], the
allies attacked the western front in 1944 and overcame the Panzers on their way to Berlin.
And so it was that statisticians won the war – in their own estimation, at any rate.”

The model is as follows. The tanks produced are labelled by serial numbers sequentially,
say IN = {1, . . . , N }, where the population size N is the parameter of interest. The n
captured tanks had serial numbers Y1, . . . ,Yn assumed to be a random sample from IN .
Without any further information on the capture probability, the number of captured tanks
n is not informative of N , except for N ≥ n, and may be assumed given. In the conditional
model X = maxi≤n Yi is sufficient for N , and since the sampling is without replacement,

PN {X ≤ x | n} = (x
n

)(N
n

)−1
. With half-correction the confidence distribution is thus

C(N )= PN {X > xobs}+ 1
2PN {X = xobs} = 1 −

(xobs
n

)(N
n

) + 1
2

(xobs−1
n−1

)(N
n

) .

Figure 3.15 shows the confidence distribution and the confidence histogram for a toy
sample of size n = 3 for N = 20 resulting in x = 10.

Example 3.13 How many 1929 Abel first-day cover envelopes were there?

One hundred years after the death of Niels Henrik Abel (1802–1829), the Norwegian postal
office issued a commemorative stamp and a ‘first-day cover’ envelope honoring him. As the
facsimile of Figure 3.16 indicates, these carry ‘R numbers’ (as in ‘recommended post’). The
system was such that special editions of first-day cover envelopes, such as the Abel one,
had consecutive R numbers, and as soon as one such special edition run was completed the
next one started. Such R numbers are known from a total of five such Abel 1929 envelopes,
from various philatelic sales lists and auctions over the past decades: 280, 304, 308, 310,
328. Any information concerning when these Abelian numbers started and ended appears to
have been lost, however, and the philatelic question is how many were made.

We take these numbers to be a random sample X1, . . . , Xn (without replacement) of size
n = 5 from {a + 1, . . . ,a + N }, with both a and N unknown. We base our inference on
the range Zn = Vn − Un, where Un = mini≤n X i and Vn = maxi≤n X i. Its distribution is seen
to be independent of a, and our confidence distribution, using half-correction in the usual
fashion, is

C(N )= PN {Zn > 48}+ 1
2PN {Zn = 48}. (3.16)
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Figure 3.15 Confidence distribution and confidence point probabilities for population size N ,
in a situation with x, the largest serial number of n = 3 captured tanks, is equal to 10, for the
German tank problem of Example 3.12.

Figure 3.16 A philatelic rarity: A first-day cover envelope with stamps commemorating the
100-year anniversary of Abel’s death. How many such were there?
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To find the required distribution for Zn we first work out the expression

f(u,v)=
(

v − u − 1

n − 2

)/(
N

n

)
for 1 ≤ u, u + n − 1 ≤ v ≤ N ,

for the joint distribution of (U 0
n ,V0

n), where U 0
n and V0

n are as Un and Vn but in the situation
where a = 0. This is the case because there are

(N
n

)
equally likely ways to pick n numbers

out of the N , and the number of ways in which to have one of these at position u another
at position v and all of the remaining n − 2 numbers in {u + 1, . . . ,v − 1} is

(v−u−1
n−2

)
. The

distribution of Zn = Vn −Un is hence

PN {Z = z} =
∑

v−u=z

f(u,v)= (N − z)

(
z − 1

n − 2

)/(
N

n

)
for z = n − 1, . . . , N − 1. This may now be used to compute and display the cumulative
confidence C(N ) of (3.16) and the associated pointwise confidence c(N ); see Figure 3.17.
We note that c(N ) is unimodal, with the highest value at N̂ = 58, and that the median
confidence estimate is N0.50 = 69 (i.e., where C(N ) is closest to 1

2 ). We stress that the
maximum confidence estimate is not identical to the maximum likelihood estimate based on
the Zn statistic; indeed PN {Z = 48} is largest for N = 59. See also Exercise 3.15, where we
find how the results displayed in Figure 3.17 are changed after the philatelists learned of the
existence of three further Abelian numbers in 2012.

Confidence problems concerning the endpoints and range of uniform distributions are
somewhat simpler for the continuous analogues of the models treated in the preceding. In
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Figure 3.17 Cumulative and pointwise confidence, C(N ) and c(N ), for the number of 1929
Abel first-day cover envelopes.
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such cases there are observations Yi independent and uniform on some [a,b]. Exercise 3.16
develops natural confidence distributions for a, b and the range γ = b − a.

Spotting the break points and regime shifts

There are yet other recurring situations in which inference is sought for a discrete parameter.
One such class of problems is associated with identifying the break point in a sequence of
observations, where there is a vast statistical literature; see, for example, Frigessi and Hjort
(2002) for a discussion. The break point in question may reflect a shift in mean, or variance,
or in how the observations are influenced by a covariate. The following illustration gives
the flavour of some of these problems, where a confidence distribution may be constructed
for the break point.

Example 3.14 Estimating a shift point

Suppose independent observations y1, . . . ,yn stem from the N(0,1) distribution for i ≤ n0 but
from the N(δ,1) distribution for i ≥ n0 +1, for simplicity here with the level shift parameter
δ taken to be known. To estimate the break point position n0, consider the log-likelihood
function


n(n0)=
∑
i≤n0

logφ(yi)+
∑
i>n0

logφ(yi − δ)

= − 1
2

(∑
i≤n0

y2
i +

∑
i>n0

(yi − δ)2
)

= − 1
2

n∑
i=1

y2
i + (n − n0)(δȳR − 1

2δ
2),

where ȳR is the mean of observations yn0+1, . . . ,yn to the right of n0. The maximum likelihood
estimate is hence the n0 maximising A(n0) = (n − n0)(δȳR − 1

2δ
2). Figure 3.18 displays a

simulated dataset for which the true break point position is n0,true = 40, estimated here to
be n̂0 = 41 via the criterion function A(n0) displayed in the right panel. The confidence
distribution here is

Cn(n0)= Pn0 {̂n0 > 41}+ 1
2Pn0 {̂n0 = 41},

presented in Figure 3.19. We have computed this by simulating for each candidate value
of n0 104 datasets with 104 consequent realisations of n̂0. The 90% confidence interval
indicated in the figure is 34 – 49. See also Exercises 3.18 and 3.19.

Estimating the number of correct null hypotheses

In genomics and elsewhere where one regularly tests a large number of hypotheses, for
example, the expression level of each of 10,000 different genes for 100 different persons.
When the level of each test is α some of the tests that come out significant are ‘false
discoveries’. Benjamini and Hochberg (1995) showed how to choose the significance level
to control the fraction of false discoveries among the nominally significant outcomes.
Schweder and Spjøtvoll (1982) suggested a graphical method for informally estimating the
number m of true hypotheses. They proposed the estimate m̂ = Np/(1 − p), where Np is the
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Figure 3.18 One hundred observations yi stemming from N(0,1) for i ≤ 40 but from N(δ,1) for
i ≥ 41 (left), here with δ = 1, along with the criterion function A(n0) to estimate the break point,
here found to be n̂0 = 41. See Example 3.14.
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Figure 3.19 Confidence distribution for the break point parameter n0 for the data of Figure 3.18,
described in Example 3.14.
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number of p-values at least p. The rationale is that false hypotheses have small p-values,
assumed less than p.

Assuming now that the tests are independent, Np is binomially distributed with number
parameter m and success probability 1−p, with distribution function B(x;m,1−p) and point
probabilities b(x;m,1 − p). The p-value plot of Np by p is usually linear with a slope less
than 1 to the left, assumed to refer to true null hypotheses. When the value of p is chosen
from the linear part of the plot, the half-corrected confidence distribution for m is thus

C(m)= 1 − B(Np;m,1 − p)+ 1
2b(Np;m,1 − p).

When the individual tests are dependent the binomial distribution does not apply.
Schweder and Spjøtvoll (1982) considered the set of pairwise comparisons of the means in a
one-way analysis of variance with a groups. The a(a−1)/2 tests are not independent. In the
normal model with a common variance in the groups they found the variance τ 2

a,p of Np in
the null case of no group differences. Approximating the distribution of Np with the normal,
the approximate confidence distribution for m is C(m) = �((m(1 − p) − Np − 1

2 )/τa,p).
For the data they considered with a = 17 they chose p = 0.3, giving Np = 18. The
number of true hypotheses was first estimated as 26. This corresponds to a situation with
approximately seven equal groups for which τ 2

7,.3 ≈ 8.9. The confidence distribution is thus

C(m) = �((m · 0.7 − 17.5)/
√

8.9). This confidence distribution is centred slightly to the
right of that based on the binomial distribution, and is a bit wider. It actually has a left tail
stretching below Np; see Figure 3.20.

We shall provide a further illustration of the type of analysis that can be furnished with
such data, with more specific assumptions concerning the tests involved. Suppose the test
statistics yi involved are normal and furthermore for simplicity of presentation that the
situations have been normalised, in such a fashion that yi ∼ N(δi,1), with the null hypothesis
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Figure 3.20 The confidence curve for the number of true hypotheses in the Schweder and
Spjøtvoll (1982) example, based on the normal distribution (upper curve) and on the normal
approximation accounting for dependencies (lower curve).
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in question corresponding to δi = 0. The p-value for test i is then

pi = P0{|N(0,1)| ≥ |yi|} = 1 −�1(y
2
i ), (3.17)

via the cumulative χ2
1 distribution. Thus for m0 of the m cases, yi ∼ N(0,1), and these pi

are simply uniform on (0,1). The values and distribution of the other pi depend on the
characteristics of the nonzero δi.

For our illustration we consider a certain set of m = 100 p-values, displayed after sorting
in Figure 3.21. The task is to draw inference on the number of true hypotheses from these.
We are using a certain estimation method developed by Langaas et al. (2005), working
directly from the set of p-values. For these data it gives m̂0/m = 0.7523, that is, m0 estimated
to 75, when rounding off.

To be able to supplement this point estimate with a distribution of confidence we need
to specify how the nonzero δi are distributed. Here we take these to stem from an N(0,σ 2),
which means that the marginal distribution of yi ∼ N(0,1) for the null cases but yi ∼ N(0,1+
σ 2) for the non-null cases. While the p-values for the true hypotheses follow the uniform
distribution G0(x)= x, the non-null pi values follow the distribution

G1(x,σ)= P{pi ≤ x} = 1 −�1(�
−1
1 (1 − x)/(1 +σ 2)), (3.18)

with density

g1(x,σ)= γ1(�
−1
1 (1 − x)/(1 +σ 2))/(1 +σ 2)

γ1(�
−1
1 (1 − x))

.

Various involved models and methods can be put up and worked with when it comes
to extracting information about the number m0 of untouched uniforms among the m,
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Figure 3.21 The m = 100 p-values described in connection with (3.17) are sorted and plotted,
via the index of i/(m+1), along with the estimated curve (u,G−1(u,σ)) with G as in (3.18). The
estimated number of the underlying null hypotheses being true is m̂0,obs = 75.2298. The dotted
line indicates the i/(m + 1) line, the expected sizes of the p(i) if all hypotheses were true.
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Figure 3.22 Confidence distribution for the number m0 of correct hypotheses out of m = 100,
for the dataset portrayed in Figure 3.21 and discussed in connection with (3.17). The 0.05, 0.50
and 0.95 quantile points are 68, 75 and 95.

including the joint fitting of (m0/m)G0(x)+(1−m0/m)G1(x,σ) to the empirical distribution
function Gm(x) of the p-values; see Exercise 3.20. In addition to displaying the sorted data
points, Figure 3.21 also shows two curves, namely those of (u,G−1

0 (u)) and (u,G−1
1 (u,σ))

corresponding respectively to the grand null hypothesis of all nulls being true and the fitted
model (3.18). Here

G−1
1 (u,σ)= 1 −�1((1 +σ 2)�−1

1 (1 − u)).

For the present illustration we shall, however, be content to find the confidence distribution
for m0 when assuming the non-null δi are as described, with σ = 10. The result is given in
Figure 3.22, with C(m0)= Pm0{m̂0 > m̂0,obs}+ 1

2Pm0{m̂0 = m̂0,obs} computed via simulation.

3.9 Notes on the literature

Confidence distributions “can either be defined directly, or can be introduced in terms of
the set of all confidence intervals at different levels of probability” (Cox, 1958, p. 363),
where the term ‘confidence distribution’ is apparently used for the first time. Stressing
the frequentist interpretation of degree of confidence, Cox interprets the set of confidence
intervals represented by the confidence distribution as expressing our uncertainty about
the parameter in question. This is essentially our epistemic probability interpretation
of confidence distributions. Cox (2013, p. 40) emphasises that confidence distributions
“provide simple and interpretable summaries of what can be reasonably learned from the
data (and an assumed model)”.
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Confidence intervals and degree of confidence were introduced by Neyman (1934), partly
as a response to the fiducial distribution just invented by Fisher (1930). In the discussion
following Neyman (1934), he praised Fisher’s invention. But Fisher remarked that he only
followed ‘Student’, who took the really novel step with his t-pivot and distribution. All he
had done, said Fisher, was to ‘studentise’ a number of analogous problems.

The structural inference of Fraser (1968) is essentially confidence distributions obtained
by invariance reasoning. From Fraser (1961a) and until Fraser (2011), and hopefully
even further, Fraser has been developing and refining his version of confidence inference,
acknowledging its roots in the fiducial theory.

Speaking of Fisher’s biggest blunder – claiming that the fiducial argument would give
more than it actually could deliver (cf. Chapter 6) – Efron (1998, p. 105) used the
term ‘confidence density’. He interprets one-sided confidence limit θ̂[α] as quantiles of
a probability distribution “if we are willing to accept the classical wrong interpretation of
confidence, ‘θ is in the interval (θ̂[0.90], θ̂[0.91])with probability 0.01, and so on’”. Efron is
apparently accepting this probability statement, and is then in line with Cox in the epistemic
probability interpretation of confidence.

For discrete data exact confidence distributions are not available. Stone (1969) suggested
the half-correction as a continuity correction, for example, when approximating a binomial
probability with the normal. Cox (1977) discussed this and other continuity corrections in a
wider context.

We saw in Section 3.2 that the experimental protocol plays a role for the resulting
confidence inference, and that this in certain cases amounts to a clash with the strong
likelihood principle. See in this connection Mayo (2014) and the ensuing discussion. There
are many papers in the literature related to the German tank problem and related themes;
see, for example, Goodman (1954) and Volz (2008). There is also a large and steadily
expanding statistical literature regarding modelling and spotting break points, regime shifts,
discontinuities and so forth; for a general discussion see Frigessi and Hjort (2002). Schweder
and Spjøtvoll (1982) is an early paper on estimating the number of correct hypotheses
among many, where there is now an enormous literature about false discovery rates; see,
for example, Benjamini and Hochberg (1995), Storey (2002) and Langaas et al. (2005).

“In recent years, the confidence distribution concept has attracted a surge of renewed
attention” write Xie and Singh (2013) in their review of the field. This paper and its
discussion by Cox, Efron, Fraser, Parzen, Robert, Schweder and Hjort provide a good
perspective on confidence inference. Nadarajah et al. (2015) also review confidence
distributions, but with more emphasis on examples. Of course the present book is also
contributing to what we argue is the third wave of serious statistical interest in fiducial
and confidence distributions; cf. our historically oriented Chapter 6.

Exercises

3.1 Confidence distributions from log-normal data: Let Y1, . . . ,Yn be i.i.d. from the log-normal
distribution with density

f(y)= 1

yσ
√

2π
exp{− 1

2 (logy −μ)2/σ 2}.
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(a) Find confidence distributions for ψ1 = median(Y ) = exp(μ) and ψ2 = EY/mode(Y ) =
exp( 3

2σ
2) by working out the respective profile likelihoods.

(b) Since logY ∼ N(μ,σ 2), confidence distributions are easy to find for μ and σ , and thus for
ψ1 and ψ2. Compare with the results found in (a).

3.2 Confidence for a derived parameter: The confidence distribution for μ based on Y ∼ N(μ,1)
is C(μ) = �(μ− Y ). What is the confidence for the statement μ(1 −μ) ≤ ψ2? Do you then
have a confidence distribution Cψ for ψ = {μ(1−μ)}1/2? If so, what would be the distribution
of Cψ(ψ0,Y ) when ψ0 = 1

2 ? A contradiction! That confidence distributions for functions of ψ
cannot simply be found from that of ψ is a problem that Fisher was unaware of, as discussed
in Chapter 6.

3.3 A basic lemma: Consider the setup of Example 3.2, where Y ∼ θχ2
ν with known ν and

unknown θ .

(a) Using the confidence distribution constructed there, along with the associated test of θ ≤ θ0
versus θ > θ0, verify the claims of Lemma 3.2.

(b) Then give a proof of Lemma 3.2 for the general rather than specific case.

(c) Find the p-value for a two-sided test of H0 : ψ =ψ0 from C(ψ).

3.4 Half-correction: Suppose Y is Poisson with parameter ψ and that yobs = 10 is observed.

(a) Compute and display the half-corrected cumulative confidence distribution C(ψ) via (3.2).

(b) Then compute and display the half-corrected confidence density, either numerically or by
deriving identity (3.3).

(c) Carry out the same type of computations, and display the resulting curves together with
those above, when there are four more independent Poisson observations 9,16,8,6 with the
same underlying parameter ψ .

3.5 CD inference for quantiles: In Example 3.8 we found a confidence distribution for a quantile
ψ =μ+ zpσ of a normal distribution by using the distribution of a certain pivot Wn. Show that
Wn →d N(0,1 + 1

2 z2
p). Compare the associated exact and approximate confidence distributions

for a few values of n.

3.6 Confidence distributions with varying sample size: Let Y1, . . . ,Yn be a sample from a normal
distribution with standard deviation σ . Simulate such datasets of varying sizes n = 5,10,20,100
to compute and display confidence distribution curves Cn(σ ), cn(σ ), ccn(σ ); cf. Section 3.3.

(a) Compare and summarise how these curves change as a function of sample size.

(b) Compare cn(σ ) to the profile likelihood Ln(σ ).

3.7 Confidence inference for a normal scale parameter: Suppose σ is an unknown standard
deviation parameter, for which an estimator has the familiar property that σ̂ 2 ∼ σ 2χ2

ν /ν. Verify
the results found in (3.8). Find the maximum likelihood estimator, the confidence median
estimator and the maximum confidence estimator.
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3.8 A two-parameter model with a threshold: Suppose Y1, . . . ,Yn are i.i.d. from the model with
cumulative distribution function F(y,a,b)= (y/b)a for y ∈ [0,b].
(a) For b taken known and fixed, show that the maximum likelihood estimator is

â = â(b)=
{
n−1

n∑
i=1

log(b/Yi)
}−1

.

Show that its distribution is that of a2n/χ2
2n, and, in particular that â/a is a pivot. Construct the

associated confidence distribution for a.

(b) Assume now that both parameters are unknown. Show that the maximum likelihood
estimator of b is b∗ = Vn = maxi≤n Yi and that of a is a∗ = â(b∗). Find the distribution of
a∗, and show that a∗/a is a pivot. Construct the confidence distribution for a, and attempt to
determine how much is lost in precision from knowing b to not knowing b.

(c) Find also a pivot for b and use this to construct a confidence distribution for that parameter.

3.9 Confidence for linear combinations of regression coefficients: Assume the residual variance to
be known in a linear normal regression model.

(a) Let ψ = xt
0β for a chosen covariate vector x0. Find a pivot for ψ and thus a confidence

distribution.

(b) Find the profile log-likelihood forψ by Lagrange optimisation. Show that the corresponding
profile deviance is a χ2

1 at the true value, and give the confidence curve based on the profile
deviance. Compare to what you found in (a).

(c) Do (a) and (b) without assuming the residual variance to be known.

3.10 Life in Roman era Egypt: Consider the lifelength data of Example 1.4. A confidence distribution
is sought for the difference in median lifelength. Assuming our sample to be representative,
the parameter δ = median(ymen) − median(ywomen) is estimated by its empirical counterpart
δ̂. Bootstrap each of the two samples and estimate the distribution of δ − δ̂. Argue that this
distribution is likely to be independent of δ and probably also of other parameters behind the
lifelengths. Find an approximate confidence distribution for δ.

3.11 Confidence for a normalised mean parameter: Consider the normal model N(μ,σ 2) for
i.i.d. data Y1, . . . ,Yn; cf. Example 2.3, where we exhibited the profile log-likelihood functions
for parameters μ and σ .

(a) Let the focus parameter be ψ =μ/σ . Find the profile log-likelihood for ψ . Be careful with
the second-degree equation you need to solve. Find the profile deviance function. Check its
distribution at the true value of ψ by simulation. Does it depend on the nuisance parameter?
Do the same for the coefficient of variation θ = 1/ψ = σ/μ. Do the results agree also for small
values of μ?

(b) Then consider the case of focus parameter ψ = P{Yi ≤ y0} = �((y0 −μ)/σ) for a chosen
value y0. Find the profile log-likelihood function, and an approximate confidence distribution.

3.12 Logit and probit regression: The following is partly a follow-up of Exercise 2.8; for further
connections, see also Exercise 8.8. In the following, H(u) is the logistic transform exp(u)/{1+
exp(u)} associated with logistic regression.

(a) Consider the dataset for 189 mothers and babies examined in Example 2.4. For a given focus
parameter of the type p0 = P{small baby |x0} = H(xt

0β), with x0 a given vector of covariates,
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Figure 3.23 Confidence curves cc(p0) for the probability of the mother’s baby being small,
regarding a white mother of weight 50 kg, average age 23.24, for respectively a smoker (solid
line) and nonsmoker (dashed line). The point estimates and 95% intervals in question are 0.374
with [0.252,0.511] and 0.173 with [0.087,0.299].

say a median mother (component-wise), construct a programme that computes and displays the
profile log-likelihood function


prof(p0)= max{
(β) : xt
0β = H−1(p0)},

using the programme you developed in Exercise 2.8. Show that H−1(p0) = log{p0/(1 − p0)}
and compute an approximate confidence curve for p0.

(b) Set up a computer programme that computes and displays confidence curves cc(p0) for the
probability of a mother’s baby being small, for two types of mothers, represented by covariate
vectors x0,1 and x0,2. Reproduce Figure 3.23.

(c) Find an alternative confidence distribution for p0 based on the probit model, H =�. Display
and compare the two confidence curves.

(d) Do the same comparison for an extreme x0, say the vector of the component minima.

3.13 Changing the rules for rugby: In typical games of international rugby, action is characterised
by relatively short bursts of intense playing until a point is scored, or the ball is lost outside
its designated area, or the referee determines that a rule has been broken. In 1992 some
of the rules of the game were deliberately changed. Investigators gathered various data
from ten international matches involving ‘All Blacks’, the New Zealand national team. In
particular ‘passage times’ of the type described were recorded (see the CLP book website
www.mn.uio.no/math/english/services/knowledge/CLP/ for the data), the five first being the
last played before the change of rules were implemented and the five last the first five
afterwards.

(a) Fit Gamma distributions (aj,bj) to these passage times, for each game j = 1, . . . ,10. Are
there any clear differences between the first five and the last five pairs of parameter estimates?
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Figure 3.24 Confidence curves cc(sd) for the standard deviation parameter for the passage time
distributions for ten international rugby games involving the All Blacks; see Exercise 3.13.
Curves for the five last games played before rules were changed are given with dashed lines;
those with solid lines represent confidence curves for the first five games played after the rule
change.

(b) Then carry out confidence analysis for the standard deviation parameter sdj = a1/2
j /bj

and reconstruct the plot of Figure 3.24. Such cc(sd) curves may also be computed
nonparametrically, using methods of Chapter 11.

(c) Look also into other focus parameters using comparisons of the consequent confidence
curves. Discuss in which ways and to what extent the new rules of international rugby have
affected the passage time.

3.14 Yule’s Q: Consider the Galton (1889) data on good- and bad-tempered husbands and wives
worked with in Example 3.9. Yule (1900) used these data to introduce his Q statistic, which in
the notation of that example is

Q = p̂00̂p11 − p̂01̂p10

p̂00̂p11 + p̂01̂p10
.

For the Galton data, one finds Q = −0.1907. Identify the underlying population parameter q
for which Yule’s Q is the natural estimate. Compute and display the confidence distribution for
q.

3.15 Abel first-day cover envelopes: The analysis carried out for Example 3.13 was based on five
Abel first-day cover envelopes carrying R numbers 280, 304, 308, 310, 328. These were the
only such known to exist by 2011. Sales catalogues for philatelic rarities for 2012, followed
by various website correspondences among European collectors, have, however, revealed the
existence of three more such envelopes, with R numbers 314, 334, 389. How does this change
the analysis? Compute and display the updated cumulative and pointwise confidence curves, as
for Figure 3.17.
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3.16 Confidence for the parameters of a uniform distribution: In Section 3.8 we worked with
confidence problems for discrete parameters. This exercise develops the solutions to certain
continuous analogues of those treated in Examples 3.12 and 3.13. Suppose an i.i.d. sample
y1, . . . ,yn is observed from the uniform distribution with unknown parameters, say [a,b]. We
shall develop the natural strategies and formulae for CD inference for the range parameter
δ = b − a and for the upper parameter b (the case of the lower parameter a is similar).

(a) Write yi = a + (b − a)ui, in terms of an i.i.d. sample u1, . . . ,un from the standard uniform
over [0,1], and show that

Rn = ymax − ymin = δRn,0, with Rn,0 = umax − umin.

Hence Rn/δ is a pivot, with distribution function Gn and density gn, say. Argue that the
confidence distribution for δ, based on the empirical range Rn, is

Cn(δ)= Pa,b{Rn ≥ rn,obs} = 1 − Gn(rn,obs/δ),

with confidence density

ccn(δ)= gn(rn,obs/δ)rn,obs/δ
2 for δ ≥ rn,obs.

(b) It is simple in practice to simulate the distribution Gn and its density, though with a bit of
extra work exact representations can be obtained, as follows. Letting f0(v)= n(1− v)n−1 be the
density of umin, show that

Gn(x)= P{umax ≤ umin + x} =
∫ 1−x

0
(x + v)nf0(v)dv + xn.

This may most effectively be differentiated numerically to evaluate gn and hence ccn; this has
been done for Figure 3.25.

(c) Next consider the upper parameter b. A natural starting point is

Wn = ymax − ymin

b − ymin
,

which via writing yi = a + (b − a)ui again is seen to be a pivot, with distribution and density
function say Hn and hn, identical to that found in the standard case of [a,b] = [0,1]. The ensuing
confidence distribution and density of b are

Cn(b)= 1 − Hn

(ymax,obs − ymin,obs

b − ymin,obs

)
,

ccn(b)= hn

(ymax,obs − ymin,obs

b − ymin,obs

)ymax,obs − ymin,obs

(b − ymin,obs)2
.

Show that in fact

Hn(x)= P
{umax − umin

1 − umin
≤ x

}
=

∫ 1

0
{(1 − x)v + x}nf0(v)dv.

(d) For an illustration, we took n = 10 with data points sampled from a uniform over
[3.333,8.888] and observed range from 4.044 to 7.945. Duplicate Figure 3.25 regarding δ,
and construct a similar figure for the confidence distribution and density for b.

(e) Use the apparatus of this exercise to provide another analysis of the Abel first-day cover
envelopes problem discussed in Example 3.13, by treating the five observations 280, 304, 308,
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Figure 3.25 Confidence distribution C and density c for the range parameter δ = b − a, for
a sample of size n = 10 and with observed range from 4.044 to 7.945. The 0.05, 0.50, 0.95
quantiles indicated in the figure are at 4.050, 4.663, 6.436. See Exercise 3.16.

310, 328 as an ordered sample from a uniform distribution on some [a,b]. Discuss the pros and
cons of these two analyses.

3.17 More sons: In Example 3.11 confidence calculations were presented for the number of children
of Odin, based on the assumption that he had six sons (Thor, Balder, Vitharr, Váli, Heimdallr,
Bragi). According to some of the perhaps apocryphical kennings of Snorri, Týr and Höd might
also be counted as sons of Odin, however. Revise these previous calculations to provide the
confidence distribution for the number of Odin’s children.

3.18 Estimating break points: Suppose Y1, . . . ,Yn0 come from density f1 whereas Yn0+1, . . . ,Yn come
from density f2, with f1 and f2 known densities. In Exercise 3.14 we constructed a confidence
distribution for the break point n0 for the two densities being N(0,1) and N(δ,1).

(a) Implement the procedure described there, and try it out for n = 100 and for a few values of
the true n0 and of δ.

(b) Then construct a similar method for the case of data stemming from the N(0,σ 2) model,
where the first n0 observations have σ = σ1 and the next n − n0 have σ = σ2, and with these
two values known.

(c) Suggest and then try out methods for establishing confidence for the break point n0 which
work also when the parameters for the 1, . . . ,n0 and n0 + 1, . . . ,n stretches are unknown. You
may start with the situation in which the first group of data stems from N(θ1,1) and the second
group from N(θ2,1).

3.19 Confidence for a break point: A general idea to pursue in setups of the type encountered in
Exercise 3.18 is as follows. Suppose observations Y1, . . . ,Yn are independent and stemming
from a parametric model f(y,θ), but where the underlying parameter undergoes a change,
being equal to θ1 for 1, . . . ,n0 and to a different θ2 for n0 + 1, . . . ,n. Suppose there is a
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well-defined test statistic Zm for testing whether a stretch of m observations from the family
is homogeneous, with null distribution say Gm, assumed here to be exactly or approximately
free of the parameter. For the case of observations from N(θ ,1), for example, one would use
Zm = ∑m

i=1(Yi − Ȳm)
2, which is a χ2

m−1 if the parameters have not changed. For other models
versions of the log-likelihood ratio test statistic may be used, and a class of general methods
for such testing homogeneity purposes is provided in Hjort and Koning (2002).

(a) Given the observations, include n0 in the confidence set R(α), if both the left and the right
parts are accepted at confidence level

√
α, that is, if Zn0 based on 1, . . . ,n0 is less than G−1

n0
(
√
α)

and Zn−n0 based on n0 + 1, . . . ,n is less than G−1
n−n0
(
√
α). Show that Pn0{n0 ∈ R(α)} = α.

(b) Investigate this idea in a few cases. You may, for example, display confidence sets at
level α = 0.05,0.10, . . . ,0.95. A problem met in Example 4.14 may be worked with using such
methods.

(c) Read all 425 chapters of the Catalan novel Tirant lo Blanc from 1490, and give a confidence
distribution for the chapter number n0 at which Joanot Martorell stopped writing, after which
Martı́ Joan de Galba took over. Girón et al. (2005) discuss this problem, but the confidence
solution suggested here is different from their method.

3.20 The number of null hypotheses being correct: In connection with (3.17) and analysis of the 100
p-values involved in Figures 3.21 and 3.22 we used a certain method for estimating the true
number of correct null hypotheses m0, due to Langaas et al. (2005). With further assumptions
concerning the behaviour of the other p-values other and sharper methods can be constructed.
For the particular model (3.18), one method is to minimise the distance between

Gn(x)= m−1
m∑

i=1

I{pi ≤ x} and π0G0(x)+π1G1(x,σ),

with π0 = m0/m, for example, by choosing m0,σ to minimise the criterion function

A(m0,σ)= 1

m

m∑
i=1

{ i

m + 1
− m0

m
G0(p(i))−

(
1 − m0

m

)
G1(p(i),σ)

}2
,

with G1(x,σ) = 1 − �1(�
−1
1 (1 − x)/(1 + σ 2)). Try this on the dataset discussed after (3.17).

(Results are (77,5.146).)



�

�

“Schweder-Book” — 2015/10/21 — 17:46 — page 100 — #120
�

�

�

�

�

�

4

Further developments for confidence distribution

Confidence distributions were introduced, developed and broadly discussed in the
previous chapter, with emphasis on typical constructions and behaviour in smooth
parametric models. The present chapter considers various extensions and modifications
for use in less straightforward situations. These include cases in which the parameter
range of the focus parameter is bounded; the Neyman–Scott problem with a high number
of nuisance parameters; the Fieller problem with a ratio of two normal means, and other
cases of multimodal likelihoods; Markov chain models; and hazard rate inference.

4.1 Introduction

The likelihood machinery is and remains a very powerful and versatile toolbox for
theoretical and practical statistics. Theorems 2.2 and 2.4, along with various associated
results and consequences, are in constant use, for example, qua algorithms in statistical
software packages that use the implied approximations to normality and to chi-squaredness.
The confidence distribution methods developed in Chapter 3 also rely in part on this
machinery. Along with further supplements and amendments using modified profile
deviances or bootstrap techniques for improved accuracy, as investigated in Chapters 7
and 8, this may lead to broadly applicable algorithms implemented in standard statistical
software packages.

In the present chapter we pursue the study of stylised and real data examples further,
beyond the clearest and cleanest cases dealt with in the previous chapter. We illustrate
how certain difficulties arise in cases with bounded parameters or bounded confidence, or
with multimodal log-likelihoods, and extend the catalogue of confidence distributions to
situations involving Markov chains and time series, hazard rate models with censored data
and so forth.

4.2 Bounded parameters and bounded confidence

In Chapter 3 we illustrated the use of confidence distributions in fairly regular situations,
where the distributions in question in particular have a full, natural range, with C(ψ) starting
somewhere at zero and growing smoothly to one. There are important situations in which
this picture needs modification, however, and we shall discuss two such general issues
here. The first concerns cases where the focus parameter lies in an interval with a natural
boundary, as with variance components or in situations where a priori concerns dictate that
one parameter must be at least as large as another one. The second relates to cases where

100
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4.2 Bounded parameters and bounded confidence 101

there is limited evidence in the data, in the sense of there being a limit above which the
cumulative confidence cannot reach.

Example 4.1 Variance components

As in Bayarri and Berger (2004, Section 3), consider a stylised variance component setup
where independent observations Yj given parameters μj are N(μj,1) for j = 1, . . . ,p, and
where the mean parameters μj are modelled as stemming from a N(0,τ 2) population. Then,
marginally, Yj ∼ N(0,1 + τ 2), and the log-likelihood takes the form


p(τ )= − 1
2p log(1 + τ 2)− 1

2zobs/(1 + τ 2),

where zobs is the observed value of Z = ∑p
j=1 Y 2

j . The maximum likelihood estimate is
seen to be τ̂ = max{0,(Z/p − 1)1/2}, with a positive chance of being equal to zero; see
Exercise 4.6.

In the illustration given by Bayarri and Berger (2004, Example 3.3), p = 4 and zobs = 4,
yielding a likelihood maximised at zero; cf. Figure 4.1, left panel. They comment that “Since
the likelihood maximum is occurring at the boundary of the parameter space, it is also very
difficult to utilize likelihood or frequentist methods to attempt to incorporate uncertainty
about τ 2 into the analysis”. In our confidence framework the information carried by the
model and the data is not ‘difficult to utilise’ at all; there is simply a confidence distribution

C(τ )= 1 −�p(zobs/(1 + τ 2))

obtained from the χ2
p pivot Z/(1 + τ 2), with a point mass (of size 0.406) at zero.

Similar situations, where there is a natural boundary for a parameter of interest, or where
this boundary perhaps has been set via a priori deliberations, abound in applied statistics.
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Figure 4.1 For the variance component situation of Example 4.1, where p = 4 and zobs = 4, the
figure displays log-likelihood function (left) and confidence distribution (right) for τ .
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102 Further developments for confidence distribution

A simple example is one in which observations from an N(μ,σ 2) model are collected, but
where ordinary inference needs to be modified in view of an a priori constraint of the type
μ ≥ μ0; thus no confidence interval can be allowed to start to the left of μ0. A more
involved example is studied in Section 14.4, where the focus parameter θ1 in question is
set to be nonnegative (by a Nobel Prize winner, cf. Sims [2012]), again with consequences
for confidences.

Our next example is inspired by a long-lasting and still ongoing discussion from the
world of serious particle physics, where costly experiments lead to Poisson counts, but
where these counts often enough are smaller than the background noise parameter b. How
can one set confidence intervals in such cases? This and similar problems are examined at
length in Mandelkern (2002) and then commented upon by various discussants, involving
also theoretical and empirical comparisons between different approaches.

Example 4.2 Poisson with background

We consider a particular setup studied in Mandelkern (2002), where Y ∼ Pois(b + μ),
with b = 3 the known rate for background noise and the focus is on μ, the signal of the
phenomenon being studied. The preceding recipes lead naturally enough to a clearly defined
confidence distribution,

C(μ)= Pμ{Y > yobs}+ 1
2Pμ{Y = yobs}. (4.1)

This is even the power optimal confidence distribution (save for the half-correction
associated with the discreteness), as guaranteed by the theory of Chapter 5. These
distributions have point masses at zero; see Figure 4.2, which displays confidence
distributions for each of the cases yobs = 0,1, . . . ,10.
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Figure 4.2 Confidence distributions are shown for the cases of yobs equal to 0,1, . . . ,10, for the
model where Y ∼ Pois(b +μ) with known background rate parameter b = 3.00, as studied in
Mandelkern (2002). These distributions have point masses at zero.
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Table 4.1. Lower and upper points for 90% confidence intervals
via our optimal method (4.1), for the cases of yobs = 0,1, . . . ,10,
for the signal parameter μ in the model where Y ∼ Pois(b +μ)
with known background rate b = 3.00

yobs Lower Upper

0 0.000 0.000
1 0.000 0.272
2 0.000 1.729
3 0.000 3.101
4 0.000 4.423
5 0.000 5.710
6 0.000 6.973
7 0.567 9.581
8 1.276 10.872
9 2.001 12.145
10 2.740 13.405

Mandelkern (2002) computes 90% confidence intervals for six different methods
studied in his paper, respectively ‘classical’, ‘Bayesian’, ‘unified’, ‘maximum likelihood’,
‘conditional (modified)’, and ‘Bayes-frequentist’, and produces his table 2 with these
intervals for the cases yobs = 0,1, . . . ,10. Here we go through the similar exercise of
providing a table of such 90% intervals with our simple method (4.1) (based on the
power optimal confidence distribution, and hence better than each of these six competitors,
by the power criteria laid out and studied in Chapter 5). Inspection reveals that for
yobs = 0,1,2,3,4,5,6, we have C(0) > 0.05, which means that the interval sought for
is [0,C−1(0.90)], whereas for yobs = 7,8,9,10 we have C(0) < 0.05 and hence need to
find [C−1(0.05),C−1(0.95)]. The results are given in Table 4.1. Of the six competing
methods implemented and examined by Mandelkern (2002, table 2), our results are perhaps
numerically closest to the method labelled by him the ‘Bayes-frequentist’ one. For an
alternative to the confidence distribution construction here, see Exercise 4.1.

In the situations considered in the preceding the models have been simple enough for us
to work out explicit confidence distributions, exhibiting point masses at the boundary points,
and so forth. In other situations such exact calculations are typically not possible, however.
Chapter 2 provides useful results relating to the behaviour of maximum likelihood estimators
and deviances in general parametric models, valid when the parameters in question are inner
points of the parameter spaces, and these led in Chapter 3 to general recipes for confidence
distributions and confidence curves. For cases in which one or more of these parameters
are at or close to certain boundaries, modifications of these results are needed. In the
following we briefly review some results of this type, from Claeskens and Hjort (2008,
section 10.2).

But first we point to an approach that might work when the deviance can be computed
also outside the natural boundary, for example, as in Example 4.2. For simplicity let the
boundary be γ ≥ 0 and let the deviance D be computed without this restriction. If now
D(γ0) ∼ F, when γ0 ≥ 0 is the true value, cc(γ ) = F(D(γ )) is a confidence curve. Here
F might be found, for example, via simulation, and if dependent on the parameter, then
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104 Further developments for confidence distribution

cc(γ )= Fγ (D(γ )), say. This approach is taken for an application discussed in Section 14.4,
but with D the profile deviance.

Suppose independent observations Y1, . . . ,Yn come from the parametric model density
f(y,θ ,γ), where θ is p-dimensional and γ one-dimensional, and where γ is a boundary
parameter, restricted by γ ≥ γ0, where γ0 is known. The behaviour of the likelihood function

n(θ ,γ) and its maximiser (θ̂ , γ̂) is well understood when the true γ is some distance away
from γ0, but matters are more complicated when the real γ is equal to or close to γ0; in
particular, γ̂ is equal to γ0 with positive probability. To capture the necessary aspects of how

n and the estimators behave it is fruitful to work inside the local neighbourhood framework
where the observations stem from fn(y) = f(y,θ0,γ0 + δ/√n). Here δ = √

n(γ − γ0) is a
properly normalised distance, with δ ≥ 0.

To formulate the required results we need the (p + 1)× (p + 1) information matrix J and
its inverse, computed at the boundary value (θ0,γ0). Letting U = ∂ log f(Y ,θ0,γ0)/∂θ and
V = ∂ log f(Y ,θ0,γ0)/∂γ be the score components,

J = Var

(
U
V

)
=

(
J00 J01

J10 J11

)
with J−1 =

(
J00 J01

J10 J11

)
,

with the variance matrix computed at (θ0,γ0). Here J00 is the p × p information matrix for
the narrow model where γ = γ0 is taken known, and so forth. To give the required results,
an important role is played by

κ2 = J11 = (J11 − J10J
−1
00 J01)

−1.

Also, for a general focus estimand μ = μ(θ ,γ), with maximum likelihood estimate μ̂ =
μ(θ̂ , γ̂), let

τ 2
0 = ( ∂μ

∂θ
)tJ−1

00
∂μ
∂θ

and ω= J10J
−1
00
∂μ
∂θ

− ∂μ
∂γ

,

with partial derivatives again computed at the boundary point. The following is proven in
Claeskens and Hjort (2008, section 10.2).

Lemma 4.1 Consider a focus estimand μ = μ(θ ,γ) as previously, and introduce
independent variables �0 ∼ N(0,τ 2

0 ) and D ∼ N(δ,κ2). Under the local neighbourhood
model fn given previously, with μn =μ(θ0,γ0 + δ/√n) the true focus parameter,

√
n(μ̂−μn)→d �=

{
�0 +ω(δ− D) if D> 0,

�0 +ωδ if D ≤ 0.

The lemma applies of course also to the case where the focus parameter is γ itself, for
which we then find

Dn = √
n(γ̂ − γ0)→d max(D,0).

We see that there is a positive probability �(−δ/κ) that D is negative, and this is precisely
the limiting probability that γ̂ is equal to the boundary value γ0. One may also find the limit
distribution for the deviance statistic,

Zn = 2{
n(θ̂ , γ̂ )− 
n(θ̃ ,γ0)} →d {max(D/κ ,0)}2 =
{

D2/κ2 if D> 0,

0 if D ≤ 0.
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Here θ̃ is the maximiser of the likelihood under the simpler p-parameter model, that is,
when γ = γ0. These results may now be used to construct confidence distributions for focus
parameters μ(θ ,γ).

For the case where focus is on the boundary parameter itself, Lemma 4.1 leads to the
following approximation:

Cn(γ )= Pγ {γ̂ ≥ γ̂obs} .=
{
�(δ/κ −√

n(γ̂obs − γ0)/κ) if γ̂obs > γ0,

�(δ/κ) if γ̂obs = γ0,

=
{
�(

√
n(γ − γ̂obs)/κ) if γ̂obs > γ0,

�(
√

n(γ − γ0)/κ) if γ̂obs = γ0.

These continue to be large-sample valid in cases where κ is unknown but is replaced by
a consistent estimate κ̂ . In various cases the κ in question is actually a known number, in
particular independent of θ , however, as in the example below.

We note the positive confidence value at the boundary point, with Cn(γ0) being equal to
1
2 if γ̂obs = γ0 and to 1 −�(√n(γ̂obs − γ0)/κ) if γ̂obs > γ0. Bayesian setups often employ
noninformative priors on such boundary parameters, say taken flat on [γ0,∞) in the present
formulation. This might lead to a posterior density suitably pushed towards γ0, but with zero
point mass there. To have a posterior point mass at γ0 the prior also needs a point mass there,
but the precise value of this prior probability may unduly influence the posterior point mass.
The aforementioned setup gives an easier and prior-free recipe in this regard.

Example 4.3 Confidence for the degrees of freedom

We consider the age distribution of 189 mothers in Example 2.4, ranging from 14 to 44.
The data exhibit a positive kurtosis of 0.531, so the normal model might not fit so well. We
therefore try the three-parameter t model

yi = ξ +σεi where εi ∼ tν ,

where tν is the t distribution with ν degrees of freedom. The traditional normal
model corresponds to ν = ∞. Fitting this model to the data gives parameter estimates
(23.108,5.056,24.216). Here ν acts as a boundary parameter, with the tν running up to
the normal distribution but not beyond. Using the aforementioned apparatus with γ = 1/ν,
the boundary condition is γ ≥ 0, and we may build a confidence distribution for γ and
transform it to one for ν. This requires calculation of the 3 × 3 information matrix J and its
inverse, computed at the null model where ν = ∞, that is, under normality. Hjort (1994a)
does this, and finds, in particular, that κ =√

2/3. We see from Figure 4.3 that this confidence
distribution has the decent positive point mass of 0.245 at infinity, that is, normality is not
unlikely, though the median confidence estimate is 24.402.

Remark 4.2 Stretching the parameter range: Negative degrees of freedom

As the likelihood and estimation theory work decidedly more smoothly for inner parameters
than for boundary parameters where γ ≥ γ0, an approach that is sometimes attempted is to
stretch the parameter range, so as to make γ = γ0 an inner point after all. As an illustration,
consider the t distribution with ν degrees of freedom, so that γ = 1/ν ≥ 0, where γ = 0
corresponds to normality. But why stop exactly at infinity? Consider g(y,γ ) = φ(y){1 +
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Figure 4.3 For the age distribution of 189 mothers (Example 4.3), ranging from 14 to 44, fitted
to the three-parameter distribution with y = ξ + σ tν , the confidence distribution C(ν) for the
degrees of freedom is shown. The confidence point mass at infinity is 0.245, and the median
confidence estimate for ν is 24.402.

γ A(y)} for small γ , where a good A function should (1) be symmetric; (2) make g(y,γ)
a well-defined density for γ in an interval around zero, in particular, it must be bounded;
(3) be decreasing in y for y ≥ 0; (4) give positive kurtosis for γ positive and negative kurtosis
for γ negative; and finally (5) be close to the tν for γ = 1/ν small. Having a quasi-extension
of the t density in mind, we use

A(y)=
{

1
4y4 − 1

2y2 − a(c) if |y| ≤ c,
1
4c4 − 1

2c2 − a(c) if |y| ≥ c,

to match a Taylor expansion of the log-density of the tν ; for details see Hjort (1994a). Here
a(c)= 1

4 −( 1
2c2 + 1

2c)φ(c)+( 1
2c4 −c2 − 1

2 ){1−�(c)} secures the necessary
∫
φ(y)A(y)dy =

0. This defines an extension of the tν to allow negative degrees of freedom. The value c =√
6

gives a reasonable range of γ around zero, hence allowing ν to go all over the top and down
to around −8. See Exercise 4.15.

The previous situations and illustrations have taken up the theme of parameters with
bounded range, typically leading to confidence distributions with point masses at boundary
points. We round off this section by exhibiting a different phenomenon, which is that the
confidence distribution of a parameter may be bounded below 1.

Example 4.4 Quantile confidence

Assume Y1, . . . ,Yn are i.i.d. from some continuous and increasing distribution function F, and
consider a given quantile, say μ = F−1(0.90), for which we wish to construct confidence
intervals. Let Y(1) < · · · < Y(n) be the ordered observations. Then an increasing sequence
of confidence intervals (−∞,Y(b)] may be considered, for b = 1, . . . ,n. Their confidence
levels are

P{μ≤ Y(b)} = P{0.90 ≤ U(b)} = Bn(b − 1,0.90),
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in terms of the distribution function Bn(x,p) = P{X ≤ x} for the binomial (n,p) variable
X that counts the number of uniform data points below 0.90. This defines a natural
nonparametric cumulative confidence distribution function Cn(Y(b)). It is a step function that
ends at Cn(Y(n))=P{X ≤ n−1}= 1−0.90n, that is, the maximal possible confidence interval
does not have full confidence 1. Further material and methodology regarding confidence for
quantiles is available in Section 11.3.

4.3 Random and mixed effects models

In Example 4.1 we encountered a rather simple variance component problem in which
observations Yj were seen as μj + εj, with the μj being modelled as having a separate
N(0,τ 2) distribution, along with a traditional N(0,σ 2) distribution for the errors εj. This
led even with known σ to a certain ‘boundary problem’ for estimating τ from N(0,σ 2 + τ 2)

data, and the maximum likelihood estimator τ̂ = {max(0,W − σ 2)}1/2 is equal to zero with
positive probability; here W = p−1

∑p
j=1 Y 2

j , with no particular problems from a confidence
distribution viewpoint.

In more realistic setups there would be several variance parameters where one has
information about certain sums of these but not necessarily on the individual components.
This is well illustrated for the one-way layout random effects model, which involves
observations of the type

yi,j =μ+ Ai + εi,j (4.2)

for i = 1, . . . ,r groups (or individuals, or blocks) over j = 1, . . . ,s repeated measurements.
The viewpoint of the random effects or variance component model is that the Ai represent
random perturbations of the overall mean μ stemming from characteristics of the r
individual groups and that the actual values of Ai are of less concern or interest than their
contribution to the overall variability. This motivates taking the Ai as N(0,τ 2) and the errors
εi,j as N(0,σ 2), and with all r+rs variables Ai and εi,j independent. Thus yi,j ∼ N(μ,τ 2 +σ 2)

and there is dependence inside each group, with intraclass correlation parameter

ρ = corr(yi,j,yi,k)= τ 2

σ 2 + τ 2
.

Now write ȳi = s−1
∑s

j=1 yi,j for the group means and ȳ for the overall mean. An algebraic
exercise shows that the overall variance can be split into two parts,

Q =
r∑

i=1

s∑
j=1

(yi,j − ȳ)2 =
r∑

i=1

s∑
j=1

(yi,j − ȳi)
2 + s

r∑
i=1

(ȳi − ȳ)2 = Q0 + QA.

From standard normal theory we also have

Q0 ∼ σ 2χ2
a independent of QA ∼ (σ 2 + sτ 2)χ2

b , (4.3)

with degrees of freedom a = r(s − 1) and b = r − 1.
Examination of the likelihood function reveals that (ȳ,Q0,QA) is a sufficient set of

statistics for this three-parameter model; see Exercise 4.7. We shall here briefly provide
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confidence distributions for the parameters (1) μ; (2) σ ; (3) the standard deviation ratio
δ = τ/σ ; (4) the intraclass correlation ρ; (5) the standard deviation (σ 2/s+ τ 2)1/2 for group
means ȳi; and (6) τ . The methods and formulae we develop have natural generalisations for
more involved models than this simple balanced one-way layout one studied presently; see,
for example, the mixed effects model worked with in Example 4.5.

1. Constructing a confidence distribution for μ is relatively easy, starting with the fact
that ȳ ∼ N(μ,(σ 2 + sτ 2)/(rs)). We find in fact that

t = (rs)
1/2(μ− ȳ)

(QA/b)1/2

is t distributed with b degrees of freedom, leading to

C1(μ)= Hb((rs)
1/2(μ− ȳobs)/(QA/b)

1/2)

with Hb the distribution function of the tb.

2. The standard deviation parameter σ is also easy to tend to, in that Q0/σ
2 is a χ2

a pivot.
The result is C2(σ ) = 1 − �a(Q0,obs/σ

2) = 1 − �a(aσ̂ 2/σ 2), with σ̂ = (Q0/a)1/2, as with
Example 3.2.

3. Regarding the ratio δ = τ/σ we have the following, from (4.3),

z = QA/b

Q0/a
∼ (1 + sδ2)Fb,a,

the latter denoting a F variable (χ2
b /b)/(χ

2
a /a) with degrees of freedom (b,a). This leads

naturally to the confidence distribution

C3(δ)= Pδ{z ≥ zobs} = P
{
Fb,a ≥ zobs

1 + sδ2

}
= 1 − Hb,a

( zobs

1 + sδ2

)
= Ha,b

(1 + sδ2

zobs

)
.

Here Ha,b is the distribution function of the Fisher Fa,b distribution.

4. The intraclass correlation can be expressed as ρ = δ2/(δ2 +1) and is hence a monotone
function of the parameter just studied. The confidence distribution for δ hence transforms to
a corresponding confidence distribution for ρ,

C4(ρ)= C3

(( ρ

1 −ρ
)1/2) = Ha,b

(1 + sρ/(1 −ρ)
zobs

)
.

5. Consider then κ = (σ 2 + sτ 2)1/2; the variances of the group means ȳi is thus κ2/s,
and that of the overall mean ȳ is κ2/(rs), cf. the arguments leading to C1(μ) given earlier.
Constructing a confidence distribution for κ is easy, in that QA ∼ κ2χ2

b , leading to

C5(κ)= 1 −�b(QA,obs/κ
2).

One may wonder whether other constructions may be have better performance, as C4(κ)

only utilises the statistic QA, whereas Q0 also provides information on a parameter involved
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in κ . It follows, however, from theory developed in Chapter 5 that both C2(σ ) and C4(κ)

are uniformly power optimal.

6. Constructing confidence intervals and a confidence distribution for τ turns out to be
more difficult, however. We now examine the prototype version of this problem in some
detail. One has two independent summary measures X ∼ θχ 2

a /a and Y ∼ (θ + sγ )χ2
b /b,

with known degrees of freedom a and b and known integer s (in some typical models, the
θ and the γ might be variances of the form σ 2 and τ 2). As essentially seen earlier, it is
relatively straightforward to form confidence distributions for θ , for the sum θ+ sγ , and the
ratio γ /θ , but γ is more elusive. We shall, for example, see that its maximum likelihood
estimator is zero with positive probability.

Letting ga and gb the densities of the χ2
a and χ2

b , the joint density for (X ,Y ) may be
written

ga

(ax

θ

)a

θ
gb

( by

θ + sγ

) b

θ + sγ
∝

(a

θ

)a/2
exp

(
− 1

2a
x

θ

)
( b

θ + sγ

)b/2
exp

(
− 1

2b
y

θ + sγ

)
,

leading to log-likelihood


(θ ,γ )= 1
2a(− logθ − x/θ)+ 1

2b{− log(θ + sγ )− y/(θ + sγ )}.
If y > x then the log-likelihood is maximal when θ = x and θ + sγ = y, so the maximum
likelihood estimates are θ̂ = x and γ̂ = (y − x)/s. If, however, y < x, which happens with
positive probability, then the log-likelihood is maximal at the boundary γ = 0, and is seen
to be maximal for θ̃ = (ax + by)/(a + b). It follows that


max =
{

− 1
2a logx − 1

2b logy − 1
2 (a + b) if y ≥ x,

− 1
2 (a + b) log θ̃ − 1

2 (a + b) if y ≤ x.

A confidence distribution may then be based on the deviance

D(γ )= 2{
max − 
(θ̂γ ,γ )},
where θ̂γ is maximising 
(θ ,γ) for fixed γ . Its distribution depends on δ= γ /θ and is hence
not pivotal, but a useful approximation is afforded by using cc(γ ) = Kγ (D(γ )), where Kγ
is the distribution of the deviance at the estimated position δ̂ = γ̂ /θ̂ for δ. An alternative
confidence distribution may be constructed in a somewhat more elaborate fashion utilising
theory given in Scheffé (1959, section 7.2).

Note that we have resisted the temptation to derive a distribution for γ by integrating
out θ in the joint confidence distribution for θ and θ + sγ . Fisher might have done so, but
as discussed in Chapter 6 this approach would lead to valid confidence distributions only in
special cases. This integration would yield an approximate confidence distribution, however,
the quality of which could be investigated, for example, by simulation. See Exercise 4.9.

Example 4.5 Mixed effects for doughnuts

Table 4.2 provides data for eight different fats used for six consecutive working days in
connection with doughnut mixing; specifically, yi,j given there displays the grams of fat
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Table 4.2. Eight types of fat for doughnuts, across six working days,
along with averages across fats and days

Mon Tue Wed Thu Fri Sat Means

1 164 177 168 156 172 195 172.00
2 172 197 167 161 180 190 177.83
3 177 184 187 169 179 197 182.17
4 178 196 177 181 184 191 184.50
5 163 177 144 165 166 178 165.50
6 163 193 176 172 176 178 176.33
7 150 179 146 141 169 183 161.33
8 164 169 155 149 170 167 162.33

Means 166.38 184.00 165.00 161.75 174.50 184.88 172.75

1 2 3 4 5 6 7 8

140
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170

180

190

fats for doughnuts
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Figure 4.4 For the doughnuts data of Example 4.5, the figure displays the amount of absorption
of eight different fats from batches across the six work days of a week. The horizontal dotted
line represents the overall mean whereas the dashed line indicates the means per type of fat.

absorbed for fat i = 1, . . . ,r = 8 across days j = 1, . . . ,s = 6. The data are from Scheffé
(1959, p. 137); cf. also McCloskey (1943). A natural model for these data is

Yi,j = μ+αi + Bj + εi,j for i = 1, . . . ,r, j = 1, . . . ,s.

where μ is the overall mean parameter; αi the fixed effect associated with fat i, set up here
such that

∑r
i=1αi = 0; Bj is the additional random variation associated with day j; and the

error terms εi,j are i.i.d. N(0,σ 2). In this context one is not interested in the actual day-to-day
values of Bj, merely in their overall variability, and we take them to be i.i.d. N(0,τ 2) and
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independent of the εi,j. In particular, the Yi,j are N(μ,σ 2 + τ 2) marginally, but there are also
dependencies among the rs = 48 measurements.

For the present mixed effects model we shall see that moderate variations in the
arguments used in the preceding for the simpler mixed effects model (4.2) yield confidence
distributions for the parameters of interest. Consider averages across fats and days as
follows:

Ȳi,· = s−1
s∑

j=1

Yi,j =μ+αi + B̄ + εi,·,

Ȳ·,j = r−1
r∑

i=1

Yi,j =μ+ Bj + ε·,j,

leading also to the overall mean Ȳ·,· = μ+ B̄ + ε·,·. Its distribution is N(μ,τ 2/s + σ 2/(rs)).
Consider furthermore

Q0 =
∑

i,j

(Yi,j − Ȳi,· − Ȳ·,j + Ȳ·,·)2 =
∑

i,j

(εi,j − εi,· − ε·,j + ε·,·)2,

QA = s
r∑

i=1

(Yi,· − Ȳ·,·)2 = s
r∑

i=1

(αi + εi,· − ε·,·)2,

QB = r
s∑

j=1

(Y·,j − Ȳ·,·)2 = r
s∑

j=1

(Bj − B̄ + ε·,j − ε·,·)2.

These three summary measures are independent, and

Q0 ∼ σ 2χ2
(r−1)(s−1),

QA ∼ σ 2χ2
r−1

(
(s/σ 2)

r∑
i=1

α2
i

)
,

QB ∼ (σ 2 + rτ 2)χ2
s−1.

Figure 4.5 gives the confidence curves for two of the doughnut production relevant
parameters. The first is the intraclass correlation ρ = τ 2/(σ 2 + τ 2), between Yi,j and Yi′,j,
from two different fats worked with at the same day. It is estimated at 0.643 and a 90%
interval is [0.345,0.922]. The second is λ = {(1/r)∑r

i=1(αi/σ)
2}1/2, a measure of spread

of the eight different fats used, normalised by the standard deviation of the residuals. It is
estimated at 1.160 with a 90% interval found to be [0.687,1.503]. See Exercise 4.9, along
with further details and confidence distributions for other parameters.

4.4 The Neyman–Scott problem

Large-sample likelihood methods, as discussed in Chapter 2 and then utilised in Chapter 3,
are extremely useful. It is important to realise that the basis for the ensuing approximation
apparatus is the framework with a fixed and typically small or moderate number p of
unknown parameters, however, with the sample size n increasing. Things may go wrong
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Figure 4.5 Confidence curves for intraclass correlation ρ (left) and spread of fixed effects
parameter λ (right) for the doughnuts data of Example 4.5.

if p/n is not small. A classical example of this type is the so-called Neyman–Scott problem,
involving many independent pairs of normal data, each with its own mean parameter but a
common standard deviation parameter:

Yi,1,Yi,2 ∼ N(μi,σ
2) for i = 1, . . . ,n.

We also assume independence within pairs. Thus there are n + 1 unknown parameters with
2n data points. The phenomenon pointed to in Neyman and Scott (1948) is that the maximum
likelihood estimator for σ fails spectacularly, converging in probability to the wrong value
σ/

√
2 (cf. calculations that follow). It is not difficult to ‘invent fixes’, once this is detected;

the point is that ordinary likelihood methods fail.
We shall see now that a fully satisfactory and indeed optimal confidence distribution may

be constructed, in spite of maximum likelihood being in trouble and Theorems 2.2 and 2.4
not applying. The log-likelihood function is


n = −2n logσ − 1
2 (1/σ

2)

n∑
i=1

{(Yi,1 −μi)
2 + (Yi,2 −μi)

2}− n log(2π)

= −2n logσ − 1
2 (1/σ

2)

n∑
i=1

{Ri + 2(Ȳi −μi)
2}− n log(2π),

in terms of individual estimators Ȳi = 1
2 (Yi,1 + Yi,2) of the μi and

Ri =
2∑

j=1

(Yi,j − Ȳi)
2 = 1

2 (Yi,1 − Yi,2)
2 ∼ σ 2χ2

1 .
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Figure 4.6 Deviance curve for σ in the Neyman–Scott problem, with n = 100 generated normal
pairs of observations. The true value σ0 = 1 and the maximum likelihood estimate σ̂ML = 0.683
are tagged. The profile log-likelihood function peaks too early and the χ2

1 approximation to the
deviance distribution does not work; not even the 0.999 level confidence interval, as constructed
via the usual recipe and indicated here with the horizontal dashed line, covers the true value.

Thus the profile log-likelihood becomes


n,prof(σ )= −2n logσ − 1
2 (1/σ

2)Qn − n log(2π),

with Qn = ∑n
i=1 Ri ∼ σ 2χ2

n . This function is seen to peak too early (see Figure 4.6); the
maximum likelihood estimator of the variance is

σ̂ 2
ML = Qn

2n
= 1

2σ
2Vn, where Vn ∼ χ

2
n

n
.

We see that σ̂ML →pr σ/
√

2; in particular, Theorem 2.2 does not apply.
Also Theorem 2.4 is in trouble. The deviance statistic associated with the profile

log-likelihood function is

Dn(σ )= 2{
n,prof(̂σ )− 
n,prof(σ )}
= 2{−n log σ̂ − 1

2 (Qn/σ̂
2)+ n logσ + 1

2 (Qn/σ
2)}

= 2n{log(σ/σ̂ )+ σ̂ /σ − 1},
which is equal in distribution to that of n{−2log( 1

2Vn)− 2 + Vn}. Because its distribution
does not depend on the parameter a valid confidence curve may be constructed, from

ccD(σ )= Pσ {Dn(σ ,Y )≤ Dn(σ ,yobs)}
= P{n{−2log( 1

2Vn)− 2 + Vn} ≤ 2n{log(σ/σ̂obs)+ σ̂obs/σ − 1}},
but it works poorly, as seen in an example with n = 40 pairs of data points in Figure 4.8.
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Figure 4.7 Confidence curve ccn(σ ) for the same simulated data that generated Figure 4.6, with
n = 100 and true value σ0 = 1.00. The curve touches zero at the median confidence estimate
σ̂0.50 = 0.969 and generates correct and optimal confidence intervals, unlike the direct deviance
recipe associated with Figure 4.6.
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Figure 4.8 Two confidence curves ccn(σ ) for a simulated dataset of size n = 40 and with σ ∗ =√
2σ̂ML = 2.00. The curve to the left uses the distribution of the deviance statistic Dn(σ ), whereas

the one to the right uses the more natural pivotal construction σ̂ /σ .
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We learn, then, that both classical confidence interval constructions (2.19) and (2.20) fail,
as they take Theorems 2.2 and 2.4 as their points of departure. The trouble may be traced
to the fact that these theorems are made for the traditional situations in which statistical
information per parameter increases, whereas the case studied here has n+1 parameters and
2n data points. It is, however, not difficult to save the day here, as one sees that the profile
log-likelihood is a function of the pivotal σ̂ 2/σ 2, which has a χ2

n /(2n) distribution with
cumulative distribution function Kn(u)= �n(2nu). This leads to the confidence distribution

Cn(σ )= 1 − Kn(̂σ
2/σ 2)= 1 −�n(2nσ̂ 2/σ 2)

(constructed just as in Section 3.3, but with a minor modification because we have a χ2
n /(2n)

rather than a χ 2
ν /ν situation). This works as it should; cf. Figure 4.8. The median confidence

estimate, based on the data underlying Figure 4.7, is found to be

σ̂0.50 = σ̂ML{2n/�−1
n (

1
2 )} = 0.969

and is also unperturbed by the maximum likelihood having been tricked. Incidentally, σ ∗ =√
2σ̂ML is the naturally corrected maximum likelihood estimator.

4.5 Multimodality

Likelihood inference based on asymptotic arguments is problematic when the likelihood
is multimodal. Inference in the format of confidence distributions might, however, be
available. The concept of confidence distribution, or rather confidence curve, must first
be widened. Let the parameter θ ∈� be of dimension p for the data Y .

Definition 4.3 A confidence curve cc(θ ,y) : �→ [0,1] has as its level sets a nested family
of confidence regions Rα(Y ) = {θ : cc(θ) ≤ α} in �, with α ∈ [0,1] being the confidence
level. The confidence curve has these properties: (i) minθ cc(θ ,y) = cc(θ̂(y),y) = 0 for
all outcomes of the data y, where θ̂ (y) is a point estimate; (ii) cc(θ0,Y ) has the uniform
distribution on the unit interval, when θ0 is the true value of the parameter.

The level sets of the confidence curves are indeed confidence regions:

Pθ0{Rα(Y ) � θ0} = Pθ0{cc(θ0,Y )≤ α} = α.

A given model gives rise to different confidence curves; see Chapter 9 for a broader
discussion in the multiparameter case. The natural confidence curve based on the
log-likelihood function of the model, say 
(θ); is as follows. Consider the full deviance
function D(θ ,y)= 2{
(θ̂)−
(θ)}; cf. Section 2.2, with θ̂ the maximum likelihood estimator.
If now Gθ (d)= Pθ {D(θ ,Y )≤ d}, then

cc(θ ,y)= Gθ (D(θ ,y))

is a confidence curve. We have seen such constructions in Chapter 3 for one-dimensional
focus parameters, and as long as the log-likelihood function is unimodal, cc(θ ,y) is
unimodal too. The preceding machinery works also for subsets of the θ parameter, or
lower-dimensional focus parameters ψ = a(θ), then with the deviance based on the
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log-profile-likelihood and with the resulting Gθ being approximately a χ2
q , independent of

the θ , with q the dimension of the focus parameter in question. This follows from the general
theory of Section 2.2.

The point is now that the preceding yields a valid confidence curve even when the
likelihood is multimodal, leading to deviance functions with local minima, possibly on
the boundary of the parameter space. Then confidence regions for some confidence levels
might be unions of several disjoint sets; cf. the following example. The basic large-sample
theory still holds, however, complete with the Dn(ψ0)→d χ

2
1 result, and so forth, with the

caveat that the underlying basic limit result for
√

n(θ̂ − θ0) is valid for the ‘real’ maximum
likelihood estimator, the one giving the largest log-likelihood value among the local optima.
We stress that there is nothing wrong or mysterious per se with the confidence interpretation
of, say, {θ : Gθ (D(θ ,y)) ≤ α}, even in cases where such a set might be split into different
subintervals.

Example 4.6 Multimodal likelihood for the Cauchy model

Suppose one observes n = 5 data points −3.842,−3.284,−0.278,2.240,3.632 from the
simple Cauchy model with density π−1{1 + (y − θ)2}−1. Then the log-likelihood function

(θ)= −∑n

i=1 log{1 + (yi − θ)2} has not only one but actually three peaks (cf. Figure 4.9),
corresponding to the maximum likelihood estimate θ̂ = −0.245 along with two local
maxima at −3.116 and 1.908. This also causes the deviance function D(θ)= 2{
max −
n(θ)}
to have three minima. We may nevertheless work with the confidence curve cc(θ) =
K(D(θ)), where K is the distribution function for D(θ); this distribution is independent of θ
and can easily be simulated. The right hand panel of Figure 4.9 displays the resulting curve.
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Figure 4.9 Log-likelihood function for the Cauchy model data of Example 4.6 (left), along with
confidence curve for the centre parameter (right). The 50% confidence region is a union of two
separate intervals.
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We learn, for example, that the 50% confidence region is a union of two separate intervals
(namely [−3.342,−2.725] and [−0.979,0.567]), whereas, for example, the 25% and 75%
confidence regions are regular intervals.

Whereas the aforementioned recipe leads to a well-defined and conceptually clear
confidence curve for θ , in spite of the unusual aspect of several likelihood modes
with confidence regions splitting into subintervals, we can construct somewhat more
straightforward confidence distributions via the pivots θ − θ̂ and (θ − θ̂ )/̂κ , where κ̂ comes
from the Hessian of the log-likelihood function at its maximum. For some further details,
see Exercise 4.4. In Section 12.3 we give a predictive confidence distribution for the sixth
data point in this Cauchy model.

4.6 Ratio of two normal means

Sometimes the natural focus parameter emerges as a ratio of two other parameters, say,
ψ = a/b. This is relatively uncomplicated if b is a good distance away from zero but clearly
problematic in cases where b is close to zero or if the precision of the estimate of b is low.
The ψ parameter changes sign when b goes from small positive to small negative, so if data
cannot confidently rule out the possibility that b is close to zero the appropriate confidence
set for ψ may be the union of two intervals, one stretching to the right and one to the left.
There is a large literature on this topic, starting with Fieller (1940, 1954) and Creasy (1954);
later references of present relevance include Koschat (1987), Dufour (1997), Ericsson et al.
(1998), Raftery and Schweder (1993) and Schweder and Hjort (2003).

The simplest case to examine, yet general enough to get at the heart of the matter, involves
two independent normals with known variances, say

â ∼ N(a,σ 2) and b̂ ∼ N(b,σ 2),

where we wish to make inference for the ratio parameterψ = a/b. The profile log-likelihood
(apart from constants not depending on the parameters) is


prof(ψ)= − 1
2 (1/σ)

2 min
(a,b) : a/b=ψ

{(̂a − a)2 + (̂b − b)2}.

Some calculations show that minimisation of (̂a−a)2 + (̂b−b)2 under the constraint a =ψb
takes place for b0(ψ)= (̂aψ + b̂)/(1 +ψ2), leading to

min
(a,b) : a/b=ψ

{(̂a − a)2 + (̂b − b)2} = (̂a −ψ b̂)2/(1 +ψ2)

and to the deviance statistic

D(ψ)= 2{
prof(ψ̂)− 
prof(ψ)} = 1

σ 2

(̂a −ψ b̂)2

1 +ψ2
.

Under the true value ψ = ψ0, this D(ψ0) indeed has an exact χ2
1 distribution, inviting

confidence interval (CI) constructions of the type

CI(α)= {ψ : D(ψ)≤ �−1
1 (α)} = {ψ : �1(D(ψ))≤ α}. (4.4)
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The particular oddity of this problem is that D(ψ) is less well behaved than in most regular
situations, by not being monotone, and that the CI(α) set as defined here is not always an
interval. It may be the union of two semi-infinite intervals or even the full real line; cf. the
illustrations in Figures 4.10 and 4.11.

The confidence region at level α consists of precisely those ψ for which (̂a −ψ b̂)2 ≤
cσ 2(1 +ψ2), or

(̂b2 − cσ 2)ψ2 − 2̂âbψ + â2 − cσ 2 ≤ 0,

writing c for the α quantile of the χ2
1 . Some analysis reveals that D(ψ) is maximised for

ψ = −̂b/̂a with maximum value equal to (̂a2 + b̂2)/σ 2. Thus the deviance-based interval
recipe gives a nontrivial result only for α ≤ �1((̂a2 + b̂2)/σ 2); for higher confidence levels
α the data do not support any interval conclusions at all.

Example 4.7 A Fieller interval example

Suppose we observe â = 1.333 and b̂ = 0.333, with a consequent ψ̂ = 4.003. The confidence
intervals and confidence distribution of course also depend on the level of precision of these
estimates, that is, σ . Figure 4.10 displays the deviance curve D(ψ) for σ equal to 1, 0.9,
0.8. For σ = 1, intervals with confidence 83.1% or more are not supported by data and
cannot be constructed; the corresponding figures for σ equal to 0.9 and 0.8 are respectively
87.3% and 91.4%. We also see that confidence sets for various regions of level α are split
into two subintervals, stretching to the left and to the right; the reason is of course that b̂
is not particularly precise and close to zero. With more data, so that σ becomes smaller,
confidence sets become proper intervals.
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Figure 4.10 Deviance curve D(ψ) for ψ = a/b in the Fieller problem situation, with observed
â = 1.333 and b̂ = 0.333, for three levels of precision, corresponding to σ values equal to 1.0
(solid curve), 0.9 (dashed curve) and 0.8 (dotted curve). The maximum likelihood estimate ψ̂ =
4.003 is tagged, and the nine dotted horizontal lines correspond to χ2

1 decile levels 0.1 to 0.9.
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Figure 4.11 The probability transformed deviance curve �1(D(ψ)) for ψ = a/b in the Fieller
problem situation of Figure 4.10, that is, the confidence curve, with observed â = 1.333 and
b̂ = 0.333; the maximum likelihood estimate ψ̂ = 4.003 is seen where the curve hits zero. The
horizontal lines indicate confidence intervals corresponding to vigintic confidence levels from
0.05 to 0.80. The data do not support any confidence intervals with level higher than 83.1%.

Figure 4.11 depicts the confidence sets for the vigintic levels 0.05,0.10, . . . ,0.95, for
precision level σ = 1 for the estimates of a and b given in the figure text. Here the deviance
is probability transformed via its exact χ2

1 distribution, so that the level α confidence set is
to be read off on the easier uniform scale: {ψ : �1(D(ψ)) ≤ α}. The sets corresponding to
levels up to 0.30 are intervals; those corresponding to levels 0.35 to 0.80 are unions of two
intervals; and data do not support confidence sets of levels 0.85, 0.90, 0.95.

When σ is unknown one may use

CIn(α)=
{
ψ :

1

σ̂ 2

(̂a −ψ b̂)2

1 +ψ2
≤ cν(α)

}
,

with σ̂ 2 of the type σ 2χ2
ν /ν. The preceding calculations and conclusions then hold with

σ̂ replacing σ and with cν(α) the α quantile of a squared t2ν (i.e., a variable of the form
N(0,1)2/(χ2

ν /ν), with numerator and denominator independent), rather than a χ2
1 .

Inverse regression

There are various other situations in which analysis of ratios of mean type parameters
is pertinent. For the ordinary linear regression model yi = a + bxi + εi, where the εi are
i.i.d. error terms with standard deviation σ , the typical inference concentrates on the three
parameters a,b,σ , often with emphasis on the size of b. What may be called the inverse
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regression problem is to find the value x0 at which the regression line y = a + bx crosses a
threshold value y0 of interest, that is, x0 = (y0 −a)/b. This is a nonlinear function of a,b and
the estimator x̂0 = (y0 − â)/̂b has a somewhat complicated distribution. When the influence
of x upon y is strong and clear, b will be estimated well, and the normal approximation
afforded by the delta method will work well; see Exercise 4.11. When the signal is low,
however, the uncertainty regarding 1/b both disturbs and widens the confidence for x0.

An exact confidence method may be put up, partly similar to the idealised case above
concerning two independent normal means. An initial linear algebra exercise of relevance
is to minimise Q(θ)= (θ̂ − θ)t−1(θ̂ − θ) under the side constraint wtθ = d. This problem
is solved via Lagrange multiplier work in Exercise 2.10, and the minimisation in question is
seen to take place for

θ̃ = θ̂ + d − wtθ̂

wtw
w

with the minimum value being Qmin = Q(θ̃)= (d−wtθ̂ )2/wtw. Suppose now that there are
regression coefficient estimators available of the form(

â
b̂

)
∼ N2(

(
a
b

)
,σ 2)

for a known  matrix. The characterisation a + bx0 = y0 fits the preceding scheme, so
maximising the log-likelihood


(a,b)= − 1
2

1

σ 2

(
â − a
b̂ − b

)t

−1

(
â − a
b̂ − b

)
under a + bx0 = y0

yields profile estimators ã(x0), b̃(x0) and the deviance function

D(x0)= 2{
(̂a, b̂)− 
(̃a(x0), b̃(x0))} = 1

σ 2

(y0 − â − b̂x0)
2

zt
0z0

(4.5)

where z0 = (1,x0)
t. Its distribution under x0 is exactly a χ2

1 . It leads to the confidence curve

cc(x0)= �1

( 1

σ 2

(y0 − â − b̂x0)
2

ω11 + 2x0ω12 + x2
0ω22

)
when σ is known, writing ωi,j for the elements of . If it is not, but there is an independent
estimator with σ̂ 2/σ 2 ∼ χ2

ν /ν, then the confidence curve instead takes the form

cc(x0)= F1,ν

( 1

σ̂ 2

(y0 − â − b̂x0)
2

ω11 + 2x0ω12 + x2
0ω22

)
.

Consider t = b̂/(̂σω1/2
22 ), the usual t-ratio statistic for testing b = 0 versus b �= 0, and which

has a tν distribution under b = 0. Then when |x0| is large, cc(x0) approaches F1,ν(t2), which is
one minus the p-value for testing b = 0. When b is strongly present, cc(x0) is close to one for
large |x0|, but if the signal is weak, with the (xi,yi) exhibiting a low correlation, confidence
intervals for x0 = (y0 − a)/b might contain infinity. We do not view this as a paradox or
particularly complicated, but as a fully natural and statistically sound consequence of the
information content in the data.



�

�

“Schweder-Book” — 2015/10/21 — 17:46 — page 121 — #141
�

�

�

�

�

�

4.6 Ratio of two normal means 121

1960 1980 2000 2020

6

7

8

9

10

11

12

year

A
pr

il 
m

ea
n 

te
m

pe
ra

tu
re

2050 2100 2150 2200 2250 2300
year

co
nf

id
en

ce
, y

ea
r 

cr
os

si
ng

 9
.5

 d
eg

re
es

 (
C

el
si

us
)

0.0

0.2

0.4

0.6

0.8

1.0

Figure 4.12 The left panel shows April mean temperatures, in degrees Celsius, for Central
England, from 1946 to 2013, with a slight upward trend (̂b = 0.01). The right panel gives the
confidence curve for x0, the year at which the regression line crosses y0 = 9.5 degrees Celsius,
estimated to take place in x̂0 = 2105, but with confidence to the right never reaching above 81%.

Example 4.8 Central England temperatures

The central England temperature record is a unique meteorological dataset, consisting of
monthly mean surface air temperatures from the year 1659 to the present; see Manley
(1974). Figure 4.12 (left) displays such mean temperatures for the month of April (in degrees
Celsius), from 1946 to 2014, along with the fitted regression line 8.04+0.01(year−1946).
This fitted trend climbs from 8.03 ◦ to 8.66 ◦ over the time period studied here, and the
derivative 0.01 predicts a 1 degree increase over 100 years. We may ask when the line
a+b(x−1946), interpreted as the expected mean temperature as a function of calendar year
x, crosses y0 = 9.5 ◦. Confidence inference for x0 = 1946 + (y0 − a)/b leads to the curve
displayed in the figure’s right panel. The point estimate for the level crossing is the year
x̂0 = 2105. We note the clear asymmetry of the confidence curve, with cc(x0) tending to
F1,ν(t2)= 0.813 for large x0, corresponding to a p-value of 0.187 for testing the no change
hypothesis of b = 0. Thus confidence intervals with level above 82% have infinity as their
right endpoints. The 90% interval is [2028,∞). This is a situation in which the delta method
intervals, symmetric around x̂0, would be misleading.

The confidence inference briefly reported on here has been carried out trusting the
ordinary linear regression model, including the assumption of independence of the error
terms yi −a−bxi from year to year. A more careful analysis taking also autocorrelation into
account may be given as well, using the model and methods discussed in Section 4.9; see in
particular Example 4.13.

Problems of the inverse regression type occur naturally in other contexts as well, also
with other types of models. In bioassay setups there is typically a logistic regression equation
p(x) = P{Y = 1 |x} = H(a + bx), with H(u) = exp(u)/{1 + exp(u)} the logistic transform.
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Table 4.3. Pornoscope data: Time points for start and end
of matings of Ebony flies (first two columns) and Oregon
flies (last two columns), in seconds

Start End Start End

143 807 555 1749
180 1079 742 1890
184 1167 746 1890
303 1216 795 2003
380 1260 934 2089
431 1317 967 2116
455 1370 982 2116
475 1370 1043 2140
500 1384 1055 2148
514 1384 1067 2166
521 1434 1081 2166
552 1448 1296 2347
558 1504 1353 2375
606 1520 1361 2451
650 1534 1462 2507
667 1685 1731 2544
683 1730 1985 2707
782 1755 2051 2831
799 1878 2292 3064
849 2212 2355 3377
901 2285 2514 3555
995 2285 2570 2596
1131 2285 2970
1216 2411
1591 2462
1702 2591
2212 3130

Each experiment starts with 30 females and 40 males, all virgins.

The so-called LD50 or median lethal dose parameter is the dosage threshold point x0 at
which p(x0) = 1

2 , where half of the individuals die and the other half survive. Confidence
inference may be carried out for x0 = −a/b using the aforementioned methods, starting
with the joint approximately normal distribution of the maximum likelihood estimators, say
(̂a, b̂) ∼ N2((a,b),̂J−1). An alternative is to work directly with the profiled log-likelihood
and the deviance, as per methods exposited in Chapter 3. For an illustration of these
methods, and for another demonstration that the simpler delta method may not work well,
see Exercise 4.12. Similar remarks apply to Poisson and other regression models. Also,
confidence inference for threshold parameters can be accomplished for one of the covariates,
given values for the other covariates, in multiple regression situations.

4.7 Hazard rate models

Most of our previous methods and illustrations have utilised aspects of the likelihood
theory of Chapter 2, and more specifically under basic assumptions of independence and
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fully observed variables. There are various important situations where that framework is
too narrow, however, but where likelihood functions nevertheless may be constructed and
worked with. Under reasonable regularity conditions these more general likelihoods behave
well enough for the basic results of Chapter 2 to be valid, and by extension also those
pertaining to the confidence distributions of Chapter 3. We illustrate this here by considering
a large class of parametric models applicable for censored data, for survival data with
covariates, for transition counts for Markov type chains, and for more general event history
analysis models.

The model class in question involves the chief concept of a hazard function (or intensity,
or force of transition function),

α(t)dt = P{event occurs in [t,s + dt] |not yet occurred before t},
with the event in question determined by the context of the application. In biostatistical
contexts the time scale could be ordinary lifetime but also ‘time since diagnosis’ or ‘time
since operation’, or even calendar time; in demographic or sociological situations the event
may refer to getting married or finding work after a period of unemployment, and so forth.
For an ordinary lifetime distribution on (0,∞), with density f(t) and survival function S(t)=
P{T ≥ t} = 1 − F(t), the hazard rate is α(t) = f(t)/S(t). The point is partly that the hazard
rate often has an easier and more fundamentally relevant statistical interpretation, compared
to, for example, the probability density function, and even more crucially that the hazard
rate concept may be lifted from the case of distributions on the halfline to more complicated
event history situations. For broad discussion, development and applications in these areas,
see Andersen et al. (1993) and Aalen et al. (2008).

We focus here on a certain broad class of such models, for which a well-developed
likelihood theory is available, essentially making the machinery of Chapters 2 and 3 apply.
It involves individuals 1, . . . ,n making transitions over time (e.g., from ‘no event’ to ‘event
occurs’). For these transitions monitors the number at risk process Y (t) and the transition
counting process N (t). Under broadly valid conditions there would then be a hazard rate
function α(t) such that the stochastic process M(t) = N (t)− ∫ t

0 Y (s)α(s)ds is a so-called
martingale process. This is called Aalen’s multiplicative counting process model, with
suitable variations and generalisations for cases where there is also covariate information
for the individuals under study. For a concrete illustration, consider survival data of the
form (ti,δi) for n individuals, where ti = min(t0i ,ci) and δi = I{t0i < ci}, in terms of a real but
perhaps unobserved lifetime t0i and a censoring time ci. In that case,

Y (s)=
n∑

i=1

I{ti ≥ s} and N (t)=
n∑

i=1

I{ti ≤ t,δi = 1}. (4.6)

If the hazard rate follows a parametric form, say α(s)= α(s,θ), then one may show under
widely applicable assumptions that the log-likelihood function becomes


n(θ)=
∫ τ

0
{logα(s,θ)dN (s)− Y (s)α(s,θ)ds}, (4.7)

where an integral with respect to the counting process is defined as
∫ t

0 h(s)dN (s) =∑
ti≤t h(ti)δi. Here τ is an upper bound for the observations, and may also be infinity.
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As demonstrated in Borgan (1984) and Hjort (1986a, 1992), essentially all aspects of the
more familiar likelihood theory carry over to general counting process models (both under
and outside the conditions of the parametric model in question). A fortiori, our confidence
distribution theory carries over too.

Example 4.9 Pornoscope and Drosophilia mating

Here we illustrate the counting process apparatus using data from certain mating
experiments involving the fruit fly Drosophila, discussed at length in Andersen et al. (1993,
p. 38) and Aalen et al. (2008, p. 82). At time zero, 30 female and 40 male flies, all
virgins, enter an observation chamber, called a ‘pornoscope’, and the times are recorded
for when matings are initiated and end. We assume that the flies are basically equal and
that matings occur randomly among those available; cf. Kohler (1994). The assumptions
fit Aalen’s multiplicative counting process model with intensity Y (s)α(s) at time s, where
Y (s) = M(s)F(s) is the product of the number of males M(s) in position to mate and the
number of females F(s) available.

The data may be analysed nonparametrically, using Nelson–Aalen estimators and related
theory; cf. the sources mentioned. Here we shall, however, employ a parametric model,
namely

α(s)= cg(s,a,b)= c
ba

�(a)
sa−1 exp(−bs) for s> 0. (4.8)

We fit the (Ebony, Ebony) and (Oregon, Oregon) data, using maximum likelihood based
on (4.7). The fitted cumulative hazard rate curves match the nonparametric Nelson–Aalen
estimates well, see Figure 4.13. Confidence distributions may then be constructed for
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Figure 4.13 Cumulative mating intensity for the Ebony flies (upper curves) and Oregon flies
(lower curves), estimated nonparametrically and parametrically via the (4.8) model.
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Figure 4.14 Estimated mating intensity curves for the Ebony flies (top curve) and Oregon flies
(lower curve), using the three-parameter model (4.8).

various pertinent focus parameters. We illustrate this here by computing and displaying
confidence curves for ψ = (a − 1)/b, the point of maximum mating intensity, for the two
groups; see Figure 4.14. We note that what is being analysed, estimated and displayed here
are hazard rates, not the probability density function. Thus α(s)ds for Figure 4.14 reflect the
probability that a fly still a virgin at time s shall engage in mating inside the [s,s + ds] time
window. For various details and further discussion, see Exercise 4.5.

Importantly, the theory we utilise here is well developed also for the case of hazard rates
being modelled via covariates, say αi(s) = α(s,xi,β) for individual i. The log-likelihood
function then takes the form


n(β)=
n∑

i=1

∫ τ

0
{logα(s,xi,β)dNi(s)− Yi(s)α(s,xi,β)ds},

where Yi(s) and Ni(s) are the at risk indicator and counting process associated with
individual i. A clean model of this type is that of exponential regression with proportional
hazards, with αi(s)= α0(s)exp(xt

iβ) for individual i. Here α0(s) is either a known baseline
hazard rate or a function involving further unknown parameters; cf. Hjort (1990). For
the case of a baseline hazard of the type α0(s,γ), with cumulative hazard A0(t,γ ) =∫ t

0 α0(s,γ )ds, where γ is a model parameter, the log-likelihood function is


n(β,γ )=
n∑

i=1

∫ τ

0

[{logα0(s,γ )+ xt
iβ}dNi(s)− Yi(s)α0(s)exp(xt

iβ)ds
]

=
n∑

i=1

[{logα0(ti,γ )+ xt
iβ}δi − A0(ti,γ )exp(xt

iβ)
]
.
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Figure 4.15 Confidence curves f or the time point of maximal mating intensity ψ , for Ebony
flies (left curve, point estimate 15.259) and Oregon flies (right curve, point estimate 26.506),
using the three-parameter model (4.8).

It may be maximised for fitting the model, with standard errors of the parameter estimates
provided via the inverse observed information matrix. Also, the deviance statistic for any
focus parameter ψ is again approximately a χ2

1 under the true parameter (β,γ), yielding a
confidence distribution. Figure 4.15 displays confidence curves for the time ψ = (a − 1)/b
of highest mating intensity for each type of fruit fly considered in Example 4.9.

The probability of still being alive at time t, given that one has survived up to time t0,
may for this type of model be expressed as

p(t, t0,x)= exp{−A0(t,γ )exp(xtβ)}
exp{−A0(t0,γ )exp(xtβ)} = exp

[−{A0(t,γ )− A0(t0,γ )}exp(xtβ)
]
.

A patient with his or set of covariates may then take an interest in the further survival
chances, and to see how these improve the longer he or she has survived after the operation.
In particular, the median survival time after operation for such an individual is the time t for
which this p(t, t0,x)= 1

2 .

Example 4.10 Median remaining survival time after operation

We consider survival data for patients with a certain type of carcinoma of the oropharynx,
discussed and analysed earlier with different types of survival analysis models in Kalbfleisch
and Prentice (2002, p. 378), Claeskens and Hjort (2008, section 3.4), Aalen et al. (2008,
section 4.2). The data are of the form (ti,δi,xi) for n = 193 patients, where ti is the time to
death after operation, noncensored if δi = 1 and time to censoring if δi = 0, and where xi is
the covariate information. Here we employ the hazard rate model with

αi(s)= γ sγ−1 exp(xt
iβ)= γ sγ−1 exp(β0 +β1xi,1 +β2xi,2 +β3xi,3 +β4xi,4),
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in which

x1 is gender, 1 for male and 2 for female
x2 is condition, 1 for no disability, 2 for restricted work, 3 for requires assistance with
self-care, and 4 for confined to bed
x3 is T-stage, and index of size and infiltration of tumour, ranging from 1 (a small tumour)
to 4 (a massive invasive tumour)
x4 is N-stage, an index of lymph more metastasis, ranging from 0 (no evidence of
metastasis) to 3 (multiple positive or fixed positive nodes)

Fitting this proportional Weibull hazards model gives parameter estimates 1.203 (0.081)
for γ and −4.319 (0.539), −0.306 (0.204), 0.846 (0.148), 0.328 (0.117), 0.103 (0.073) for
β0, . . . ,β4, with standard errors in parentheses. We focus here on median survival time after
operation, for a patient having survived up to t0, which is

m(t0,x)=
(
tγ0 + log2

exp(xtβ)

)1/γ
;

cf. Gould (1995). For three different types of male patients (x1 = 1), each having survived
the first year after operation, and with (x2,x3,x4) respectively (2,2,2), (2,3,3), (3,3,3), we
compute the deviance statistic function Dn(m) = 2{
n,prof(m̂)− 
n,prof(m)}. The profiling to
find 
n,prof(m0) is over all (β,γ) for which m(t,x) given earlier is equal to the given value
m0. The confidence curve is then cc(m) = �1(Dn(m)), displayed in Figure 4.16. The point
estimates for the median time after operation are 6.386, 4.381, 2.954, respectively.
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Figure 4.16 Confidence curves for the median survival time after operation, in years, for
three patients who have already survived the first year. These are all male, and with covariates
(x2,x3,x4) equal to (3,3,3) (left), (2,3,3) (middle), and (2,2,2) (right).
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We note again that confidence curves and distributions for given focus parameters may be
seen as the frequentist cousins of the Bayesians posterior distributions. A Bayesian version
of the analysis just provided would start with a prior for the six parameters and then use
Markov chain Monte Carlo (MCMC) simulation output to produce distributions for the
median remaining survival time. The results would typically come close to what we provide
here, sans priors, as a consequence of Bernshteı̆n–von Mises theorems for such models; see
De Blasi and Hjort (2007) for such results and applications to the analysis of remaining
lifetime. We also point out that a different parametric model put forward in Claeskens
and Hjort (2008, section 3.4) works somewhat better than the proportional Weibull one
we have chosen for this illustration. A similar analysis can be carried out for the median
type focus parameters, using these more elaborate gamma process crossing models; see
Exercise 4.13.

The celebrated Cox regression model for survival data with covariates is of this type, but
with α0(s) left entirely unspecified. This needs, however, a different type of log-likelihood
function to be constructed and worked with, called partial likelihood; cf. again the reference
texts Andersen et al. (1993) and Aalen et al. (2008). Theory developed there, primarily
aiming at statistical inference for the β coefficients, may be utilised in our framework
for constructing confidence distributions and curves for any parameter of interest, like in
Example 4.10.

4.8 Confidence inference for Markov chains

To illustrate that our confidence distribution methodology works well also outside the
sometimes too limited realm of models with independence between observations we shall
now turn to Markov chains. Such a chain, say X0, X1, X2, . . . with possible states say
{1, . . . ,m}, has the property that it remembers precisely one step backward in time, in the
sense that the distribution of Xn given values of X0, X1, . . . , Xn−1 depends only on the
value of Xn−1. The joint probability distribution for X0, X1, . . . , Xn may under this so-called
Markov assumption be expressed as

f(x0,x1, . . . ,xn)= P{X0 = x0}px0,x1 · · ·pxn−1,xn

in terms of the one-step transition probabilities

pj,k = P{Xn = k | Xn−1 = j}.
Here we are also assuming that these do not change over time, that is, that the chain
is stationary. These transition probabilities are conveniently collected in the transition
probability matrix P, where each row sums to 1. We also mention here that such a chain
converges to its equilibrium distribution as time goes by, say π = (π1, . . . ,πm), as long as
the chain is irreducible (each state can be reached from any other state) and aperiodic; see,
for example, Karlin and Taylor (1975) for more details and abundant illustrations. These πj

are determined by the equation πP = π , or
∑

jπjpj,k = πk for each k.
If a parametric model pj,k = pj,k(θ) is put up the consequent likelihood function is

Ln(θ)= P{X0 = x0}
∏
j,k

pj,k(θ)
Nj,k ,
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where Nj,k = ∑n
r=1 I{Xr−1 = j, Xr = k}, the number of observed transitions from j to k. For

convenience the starting point x0 is often considered nonrandom and not part of the transition
modelling, in which case the log-likelihood function becomes


n(θ)=
∑

j,k

Nj,k logpj,k(θ).

Crucially, the most important results of likelihood-based inference theory, as exposited
in Chapter 2, carry over to models with dependence such as this one; see Anderson and
Goodman (1957), Billingsley (1961) and Hjort and Varin (2008). In particular,

√
n(θ̂ − θ0)

has a limiting normal distribution Np(0,J(θ0)−1), with p the dimension of θ , though with a
more involved expression for the information matrix J(θ). Also, for a given focus parameter
ψ =ψ(θ), the profile deviance Dn(ψ0)= 2{
n,prof,max − 
n,prof(ψ0)} tends to the χ2

1 when ψ0

corresponds to the correct parameter value of the model. This follows by arguments similar
to those used to prove Theorem 2.4 from Theorem 2.2, with the appropriate modifications.
As for previous sections of this chapter we may use these results to construct confidence
distributions, confidence curves, and so forth, now also for Markov chain models and indeed
other models with moderate dependence structure between observations.

Example 4.11 The asynchronous distance between DNA sequences

A molecule of DNA follows a certain order of nucleotide bases and gives rise to a sequence
of letters A, G, C, T (for adenine, guanine, cytosine, thymine). Models for DNA evolution
are used to study the time dynamics of homologous sequences hypothesised to stem from a
common ancestor. A certain class of probability models for transitions between these four
states takes the form

A G C T
A 1 − 2α− γ γ α α

G δ 1 − 2α− δ α α

C β β 1 − 2β− γ γ

T β β δ 1 − 2β− δ

(4.9)

with the four parameters in question obeying 2α+γ < 1, 2α+δ < 1, 2β+γ < 1, 2β+δ < 1.
The simplest of these is the so-called Jukes–Cantor one which has α= β = γ = δ, and there
are other special one- or two-parameter cases in the literature; see, for example, Kimura
(1981), Hobolth and Jensen (2005) and Hjort and Varin (2008) for a wider discussion.
Version (4.9) corresponds to a model worked with in Blaisdell (1985). Its equilibrium
distribution may be worked out with some algebraic efforts and is

πA = β

α+β
α+ δ

2α+ γ + δ , πG = β

α+β
α+ γ

2α+ γ + δ ,

πC = α

α+β
β+ δ

2β+ γ + δ , πT = α

α+β
β+ γ

2α+ γ + δ ;

see Hjort and Varin (2008).
To illustrate the inference methodology in the preceding we shall use a certain dataset

also worked with in Felsenstein (2004) and Hobolth and Jensen (2005), where the observed



�

�

“Schweder-Book” — 2015/10/21 — 17:46 — page 130 — #150
�

�

�

�

�

�

130 Further developments for confidence distribution

transitions are
A G C T

A 93 13 3 3
G 10 105 3 4
C 6 4 113 18
T 7 4 21 93

,

with n = 500 transitions in total. These are actually not taken from one single Markov
chain per se (see the aforementioned references), but each transition corresponds in the
probabilistic sense to a corresponding transition in an evolving Markov chain, so we shall
treat them as such here. The maximum likelihood estimates (with standard errors) are
found to be 0.0270 (0.0073), 0.0405 (0.0085), 0.1218 (0.0205), 0.1263 (0.0212), through
maximising the appropriate 
n(α,β,γ ,δ). The focus parameter for our illustration is a certain
asynchronous distance parameter between homologous sequences suggested in Barry and
Hartigan (1987), namely

�= − 1
4 log |P|, (4.10)

in terms of the determinant of the probability transition matrix P. This quantity is shown
there to relate to the number of changes on the evolutionary path from sequence to sequence
and with each change weighted by the inverse probability of the nucleotide it changed from.
Its estimate here, from plugging in the maximum likelihood estimates in the formula (4.9)
for P, is 0.2259. Computing the required profile log-likelihood


n,prof(�)= max{
n(α,β,γ ,δ) : − 1
4 log |P| =�}

is tricky, but can be done. For each considered value �0 of �, we define the function

gn(α,β,γ )= 
n(α,β,γ ,δ(α,β,γ ,�0)),

where δ(α,β,γ ,�0) is the vaue of δ that gives − 1
4 log |P(α,β,γ ,δ)| equal to �0, and

must be found numerically for each (α,β,γ). This leads to a well-defined function to be
maximised over (α,β,γ) for the given value �0. These calculations have been carried out
and transformed to the deviance function Dn(�) = 2{
n,prof,max − 
n,prof(�)} and finally the
confidence curve cc(�)= �1(Dn(�)) displayed in Figure 4.17. We learn, for example, that
a 95% confidence interval is [0.1812,0.2879], tilted slightly to the right. For further details,
see Exercise 4.14 and Hjort and Varin (2008).

Sometimes phenomena are more complex and may have a longer memory than the single
step of the ordinary Markov chains. Modelling, say, two-step memory chains becomes a
bit more challenging regarding formulae and bookkeeping but does not really require more
advanced concepts or mathematics, starting from two-step transition probabilities

pi,j,k = P{Xn = k |(Xn−2, Xn−1)= (i, j)}.
There is again a likelihood, which may be expressed as a long product of such pi,j,k, which

when suitably collected together reads as
∏

i,j,k p
Ni,j,k
i,j,k , now involving triple transition counts

Ni,j,k = ∑n
r=2 I{Xr−2 = i, Xr−1 = j, Xr = k}. One may again form profiled log-likelihoods for
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Figure 4.17 Confidence curve for the asynchronous distance parameter� between homologous
DNA sequences for the Kimura model (4.9) based on the transition data of Example 4.11. The
maximum likelihood estimate is �̂ = 0.2259 and the 95% confidence interval [0.1812,0.2879]
is also indicated.

focus parameters and the basic theory still applies; see, for example, Billingsley (1961) and
Hjort and Varin (2008).

The number of possible parameters grows quickly with the length of the memory process,
however, for example, from m(m−1) to m2(m−1) when passing from one-step to two-step
chains, and it often pays off to build models with fewer parameters. One particular simple
one-parameter extension of one-step memory chains is to use, say, (1 − γ )pj,k + γ pi,k for
pi,j,k, with γ in this fashion indicating the level of extra memory jog from the day before.
The perfect one-step memory Markov chain corresponds of course to γ = 0. Confidence
distributions may be constructed for this extra memory parameter as well as for other
quantities of interest, as we now illustrate by going 100 years back in time.

Example 4.12 Markov and Pushkin, one-step and two-step

Markov chains first saw light in Markov (1906), thanks to various interesting prior events
and disputes among colleagues, as entertainingly reported on in Basharin et al. (2004). Also,
the first instance ever of actual Markov chain modelling and data analysis is Markov (1913).
Astoundingly, he went through all of the first 20,000 letters of Puskhin’s Yevgeniı̆ Onegin,
epically tabling transitions from consonants to vowels and consonants and from vowels to
vowels and consonants. His results, in effect fitting the Markov chain model with transition
matrix

P =
(

1 −α α

β 1 −β
)

(4.11)
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Table 4.4. Markov’s 1913 data, fitted using one-step and
two-step Markov chains

Triple Transitions One-step Fitted Two-step Fitted

000 1923 π0(1 −α)2 2703 π0,0p0,0,0 2185
001 3800 π0(1 −α)α 3020 π0,0p0,0,1 3482
010 5103 π0αβ 5191 π0,1p0,1,0 4857
011 1293 π0α(1 −β) 1205 π0,1p0,1,1 1499
100 3800 π1β(1 −β) 3020 π1,0p1,0,0 3482
101 2596 π1βα 3376 π1,0p1,0,1 2875
110 1293 π1(1 −β)β 1205 π1,1p1,1,0 1499
111 191 π1(1 −β)2 279 π1,1p1,1,1 119

over the states {0,1}, with 0 indicating consonant and 1 vowel, were α̃ = 0.663 from
consonant to vowel and 1 − β̃ = 0.128 from vowel to vowel, the crucial point being, of
course, that these are not the same; the chain is exhibiting dependence and the traditional
models used prior to Markov’s inventions were inadequate. These findings led also, he
observed, to equilibrium frequencies

π̃0 = β̃/(̃α+ β̃)= 0.568 and π̃1 = α̃/(̃α+ β̃)= 0.432

for consonants and vowels.
We have complemented Markov’s poetic efforts by reading the highly satisfactory 1977

English translation by C. H. Johnston, similarly counting vowels and consonants transitions.
Our reasons include (1) linguistic curiosity (Russian and English have quite different
consonant–vowel transition patterns, also phonetically); (2) the particular aspect that we
could then also estimate parameters using two-step memory models, which we could not do
from Markov’s 1913 table alone; and (3) that it was easier to work with electronic versions
of the English text than with the Russian. We also chose to examine the one-parameter
extension of the simple one-step memory model above, namely

pi,j,k = (1 − γ )pj,k + γ pi,k for i, j,k = 0,1. (4.12)

The log-likelihood function becomes


n(α,β,γ )=
∑
i,j,k

Ni,j,k log{(1 − γ )pj,k + γ pi,k}

with the pj,k and pi,k taken from (4.11), and where the triple transition counts are given in
Table 4.4. We find maximum likelihood estimates 0.6144 (0.0055), 0.9263 (0.0047), 0.2999
(0.0083) for α,β,γ (with standard errors in parentheses). The very clear distance from zero
for γ indicates that this two-step version is a much better model for Pushkin’s consonants
and vowels than is the one-step version (4.11); also the Akaike Information Criterion (AIC,
see Section 2.6) rises drastically (the maximal log-likelihood is 325.35 larger with three
parameters than with two). Figure 4.18 displays confidence curves for γ (left panel), tightly
situated around 0.2999, and also for the parameter p0,1,1 = (1−γ )(1−β)+γα (right panel),
which is the probability of observing a vowel just after a consonant and a vowel.
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Figure 4.18 Confidence curves for the two-step memory parameter γ (left) and the probability
ψ = p0,1,1 of observing 1 (vowel) after (0,1) (consonant, vowel), at the right, for the English
translation version of Markov’s 1913 data.

Table 4.4 provides fitted values of the expected number of triples (i, j,k) under the
two models. These are estimates of respectively πipi,jpj,k and πi,jpi,j,k, multiplied with
sample size; also, π0,0,π0,1,π1,0,π1,1 are the equilibrium probabilities for the respective
combinations of consonants and vowels under the two-step model. We learn once more
that the two-step memory model is vastly better. The normalised Pearson type residuals
Qi,j,k = (Ni,j,k − Ei,j,k)/E

1/2
i,j,k, with the Ei,j,k being the estimated number of transitions, go

drastically down in overall size.
The one-step model solution to this latter problem would be to trust (4.11) and use

p0,1,1 = 1−β, and then to build a confidence distribution for this under one-step conditions.
This is entirely feasible, and provides a curve tightly situated at 1 − β̃ = 0.188, but is not
a good idea here, in that the one-step model provides a much poorer fit to the data. Of
course our two-step improvement (4.12) cannot be expected to be a particularly good model
either, particularly in view of the long chain of n = 20,000 letters, and improvements are
possible.

4.9 Time series and models with dependence

Just as the basic theory of Chapter 2 could be extended to Markov chain type models, as seen
in the previous section, other models with dependence between observations can be coped
with too. This takes appropriate modifications of the relevant mathematical techniques, with
consequent amendments also for the formulae to be used when constructing confidence
distributions, and so forth. Suppose in general that a model indexed by a p-dimensional θ
along with observations Y1, . . . ,Yn leads to a log-likelihood function 
n(θ). Then the two
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more crucial statements to aim for, to get the rest of the machinery to work properly,
are that

Jn = −
′′
n(θ0)/n →pr J and Un = 
′n(θ0)/

√
n →d U ∼ Np(0,J), (4.13)

under the true parameter θ0, an inner point in its parameter region. Here 
′n and 

′′
n are the

first and second derivatives of the log-likelihood function, and the J = J(θ0) matrix should
be positive definite. Proving (4.13) may clearly need different techniques and regularity
conditions, for different types of models. Without going into the specifics, we mention here
that the preceding holds for large classes of models with weak types of dependency structure,
as for time series models with a condition to ensure that the correlations involved do not
go too slowly to zero. The point, for the present purposes, is that we can still construct
profile log-likelihood functions, form deviance statistics, pursue confidence curves, and
so forth, much like when we developed our most basic methodology in Chapter 3. Situations
with long-term memory, or too high statistical dependence between observations far apart,
might not fit here, however, requiring special treatment and a different form of confidence
constructions.

We shall illustrate this here by working with the fruitful class of models for regression
data of the form (xi,yi), taking the form

yi = xt
iβ+σεi, with ε = (ε1, . . . ,εn)

t ∼ Nn(0, A).

Here A is the matrix of correlations, with 1 along its diagonal, and containing a suitable
spatial parameter λ. The covariances between observations are accordingly of the type
cov(Yi,Yj) = σ 2c(di,j,λ), with di,j the distance between the observations, either in a clear
geographical sense or via some other relevant measure. The model may be compactly
represented as y ∼ Nn(Xβ,σ 2 A), with the traditional case of independence corresponding to
A being the identity matrix.

The log-likelihood function for this spatial model is


(β,σ ,λ)= −n logσ − 1
2 log |A|− 1

2 (y − Xβ)t A−1(y − Xβ)/σ 2,

with λ being present in the A matrix. This may be maximised over (β,σ), for fixed λ,
leading to

β̂(λ)= (X t A−1 X)−1 X ty and σ̂ (λ)= {Q0(λ)/n},
where Q0(λ) = {y − X β̂(λ)}t A−1{y − X β̂(λ)}. This yields a profiled log-likelihood in the
spatial parameter,


prof(λ)= −n log σ̂ (λ)− 1
2 log |A(λ)|− 1

2n,

leading to its maximiser λ̂ and to maximum likelihood estimates β̂ = β̂(̂λ) and σ̂ = σ̂ (̂λ).
The variance matrix for the parameter estimators may be estimated as the inverse of
the observed information matrix −
2(θ̂)/∂θ∂θ t, with θ = (β,σ ,λ) being the full model
parameter. Owing to some of cross-terms of this matrix being zero, and hence so-called
parameter orthogonality between β and (σ ,λ), we also have

β̂ ≈d N(β,σ 2(X t ÂX)−1),
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with Â equal to A(̂λ). There is exact normality of the regression coefficients in the
usual case of independence, and also in cases where A might be known, but only to an
approximate degree here, where A carries a spatial parameter in need of estimation from the
same data.

Example 4.13 Where is the snow of yesteryear?

To most Norwegians, at least, Figure 4.19 has a sinister tone. It shows the number of skiing
days per year, at Bjørnholt in Nordmarka, a tram distance and a cross-country skiing hour
away from downtown Oslo. A ‘skiing day’ is properly defined as a day with at least 25 cm of
snow at the permanent place of meteorological measurements in question, 360 m a.s.l.; see
Dyrrdal and Vikhamar-Scholer (2009) and Heger (2011). We let xi be the year of observation
i, with 1896 subtracted, and fit these data to the four-parameter model

yi = a + bxi +σεi, with corr(εi,εj)= ρ |i−j|.

This is a time series model with linear trend and autocorrelation parameter ρ for the
residuals. There is a gap in the series, with no skiing data for 1938 to 1953, but we may
still fit the long model (all data, from 1897 to 2012) in addition to the short model (data only
from 1954), yielding the two trend functions in the figure. Apparently the climatic situation
is a tougher one, for Norwegians, after the war, with b̂ = −0.982, that is, losing close to a
full day of skiing for each season. Figure 4.20 gives the confidence curves for the two most
pertinent parameters, the autocorrelation ρ (estimated at 0.225) and the worrisome local
warming trend parameter b.

So quo vadimus, fellow Norwegians, can we still go skiing, fifty years from now? We
return to such prediction questions in Section 12.5.
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Figure 4.19 The number of days per year with enough snow for skiing, at Bjørnholt, 1897 to
2012, along with trend functions estimated from respectively the full data sequence and from
using the postwar data only.
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Figure 4.20 For the 1954 to 2012 time series of cross-country skiing days per year at Bjørnholt,
confidence curves for the autocorrelation parameter ρ and the parameter b of the trend function
a + bt, with 90% confidence intervals as indicated. We risk losing one day of skiing per season.

Example 4.14 The Atlantic cod and Kola temperatures

The more important insights and consequences of Hjort (1914) are related to uncovering
the key issues and behaviour of the fluctuations of the great fisheries (Smith, 1994, Houde,
2008, Browman, 2014). But somewhat hidden inside that book lies also one of the first
ever published comprehensive time series concerning marine fish, recording a parameter
related to quality of liver for the North-East Atlantic cod (skrei, Gadus morhua) 1880–1912.
Via careful archival work, involving also calibration tasks with respect to other quantities,
Kjesbu et al. (2014) were able to extend the Hjort series both backwards to 1859 and
forwards to 2013. Figure 4.21 depicts the resulting series of the so-called hepatosomatic
index (HSI), a measure of liver size per body weight reflecting the condition of the fish,
along with a time series of annual Kola temperatures from 1921 to 2014. More specifically,
we have extracted these temperatures from a fuller set of monthly averages (see Boitsov
et al., 2012), by computing for each year the mean over five months – October, November
and December from the previous year and January and February from the present year. The
point is that these are critical months for the spawning and physiological buildup for the
Atlantic cod. Crucial questions regarding the impact of climate on these stocks and their
environment are raised in the literature; see, for example, Ottersen et al. (2006), Bogstad
et al. (2013) and Kjesbu et al. (2014).

On this occasion we shall consider a reasonable initial model for examining both the HSI
series yi and how it might be influenced by the Kola winter temperatures xi, of the type

yi = a + bxi + cxi−1 + dxi−2 +σεi for i = 1, . . . ,n, (4.14)
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Figure 4.21 The Hjort time series of the hepotosomatic index, 1859–2013, along with winter
mean temperatures at Kola (in degrees Celsius), 1921–2013.

where the εi are taken zero-mean unit-variance normal autoregressive with parameter ρ.
The model reflects the possibility that the HSI found for fish for year yi could very well
be influenced not only by climatic and other conditions of that year but also from the
year before, or two years before. Fitting this six-parameter model for the time period
1921–2000 we calculated estimates, standard errors and confidence distributions for all
parameters, via profile log-likelihoods and deviances, as per the theory exposited earlier.
Figure 4.22 gives confidence curves for parameters d,b,c, taken from left to right, with the
c associated with last year’s winter more important than conditions of this year and two
years ago. The parameter estimates for d,b,c are −0.012,0.233,0.482 with standard errors
0.179,0.176,0.183; also, σ̂ = 0.982 and ρ̂ = 0.727. Because the d and b appear insignificant
we are led to the slimmer model yi = a + cxi−1 + σεi, and indeed that model gives better
model selection scores, in terms of AIC and FIC scores for times series; see Hermansen and
Hjort (2015) for methodology and Hermansen et al. (2015) for a fuller analysis of the HSI
series with further influencing factors.

There are challenges and pitfalls and unforeseen predators in the big complex sea,
however. Examination of these time seriesy, using models of the aforementioned and
similar types, reveal that the model above works decently well for the time window 1921
to 2000, but not for the fuller period 1921–2013. Figure 4.21 indicates that the formerly
positive association between liver quality and warmer Kola winters at some stage is turning
negative. The papers referenced in the preceding paragraph are concerned with other
dynamic mechanisms potentially related to Kola temperatures also appearing to change,
in manners not yet well enough understood, perhaps some time after 1980. Thus we need
more data and insights to have a possibility of predicting chances of the liver quality index
coming down to the dramatic low level of 1903, for example.
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Figure 4.22 Confidence curves for parameters d,b,c of the (4.14) model, based on the HSI and
Kola annual winter temperature time series from 1921 to 2000, indicating that last year’s winter
is more important than conditions of this year and two years ago for liver quality.

We do mention here that methods of Section 3.8 may be put to use to estimate the break
point at which the positive association model yi = a + cxi−1 + σεi relating this year’s liver
with last winter’s temperature no longer holds up. Such methods, involving confidence
statements for the break point, and also certain monitoring processes for checking constancy
of model parameters over time developed in Hjort and Koning (2002) (see Exercise 3.19),
indicate that the model works well, with the same a,c,σ ,ρ, from 1921 to about 1987, at
which point new dynamic mechanisms apparently kick in.

4.10 Bivariate distributions and the average confidence density

We have emphasised that the confidence distribution is a tool for summarising and
presenting inference for a parameter, and not the distribution of a random variable emerging
naturally from a statistical experiment. Occasionally it is nevertheless useful to present
certain concepts and identities in terms of such an artificial ‘confidence random variable’,
say ψCD, as drawn post data from the confidence distribution C(ψ). Such a ψCD plays a
role somewhat similar to a random draw from the Bayesian’s posterior distribution. In the
text that follows we identify a certain average confidence density and use this to illustrate
how one may quantify differences in statistical behaviour between competing confidence
distributions.

Suppose observations Y are modelled according to an appropriate parametric model
f(y,θ) and that a confidence distribution C(ψ , T ) for some focus parameter ψ = ψ(θ) has
been constructed on the basis of a statistic T . Then, for each reference parameter value θ0,
there is a well-defined bivariate distribution for (T ,ψCD), with T drawn from the model
under θ0 and ψCD from the confidence distribution given T . Their joint density may be
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expressed as

g(t,ψ)= f(t,θ0)c(ψ , t), (4.15)

in terms of the density f(t,θ) for T and the confidence density for ψ constructed for this
value of t. This further gives rise to the average confidence density

c̄(ψ)= Eθ0c(ψ , T )=
∫

f(t,θ0)c(ψ , t)dt, (4.16)

which is also the marginal distribution for the focus parameter from the bivariate distribution
(4.15).

A prototype illustration takes the following form. Observations Y give rise to an estimator
T = ψ̂ for ψ , which we take to be exactly or approximately distributed as N(ψ ,κ2) (and
typically with the κ in question decreasing like 1/

√
n with sample size). The associated

confidence distribution is then C(ψ , ψ̂) = �((ψ − ψ̂)/κ), and the preceding bivariate
distribution for (ψ̂ ,ψCD) is characterised by these two steps. It may also be written

g(ψ̂ ,ψ)= φκ(ψ̂ −ψ0)φκ(ψ − ψ̂),
with ψ0 the focus parameter value under θ0 and where we write φκ(x)= κ−1φ(κ−1x) for the
density of N(0,κ2). It follows that(

ψ̂

ψCD

)
∼ N2

((
ψ0

ψ0

)
,

(
κ2, κ2

κ2, 2κ2

))
,

and, in particular, that the average confidence density c̄(ψ) is φ√
2κ(ψ−ψ0). The correlation

between ψ̂ and ψCD is 1/
√

2 = 0.7071.

Example 4.15 Sample mean and sample median

Suppose Y1, . . . ,Yn are a sample from the normal (μ,σ 2) model, where we for the present
purposes of illustration take σ known and equal to 1. The traditional estimator of μ is of
course the sample mean Ȳ , with associated confidence distribution C1(μ)=�((μ− ȳ)/κ)
with κ = 1/

√
n. A competing estimator, with some relevance and merit concerning aspects

of robustness, for example, is the sample median Mn, with confidence distribution C2(μ)=
Pμ{Mn ≥ Mn,obs}; details for how to compute this are given in Exercise 4.10. For the case
of n = 25 and true value μ0 = 3.00, Figure 4.23 displays 1000 simulations of (Mn,μCD,1)

drawn from the bivariate distribution (4.15) associated with the median (left panel) along
with the corresponding 1000 simulations of (Ȳ ,μCD,2) from the bivariate distribution related
to the sample mean (right panel). The figure illustrates that the distribution on the right
is tighter both regarding the estimator being used (the standard deviation for the sample
median is approximately (π/2)1/2 = 1.2533 larger than for the sample mean, see again
Exercise 4.10), and for the associated confidence distribution. We are learning that good
performance of the estimator underlying a confidence distribution not surprisingly leads to
good performance of the confidence distribution. Matters of performance and comparisons
are pursued in Chapter 5.

We note that general asymptotics theory about estimators and associated confidence
distributions (cf. Theorems 2.2 and 2.4) indicates that the main elements displayed in
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Figure 4.23 The figure uses 1000 simulations to illustrate the bivariate distribution of (μ̂,μCD)
implied by the confidence distribution for μ in the model with n = 25 observations from the
N(μ,1) model, based on respectively the sample median (left) and the sample mean (right). The
true value is μ0 = 3.00. The latter distribution is tighter, both for μ̂ and for the confidence. The
correlation for both bivariate distributions is 1/

√
2. See Example 4.15.

the preceding example will be observed in most regular situation, for moderate to large
sample sizes, including the 1/

√
2 correlation between the two components of (4.15). In

location models we actually find for U = μ̂−μ that μCD = μ+ U + UCD, where UCD is
an independent copy of U . The confidence distribution reflects the uncertainty in μ̂ and
accounts for it at the same time.

4.11 Deviance intervals versus minimum length intervals

In most situations there are several classes or families of confidence intervals for a
given focus parameter, hence giving rise to different confidence distributions. General
ways in which to meaningfully measure performance of and compare different confidence
distributions are discussed in Chapter 5. Here we briefly discuss one particular aspect of
such comparisons, namely that associated with the lengths of intervals.

As in Example 3.1, let Y1, . . . ,Yn be an i.i.d. sample from the exponential distribution
with parameter θ . The maximum likelihood estimator is θ̂ = 1/Ȳ and may be represented as
θ/Vn, where Vn ∼ χ2

2n/(2n). The natural confidence distribution was found in that example
to be Cn(θ)= Pθ {θ̂ ≥ θ̂obs}, with associated confidence curve

ccn(θ)= |1 − 2Cn(θ)| = |1 − 2�2n(2nθ/θ̂obs)|.



�

�

“Schweder-Book” — 2015/10/21 — 17:46 — page 141 — #161
�

�

�

�

�

�

4.11 Deviance intervals versus minimum length intervals 141

The point here is that solving ccn(θ) = α gives the endpoints of an equitailed confidence
interval CIn(α) with level α,

[C−1
n (

1
2 − 1

2α),C
−1
n (

1
2 + 1

2α)] =
[�−1

2n (
1
2 − 1

2α)

2n
θ̂obs,

�−1
2n (

1
2 + 1

2α)

2n
θ̂obs

]
,

with 1
2 − 1

2α mass to the left of the lower point and the same mass to the right of the upper
point. One may, however, build confidence intervals of confidence level α with shorter
lengths than those of CIn(α). In general,

CI∗n(a,b)=
[�−1

2n (a)

2n
θ̂obs,

�−1
2n (b)

2n
θ̂obs

]
is seen to have level α if b−a = α. We may minimise �−1

2n (b)−�−1
2n (a) under the restriction

b − a = α, leading to, say, CI∗n(a0(α),b0(α)).
The deviance function here may be expressed as

Dn(θ ,yobs)= 2n{θ/θ̂obs − 1 − log(θ/θ̂obs)},

which is found to be equal in distribution to 2n(Vn − 1 − logVn), with a certain distribution
Kn that may be simulated. Figure 4.24 displays three confidence curves, each of them exact
and valid: the canonical one (solid line); the one with shortest lengths for each level (dashed
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Figure 4.24 For an i.i.d. sample of size n = 3 from the exponential distribution with observed
θ̂obs = 1.00, three confidence curves are displayed: the canonical one based on Pθ {θ̂ ≥ θ̂obs} (solid
line, median confidence estimate 0.891); the one with shortest lengths (dashed line, pointing to
estimate 1−1/n = 2/3); and the one based on the deviance (dotted line, pointing to the maximum
likelihood estimate 1.00).
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line); and the one based on the deviance (dotted line). The latter is

c̄cn(θ)= Pθ {Dn(θ ,Y )≤ Dn(θ ,yobs)} = Kn(Dn(θ ,yobs)).

In Chapter 5 we discuss natural senses in which Cn(θ) is more powerful than competitors.
We also note that for this particular example, the difference between the three curves quickly
becomes small with increasing sample size.

4.12 Notes on the literature

Our previous chapter developed the basic machinery of confidence distributions, along with
recipes and illustrations for various types of parametric models and focus parameters. The
present chapter has offered a supplementing cavalcade of problems and situations in which
the standard methods have not necessarily been appropriate or have needed modifications
or extensions.

We first discussed the problems of bounded parameters, encountered in connection with
variance components, rates above a given threshold, overdispersion, and so forth. We
maintain disagreement with writers who claim that “it is very difficult to utilize likelihood
or frequentist to incorporate uncertain about [a border parameter] into the analysis” and
so on, as we have demonstrated that properly constructed confidence distributions do
not have any conceptual difficulties with dealing with such tasks and that they provide
natural frequentist summaries about the uncertainty in question. This relates, for example,
to problems discussed in Bayarri and Berger (2004) and Mandelkern (2002); cf. also the
discussion following the latter article. Bayesian methods sometimes advocated for such
problems, for example, involving flat priors on the appropriate intervals, might be in trouble,
as we discuss in Section 14.4, in such a situation with a focus parameter restricted to be
nonnegative in the work of Sims (2012). Work of Claeskens and Hjort (2008, chapter 10)
is also relevant for these discussions, leading as we have seen to approximate confidence
distributions for border parameters close to the boundary.

There is an extensive literature on random and mixed effects models, where the clear
account offered in Scheffé (1959) is still very readable and insightful. Later extensions of
these models include various hierarchical linear constructions and multivel models, see,
for example, Skrondal and Rabe-Hesketh (2004) and Goldstein (2011); also in connection
with meta-analyses, see Chapter 13. The Neyman–Scott problem has become a portmanteau
word for cases with a high number of parameters and too little data information to cope well
with all of them, and where likelihood methods, both frequentist and Bayesian, might be
in dire straits. In various special cases the obstacles involved may actually be solved, via
appropriate fixes, as shown in Section 4.4 via confidence distributions, but the likelihood
problems remain. The original work is Neyman and Scott (1948). An engaging account
is given by Lancaster (2000), surveying 50 years of various discussions, extensions and
amendments, in statistics and econometrics literature.

Multimodal likelihoods often represent serious problems in theoretical and applied
statistical work. Occasionally the problem might be traced to an inappropriate model that
attempts to keep too many different explanations on board, but the phenomenon surfaces
also in cleaner models, such as in curved exponential families (Sundberg, 2010). As
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we have seen in Section 4.5 and 4.6, the problems sometimes have natural solutions,
and where the most appropriate confidence distributions give rise to confidence regions
consisting of different, disjoint sets. This is not a problem or contradiction per se, and
if we are surprised or confused it may simply reflect on our schooling with emphasis
on traditional, nice models with log-concave likelihoods. The so-called Fieller problem,
concerning inference for ratios of mean parameters, has a long tradition in statistics
literature, starting with Fieller (1940, 1954), Creasy (1954) and Fisher (1954), partly via
explicitly fiducial arguments; for later treatments see Koschat (1987), Raftery and Schweder
(1993) and Schweder and Hjort (2013a). Again we maintain that confidence distributions
provide statistically clear and natural solutions and that the phenomena encountered, with
perhaps disconnected confidence regions or infinite intervals, are not difficult or paradocixal
per se.

Hazard rate models are used for a broad range of survival and more general event
history analyses; see, for example, extensive treatments in Andersen et al. (1993) and
Aalen et al. (2008). Theory for the nonparametric Nelson–Aalen estimator for cumulative
hazard rates, used in Figures 4.13 and 9.7, is also provided in these references. Bayesian
nonparametric generalisations of both the Nelson–Aalen and Kaplan–Meier estimators are
developed in Hjort (1990b). These perform for large sample sizes as their frequentist
counterparts and could hence have been used in the applications referred to. The Drosophila
and pornoscope data analysed in Section 4.7 are from an illustration given in the seminal
article by Aalen (1978), where counting process models are given their first clear and
unified treatment via martingales. Markov chains have been around since Markov (1906);
see Basharin et al. (2004) for a historical account of the events and ideas leading to this
crucial formulation of stochastic processes with independence. Impressively Markov (1913)
conducted the very first statistical analysis involving Markov chains; see Section 4.8.
For further work involving Markov modelling of texts, see Hjort (2007) and Hjort
and Varin (2008). Extending likelihood, profile-likelihood and deviance methodology
of earlier chapters to the setting of Markov chains has needed certain mathematical
efforts, for example, involving central limit theorems for sums of weakly dependent
variables; see, for example, Anderson and Goodman (1957), Billingsley (1961) and
Hjort and Varin (2008).

We look at fisheries statistics in Examples 4.14 and 10.9, and whaling in Exam-
ples 8.3, 8.5 and Section 14.3. These sciences actually rely to a large extent on statistics;
see, for example, the engaging historical account of Smith (1994), who cites Johan Hjort as
the founding father of this tradition. See also Hjort (1914, 1933, 1937), and the special Hjort
issues of the ICES Journal of Marine Science (2014) and Canadian Journal of Fisheries
and Aquatic Sciences (2015). The time series models used in Section 4.9 for exhibiting
confidence inference are of the autoregressive type, but can also be extended to more
general classes; see, for example, Shumway (1988), Brillinger (2001) and Hermansen and
Hjort (2015). The methodology may partly be lifted to models for spatial data; see Ripley
(1981), Cressie (1993), Hjort and Omre (1994), Baddeley and Turner (2005), Diggle (2013)
and Baddeley et al. (2015). Issues related to prediction and extrapolation are taken up in
Chapter 12.
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Exercises

4.1 Poisson with noise: Considerable work has been undertaken in physics to understand the basic
particles such as neutrinos. One such work has been counting rare events Y , but accounting
for the presence of nonrelated events in the counts. The rate of nonrelated events, or noise,
is b, which is known, while the rate of the Poisson distributed observation is b +μ. Assume
b +μ= 3 +μ and yobs = 6.

(a) Find the confidence distribution for μ by the method of Example 4.2. Use also the method
based on the deviance function without the natural restriction μ ≥ 0. Use half-correction also
for this method.

(b) Zech (1989) found in effect a confidence distribution for μ. With Y = Ys + Yb where Yb is
the Poisson number of background events he argues that since we know that Yb ≤ yobs,

C̃(μ)= P(Y > yobs | Yb ≤ yobs)= {Pb(yobs)− Pμ+b(yobs)}/Pb(yobs)

is our confidence distribution. Here Pλ is the cumulative Poisson distribution with mean λ.
Compare this to the C of (4.1) when b = 3, both with respect to coverage property, that is,
whether C̃(μ) and C(μ) are uniformly distributed when Ys ∼ Pois(μ) or nearly so, and with
respect to squared confidence risk E(μCD − μ)2, where μCD is the confidence distribution
variable for either confidence distribution, and expectation is taken over both μCD and Y . Do
this for a few values of μ.

(c) Is C(μ0) uniformly distributed for the three methods? Assume μ0 = 3 and simulate. Which
method is most powerful for rejecting μ= 0?

4.2 Private attributes: The probability ψ of cheating at exams might be hard to estimate, but a
bit of randomisation might grant anonymity and yield valid estimates. There are three cards,
two with the statement ‘I did cheat’ and ‘I did not cheat’ on the third. Students are asked to
draw one of the three cards randomly and answer either true or false to the drawn statement,
without revealing it. The probability of true is (1 +ψ)/3. Assume a binomial model for the
number of students answering true, and find a confidence distribution for ψ when 300 out of
1000 answered true.

4.3 Hardy–Weinberg equilibrium: Consider a locus with two alleles a and A of frequencies p and
q = 1 − p respectively in a population. In a sample of n = 144 bowhead whales from off of
Alaska, Y = 57 are heterozygous (aA) and X = 43 are of genotype aa and the remaining 44
are AA.

(a) With random mating the probability of an individual being of genotype aA, that is, being
heterozygous, is ψ = 2pq ≤ 1

2 , and the two other genotype probabilities are p2 and q2. This
is called the Hardy–Weinberg equilibrium. Find a confidence distribution for ψ , first based
only on Y and then on the number of a alleles in the sample, Z = Y + 2X , which is assumed
binomially distributed.

(b) The question is whether the bowhead population consists of two genetically distinct groups,
both in Hardy–Weinberg equilibrium. Let pi be the frequency of allele a in group i. Let λ be the
mixing probability making the marginal probability of allele a λp1 + (1 − λ)p2 and similarly
for the genotype probabilities. Show that the profile deviance for λ is almost flat over a large
interval in the middle. Find a confidence curve for λ. Is there evidence in these data for the
Bowhead population being structured? (These data are for locus TV7, with short sequences
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pooled to allele a and long ones to A. Jorde et al. (2007) found some evidence of the population
being structured, while Givens et al. (2010) found substantial heterozygote deficiency relative
to Hardy–Weinberg equilibrium, but no clear evidence of the population structure.)

4.4 Cauchy confidence: Consider the Cauchy model with density (1/π){1 + (y − θ)2}−1. The θ is
the centre parameter of the distribution and can be seen as the median and the mode, but not
the mean (since E |Y | is infinite).

(a) Show that the Fisher information number is J(θ)= 1
2 . The maximum likelihood theory of

Chapter 2 holds, even when the log-likelihood function is multimodal, and implies
√

n(θ̂ −
θ)→d N(0,2).

(b) Show that Un = √
n(θ − θ̂ )/√2 is an exact pivot, and let An be its distribution function

(scaled here to make it converge to the standard normal with growing n, though this is
nonessential). Simulate this distribution for n = 5 and use it to compute and display the
associated confidence distribution An(

√
n(θ − θ̂obs)/

√
2) for θ , based on the dataset given in

Example 4.6.

(c) Show next that also Vn = √
n(θ − θ̂ )/̂κ is an exact pivot, where κ̂2 = n/̂Jn and

Ĵn = −∂2
n(θ̂)/∂θ
2 is the observed information. Compute its distribution function Bn via

simulation, and display the confidence distribution Bn(
√

n(θ − θ̂obs)/̂κobs). Compare the two
resulting confidence curves for θ with the one given in Figure 4.9. See Efron and Hinkley
(1978) for a discussion of using expected versus observed information in this and other settings.

(d) Try to prove the intriguing fact that the number of local but not global maxima of the
log-likelihood function tends as sample size increases to a Poisson with parameter 1/π (Reeds,
1985).

4.5 Pornoscope and Lords of the Fly: Work through the details of Example 4.9, with the
three-parameter abc hazard rate model α(s,θ) of (4.8) for the mating intensity of Drosophila
fruit flies. Produce versions of Figures 4.13 and 4.14, verifying also the formula ψ = (a−1)/b
for the time point of maximum mating intensity. In addition, compute and display confidence
distributions for the median time point μ= G−1((log2)/c,a,b) in the mating distribution, for
Oregon and Ebony flies.

4.6 Confidence in a variance component setup: Suppose as in Example 4.1 that independent
observations Y1, . . . ,Yp are distributed as N(0,σ + τ 2), with σ known and τ the unknown
parameter.

(a) Deduce the log-likelihood function for τ , and show that the maximum likelihood estimator
is τ̂ML = {max(0, Z/p −σ 2)}1/2. Determine the probability that this estimator is equal to zero.

(b) Find the natural confidence distribution for τ based on Z =∑p
j=1 Y 2

j , and give its point mass
at zero.

(c) For the case p= 4 and σ = 1 considered in Bayarri and Berger (2004, example 3.3), compare
two estimators for τ , namely τ̂ML and the confidence median estimator. Do this by finding the
mean squared error risks, as functions of τ , via simulations.

4.7 One-way layout for random effects: Consider the one-way layout random effects model Yi,j =
μ+ Ai + εi,j for i = 1, . . . ,r groups and j = 1, . . . ,s, with Ai ∼ N(0,τ 2) and εi,j ∼ N(0,σ 2), and
all of these r + rs variables independent. Write down the log-likelihood function, and show
that (Ȳ ,Q0,QA) defined in (4.3) is sufficient. Identify the maximum likelihood estimators of
μ,σ ,τ , and determine their distributions.

4.8 A prototype setup for variance components: A prototype version of the setup for variance
components met in Section 4.3 is as follows. One observes independent variables X ∼ θχ2

a /a
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and Y ∼ (θ+sγ )χ2
b /b, with known number s and known degrees of freedom a and b, and seeks

inference for θ and γ . As seen in Section 4.3, it is straightforward to have precise inference for
θ and θ + sγ separately, and also for γ /θ , but inference for γ separately is trickier.

(a) Show that the score vector may be written

(
U1

U2

)
=

(
V1 + V2

sV2

)
,

with

V1 = 1
2 a(−1/θ + x/θ2) and V2 = 1

2 b{−1/(θ + sγ )+ y/(θ + sγ )2}.

Show that the Fisher matrix becomes

J = J(θ ,γ )=
(

w1 + w2, sw2

sw2, s2w2

)
,

with w1 = VarV1 = 1
2 a/θ2 and w2 = VarV2 = 1

2 b/(θ + sγ )2.

(b) Hence show that the Jeffreys prior is θ−1(θ + sγ )−1, and that

J−1 =
(

1/w1, −1/(sw1)

−1/(sw1), (1/s)2(1/w1 + 1/w2)

)
.

We learn from this that γ̂ is not approximately normal if only a is big; one needs b big too for
approximate normality and hence also approximate χ2

1 -ness of the deviance to kick in.

(c) Section 4.3 ended by a warning not to integrate θ out in the joint confidence density
c(θ ,ξ)= c1(θ)c2(ξ), where ξ = θ + sγ . Now disregard this warning and find an approximate
confidence distribution for γ . Simulate data for various values of the parameter vector (θ ,γ)
and investigate the quality of the approximatio, for example, for the doughnuts situation of
Exercise 4.9.

4.9 Confidences for doughnuts: Work with ther doughnuts fat data of Example 4.5 and calculate
estimates and confidence distributions for the relevant parameters. Some of the details are
given below.

(a) For μ, find F5((μ− 172.75)/4.076), and for σ , find 1 −�35(35 σ̂ 2/σ 2) with σ̂ = 7.195.

(b) For the intraclass correlation ρ = τ 2/(σ 2 + τ 2), find ρ̂ = 0.643 and H35,5((1 + 8ρ/(1 −
ρ))/15.402) (the latter featuring the Fisher distribution with degrees of freedom (35,5)). Plot
also the confidence density

c(ρ)= h35,5((1 + 8ρ/(1 −ρ))/15.402)(8/15.402)/(1 −ρ)2.

(c) Compute a confidence distribution for spread of fats parameter λ= {(1/r)∑r
i=1(αi/σ)

2}1/2;
cf. Figure 4.5.

(d) Attempt different venues for finding an approximate confidence distribution for τ .
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4.10 Sample mean and sample median: Consider an i.i.d. sample Y1, . . . ,Yn from some density
f(y,θ), and let Mn be the sample median. For simplicity we take n = 2m + 1 to be odd, so
Mn = Y(m+1) in terms of the order statistics.

(a) Show that Mn has density

n!
m!m!F(z,θ)

m{1 − F(z,θ)}mf(z,θ).

Deduce an expression for the associated confidence distribution and confidence density for the
population median μ based on Mn.

(b) Assume in particular that Y has density of the form f(y − μ). Show that the confidence
density for μ is cn(μ)= hn(Mn,obs −μ), where

hn(x)= n!
m!m!F(x)

m{1 − F(x)}mf(x).

(c) Carry out a simulation experiment as in Example 4.15, making also a version of Figure 4.23,
basing inference about the centre of a normal on respectively the sample mean and the sample
median. Show that confidence intervals based on the median tend to be (π/2)1/2 = 1.2533
times wider than those based on the mean. Then carry out a similar experiment based on
simulations from the double exponential density 1

2 exp(−|y − μ|), where the situation is
reversed. In particular, find out how stretched out confidence intervals based on the mean
are then, compared to those based on the median.

4.11 Inverse regression: In Section 4.6 we worked with a certain inverse regression problem, where
the regression model yi = a+bxi+εi is turned around for reaching inference for x0 = (y0−a)/b,
the point at which the line reaches y0. Below we examine some of the relevant details.

(a) An initial linear algebra exercise is to minimise Q(θ)= (θ − θ̂ )t−1(θ − θ̂ ) under the side
constraint wtθ = d. Find the minimiser θ̃ and show that Qmin = Q(θ̃ ) = (d − wtθ̂ )2/(wtw);
cf. Exercise 2.10.

(b) Letting (̂a, b̂) be the usual least squares estimators, assume that these are close to (a,b) with
high probability. Show that the delta method leads to

x̂0 − x0 ≈ −(1/b){̂a − a + x0(̂b − b)},
where x̂0 = (y0 − â)/̂b. Verify that under linear regression conditions,(

â
b̂

)
∼ N2(

(
a
b

)
,),

where= (X t X)−1 and X is the n×2 matrix with 1 and xi down its first and second columns.

(c) Show then that the delta method yields x̂0 ≈d N(x0,κ2), with variance

κ2 = (σ 2/b2)(ω11 + 2x0ω12 + x2
0ω22).

For the central England time series 1946–2013 of mean April temperatures, supplement
the confidence distribution of Example 4.8 with that resulting from this delta method
approximation. Comment on the differences between the deviance-based approach and that
using the delta method.

(d) Carry out analysis as in Example 4.8 for other months of the year, and for the overall annual
mean temperature. As it happens, the weakest climate change indication is for December, and
the strongest for August.
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(e) These analyses for annual mean monthly temperatures have used traditional linear
regression assumptions, in particular independence from year to year. Supplement this with a
more involved analysis using the four-parameter model yi = a+bxi +σεi, with the εi following
a zero-mean unit-variance autoregressive normal process with autocorrelation parameter ρ.

4.12 Lethal dose 50%: Suppose a certain drug is tried out on laboratory mice, with dosage x
associated with probability p(x) = H(a + bx) of dying, where H(u) = exp(u)/{1 + exp(u)}
is the logistic curve. Assume further that at each of the 10 dosage levels 0.2,0.4, . . . ,1.8,2.0,
m = 5 mice are given the dosage in question, resulting in number of deaths equal to 0, 2, 2, 3,
1, 2, 3, 3, 2, 2. We focus here on the LD-50 parameter, the lethal dosage x0 at which p(x)= 1

2 .

(a) Fit the logistic regression model to data, with the number of deaths yj at dosage xj taken as
a binomial (mj,p(xj)). This leads to maximum likelihood estimates (̂a, b̂) = (−1.097,0.617).
Plot the estimates yj/mj along with the estimated logistic regression curve, as in the left panel
of Figure 4.25.

(b) Find also the associated approximate variance matrix, say � = Ĵ−1, and the standard errors
for the maximum likelihood estimates. Compute x̂0 = −̂a/̂b. Use the delta method to find the
approximation formula κ2 = (1,x0)�(1,x0)

t/b2 for the variance of x̂0.

(c) Use this and the normal approximation to compute and display an approximate delta method
based confidence curve for x0, say ccd(x0).

(d) Start with the binormal approximation for (̂a, b̂), and use inverse regressions methods, of
the type that led to (4.5), to show that the deviance for x0 is

D(x0)= (̂a + b̂x0)
2

(1,x0)�(1,x0)t
.
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Figure 4.25 Left: Estimates yj/mj for p(xj) at dosage levels xj, along with the estimated logistic
regression curve, for the data of Exercise 4.12. Right: Confidence curves for the LD50 parameter
x0 = −a/b, based on the deviance D(x0) (solid line) and on the crude normal approximation
(dashed line).
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Compute and display the resulting confidence curve for x0, and compare it with that obtained
via the normal approximation, as in Figure 4.25 (right panel). Find a formula for and then
estimate the size of the limit of cc(x0) as x0 grows. Show in particular that confidence intervals
for x0 above the confidence level of 0.77 stretch out to infinity.

(e) The deviance formula given earlier, along with the associated confidence curve, use the
binormal approximation. Now supplement this with calculations for the real deviance Dl(x0),
computed via the profiled log-likelihood. The confidence curve shown in Figure 4.25 (right
panel) is actually for this ccl(x0), found to be very close to that obtained in (d). The discrepancy
between cc(x0) and ccl(x0) on one hand and ccd(x0) on the other shows that the binormal
approximation works very well, but not the delta method for x0 = −a/b.

4.13 Gamma process crossing models: Lifelength or time-to-event distributions may be modelled
as the time at which a suitable underlying random process crosses a threshold.

(a) Suppose Z is a Gamma process with parameter (aM,1), taken to mean that {Z(t) : t ≥ 0} has
independent gamma-distributed increments, with Z(t)− Z(s) ∼ Gamma(aM(t)− aM(s),1),
where M is a nondecreasing function on t ≥ 0. This is a well-defined process in that
Gamma(b1,1)+ Gamma(b2,1)=d Gamma(b1 + b2,1) for independent summands. Show that
Z(t)/a has mean M(t) and variance M(t)/a, so with a large the Z(t)/a is close to M(t) with
high probability.

(b) Then let T = inf{t ≥ 0: Z(t) ≥ ac} be the time at which the Z/a process reaches level c,
for a suitable threshold c. Show that its distribution function is

F(t)= F(t,a,c,M)= 1 − G(ac,aM(t),1) for t ≥ 0,

with G(x,a,b) being the cumulative distribution function for the Gamma(a,b). With M(t) =
M(t,κ) modelled parametrically, we have a parametric survival data model, with survival
function G(ac,aM(t,κ),1) and density f(t,a,c,κ), the latter easily obtained via numerical
derivation.

(c) For the 141 Egyptian lifelengths worked with in Example 3.7, fit the two-parameter model
with survival function G(ac,aM(t),1), with M(t)= t (you will find estimates (0.0397,18.8271)
for (a,c)). Show the histogram of the data with the resulting estimated density function. Fit also
the two separate two-parameter models of this type, for the 82 men and the 59 women, and
finally the three-parameter model which uses (a1,c) for the men and (a2,c) for the women.
Compute AIC scores for these models, and show that the latter three-parameter model does
better for these data than those considered in Claeskens and Hjort (2008, example 2.6).

(d) For the oropharynx survival data considered in Example 4.10, fit the model that takes
survival time Ti to be the time at which a Gamma process Z i(t)∼ Gamma(aM(t,κ),1) crosses
threshold aci = aexp(xt

iγ), where M(t,κ) = 1 − exp(−κt). This model has seven parameters
(regression coefficients γ0, . . . ,γ4 along with a and κ). Show that it reaches better AIC scores
than the Weibull regression model worked with earlier.

(e) Then complement the efforts behind Figure 4.16, to give confidence curves for the median
survival time after operation, for three male patients who have already survived the first year,
and with covariates equal to respectively (3,3,3), (2,3,3), (2,2,2). Comment on any noticeable
differences to the confidence curves reached using the other model.

4.14 Kimura Markov chains models: Consider the Kimura model and the dataset of Example 4.11,
where the asynchronous distance�=− 1

4 log |P| is of particular interest; cf. Barry and Hartigan
(1987).
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(a) Carry out the analysis leading to Figure 4.17, using the deviance statistic for the
four-parameter model (4.9) and the χ2

1 distribution to reach the confidence curve for �.

(b) Find also confidence distributions for the individual parameters α,β,γ ,δ, as well as for the
equilibrium probabilities πA,πG ,πC ,πT .

(c) One may also work out a limiting normality result for the maximum likelihood estimator
�̂ = �(θ̂), via the delta method and initial limiting normality results for the maximum
likelihood estimator θ̂ = (̂α, β̂, γ̂ , δ̂). The starting point is that for the transition frequencies
p̂j,k = Nj,k/Nj,· we have √

n(̂pj,k − pj,k)→d Z j,k

with a zero-mean multinormal vector of Z j,k, with a certain covariance structure, and that this
leads to

√
n(θ̂ − θ)→d N4(0,J(θ)−1) with an information matrix that can be estimated via the

Hessian matrix of the log-likelihood function; see Hjort and Varin (2008) for details. You may
carry out this programme, reaching an approximate confidence distribution �((�− �̂)/̂κ),
with κ̂ obtained either via a delta method based formula or via parametric bootstrapping. The
result turns out to be very similar to that of Figure 4.17.

(d) Another worthwhile comparison is with the nonparametric estimator �∗ = − 1
4 log |P∗|

reached by plugging in the direct p̂j,k rather than relying on the four-parameter Kimura model.
This leads to say �((�−�∗)/κ∗). Try this, both for � and other parameters. For the case of
� it turns out to produce very similar results to those reached above via the parametric model,
indicating also that the data agree very well with the Kimura model.

4.15 t-distributions with negative degrees of freedom: Concerning Remark 4.2, draw graphs of the
normal, the t with 10 degrees of freedom, and the extended t with −10 degrees of freedom.
Calculate the kurtoses of these three distributions. Simulate a small dataset from the standard
normal and compute the profile log-likelihood of γ = 1/df, this time having zero as an inner
point (i.e. infinity as an inner point, on the df scale).

4.16 Future skiing days: In Example 4.13 we looked at downward trend models for the number of
skiing days per year at Bjørnholt, near Oslo. Use data from 1954 to 2012 and the four-parameter
model yi = a+b(xi −1953)+σεi, with x denoting calendar year and the εi following an AR(1)
model with autocorrelation parameter ρ, to find a confidence distribution for the year x0 where
the regression line y = a + b(x − 1953) reaches level y0 equal to respectively 75 days and 60
days. Comment on your findings.

4.17 Boundary parameters: Lemma 4.1 was used in Example 4.3 to exhibit the confidence distri-
bution for the degrees of freedom in models involving t-distributed errors, as opposed to the
familiar Gaussian errors. As another application, suppose there are independent observations
Y1, . . . ,Yn with a distribution characterised by Yi |θ ∼ Pois(θ) and θ ∼ Gamma(θ0/τ ,1/τ).
Here τ = 0 corresponds to pure Poisson-ness, and in general VarYi = θ0(1 + τ), so that τ is
the extra amount of variance. Show that the Fisher information matrix at the boundary point
is J = diag(1/θ , 1

2 ) and hence that the parameter κ in Lemma 4.1 is equal to
√

2. Find an
approximate confidence distribution for τ . Identify its point mass at zero.

4.18 Birds on islands: Table 4.5 gives the number of different bird species y on 14 islands, along
with the distance x1 from Ecuador (in km) and the island’s are x2 (in km2).

(a) Carry out a Poisson regression analysis for these data, taking yi ∼ Pois(μi) with μi =
exp(a + b1xi,1 + b2xi,2). Find in particular confidence distributions for b1 and b2.

(b) There is potential overdispersion here, however, not well reflected in the pure Poisson
model, where VarYi = EYi. An extended model can be built as follows, generalising the setup
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Table 4.5. The number of different bird species y on the páramos
of fourteen islands outside Ecuador, along with distance x1 from
Ecuador (in km) and area x2 (in thousands of km2)

y x1 x2

36 0.036 0.33
30 0.234 0.50
37 0.543 2.03
35 0.551 0.99
11 0.773 0.03
21 0.801 2.17
11 0.950 0.22
13 0.958 0.14
17 0.995 0.05
13 1.065 0.07
29 1.167 1.80
4 1.182 0.17

18 1.238 0.61
15 1.380 0.07

of Exercise 4.17. Take Yi |θi as Pois(θi) but θi ∼ Gamma(μi/τ ,1/τ). Show that Yi still has
mean μi but now variance μi(1 + τ), hence with τ representing the additional variability.

(c) Find the probability function for Yi in the preceding setup and hence an expression for the
log-likelihood function 
n(a,b1,b2,τ). Carry out such a fuller analysis, finding estimates of
the four parameters and confidence distributions for b1 and b2. This corresponds to negative
binomial regression. Comment on how these compare with those found under (a). Find
also the Fisher information matrix J at the boundary point τ = 0, generalising the result of
Exercise 4.17, and formulate the consequences of Lemma 4.1.

(d) Reproduce Figure 4.26, giving the confidence curve for the variance dispersion parameter
τ , computing in particular the confidence point-mass at zero. For an alternative model handling
both over- and underdispersion used for analysing these data, see Exercise 8.18.

4.19 Overdispersed children: Diligent work carried out by Geisser in Saxony in the 1880s is behind
the dataset given in Table 4.6, relating the number of girls among the first eight children born
in a total of n = 38,491 families. Among these 8n = 307,928 children, 149,158 were girls,
corresponding to a ratio p̂ = 0.4844. Viewing the number of girls in a family as a binomial
(8,p) turns out to be too simple, however.

(a) Assume first that the number N of girls among the first eight children born in a family is
binomial (8,p). With the estimated p̂ = 0.4844, compute the expected number E(y)= n̂ f(y) of
families having y girls, as in the third column of Table 4.6. Comment on the fit.

(b) Under binomial circumstances, we would have Var N = 8p(1 − p). Compute the empirical
standard deviation for N (you will find 1.4698) and compare it to the binomial {8 · 0.4844 ·
0.5156}1/2 = 1.4135. The question is how significant this overdispersion is, and whether there
is a better model taking this into account.

(c) Assume that Y |p is binomial (m,p) but that the p varies from family to family, according
to a Beta distribution (γ p0,γ (1 − p0)). Show that E N = mp0 and that

Var N = mp0(1 − p0){1 + (m − 1)/(γ + 1)}.
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Table 4.6. The number of girls in n = 38,491 eight-children
families, along with expected numbers E(y) and E∗(y) computed
under binomial and extrabinomial conditions; see Exercise 4.19

y N (y) E(y) E∗(y)

0 264 192.3 255.3
1 1655 1445.0 1656.0
2 4948 4751.5 4908.4
3 8494 8927.6 8682.8
4 10263 10483.9 10025.3
5 7603 7879.4 7735.9
6 3951 3701.2 3895.8
7 1152 993.5 1170.7
8 161 116.7 160.7
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Figure 4.26 Confidence for the variance dispersion parameter τ for the birds data of
Exercise 4.18, with τ = 0 corresponding to pure Poisson regression. The 90% confidence interval
is from zero to 2.601.

A large γ corresponds to the binomial, but a moderate or small value corresponds to
overdispersion. Note that with only Bernoulli observations, that is, with m = 1, we cannot
detect overdispersion, and that the maximum variance is 2mp0(1 − p0), m times bigger than
under binomial conditions.

(d) With the Beta-binomial model here, show that the marginal distribution is

f∗(y)=
(

m

y

)
�(γ )

�(γ p0)�(γ (1 − p0))

�(γ p0 + y)�(γ (1 − p0)+ m − y)

�(γ + m)

for y = 0,1, . . . ,m.
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(e) Fit this model to the data, using the parametrisation (p0,τ), with γ = 1/τ ; thus τ = 0
corresponds to the binomial but positive τ to overdispersion. Show that the maximum
likelihood estimates are (0.4844,0.0117). Compute and display the confidence curve cc(τ )
for τ . A 95% interval is [0.0097,0.0138].
(f) Compute the expected number E∗(y) of families having y girls among their first eight
children and comment on the much better fit. Compute also Pearson residuals p(y)= {N (y)−
E(y)}/E(y)1/2 for the two models, along with Pearson goodness-of-fit statistics Z = ∑

y p(y)2.

(g) Assume then that Nature has provided each family with a probability p of their child being
a girl, drawn according to the Beta distribution (p0/τ ,(1 − p0)/τ). How many families have
their probability of a girl outside of [0.40,0.60]?
(h) Identifying the degree of binomial overdispersion is easier with 38,000 families having at
least eight children each, as in Sachsen 1889, than in our contemporary societies. Simulate
38491 families each having m = 2 children, with probability of a girl, p, drawn from
the estimated Beta distribution above. Then compute and display the resulting confidence
distribution for τ . Comment on the lower detection power. For a discussion pertaining to
heterogeneity of girl-boy probabilities in contemporary society, see Rodgers and Doughty
(2001).
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Invariance, sufficiency and optimality
for confidence distributions

The previous two chapters have dealt with the basic concepts, motivation and machinery
for confidence distributions and confidence curves. Here we first discuss ways of
reducing problems to simpler ones via the paths of invariance and sufficiency, involving
also the concept of loss functions, risk functions and power functions for confidence
distributions. A Rao–Blackwell type result is reached about lowering the expected
confidence loss via sufficiency. We furthermore provide a Neyman–Pearson type
optimality result valid for certain confidence procedures, applicable in particular to the
exponential class of distributions and to the natural parameters of generalised linear
models.

5.1 Confidence power

Let C(ψ) be the confidence distribution function for some one-dimensional focus parameter
ψ . The intended interpretation of C is that its quantiles are endpoints of confidence intervals.
For these intervals to have correct coverage probabilities, the cumulative confidence at the
true value of the parameter must have a uniform probability distribution. This is an ex ante
statement. Before the data have been gathered, the confidence distribution is a statistic with
a probability distribution, often based on another statistic through a pivot.

The choice of statistic on which to base the confidence distribution is unambiguous only
in simple cases. Barndorff-Nielsen and Cox (1994) are in agreement with Fisher when
emphasising the structure of the model and the data as a basis for choosing the statistic. They
are primarily interested in the logic of statistical inference. In the tradition of Neyman and
Wald, emphasis has been on inductive behaviour, and the goal has been to find methods with
optimal frequentist properties. In exponential families and in other models with Neyman
structure (see Lehmann 1959, chapter 4), it turns out that methods favoured on structural
and logical grounds usually also are favoured on grounds of optimality. This agreement
between the Fisherian and Neyman–Wald schools is encouraging and helps to reduce the
division between these two lines of thought.

Example 5.1 Upper endpoint of a uniform distribution

Assume Y1, . . . ,Yn are independent from the uniform distribution on [0,θ], and consider
both Vn = Y(n) and Un = Y(n−1), the largest and second largest among the observations. Then
both Vn/θ and Un/θ are pivots, hence each giving rise to confidence distributions. Here
Vn/θ and Un/θ have densities hn(x)= nxn−1 and gn(x)= n(n − 1)xn−2(1 − x), respectively,
with consequent cumulative distribution functions Hn(x) and Gn(x). The two confidence

154
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Figure 5.1 Confidence curves ccn(θ) for the upper endpoint of a uniform distribution, based
on respectively the largest observation (solid line) and second-largest observation (dashed line).
The sample size is n = 10 and the two largest observations are 3.094 and 3.231.

distributions take the form

Cn,u(θ)= 1 − Gn(Un/θ) and Cn,v(θ)= 1 − Hn(Vn/θ). (5.1)

Figure 5.1 displays confidence curves for θ for these two confidence distributions, for a
simulated dataset with n = 10, Vn = 3.231 and Un = 3.094. One notes that the confidence
distribution based on Vn is ‘tighter’ than that based on Un, reflecting that Cn,v is more
informative than Cn,u. This is to be expected because Cn,v is associated with a more powerful
informant of θ than Cn,u is. The concept of power for confidence distributions is developed
in the text that follows, and it will turn out that the Cn,v is actually the uniformly most
powerful confidence distribution.

Example 5.2 Two confidence strategies for the standard deviation parameter

For this illustration, take Y1, . . . ,Yn to be i.i.d. from a normal sample and assume the standard
deviation parameter σ is of interest. Two statistics that may be used, both for estimation
purposes and for constructing full confidence distributions, are

Un = n−1
n∑

i=1

|Yi − Ȳ | and Vn = n−1
n∑

i=1

(Yi − Ȳ )2,

with Ȳ as usual denoting the sample average. We see that Un/σ and Vn/σ
2 are pivots, with

distribution functions Gn and Hn, say, so the two confidence distributions in question are

Cn,u(σ )= 1 − Gn(Un/σ) and Cn,v(σ )= 1 − Hn(Vn/σ
2),
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Figure 5.2 Two confidence curves ccn(σ ) for the standard deviation parameter of a simulated
normal sample of size n = 25, based on having observed respectively Vn = n−1

∑n
i=1(Yi − Ȳ )2 =

14.137 (associated with the solid line) and Un = n−1
∑n

i=1 |Yi − Ȳ | = 3.158 (dashed line). The
true value σ0 = 3.333 is tagged.

along with confidence curves

ccn,u(σ )= |1 − 2Gn(Un/σ)| and ccn,v(σ )= |1 − 2Hn(Vn/σ
2)|.

We find Hn(x) = �n−1(nx) explicitly, while Gn is more complicated but may be evaluated
easily enough via simulations. Figure 5.2 displays these two curves in a simulated example
where the true σ is 3.333 and the observed values of Un and Vn are equal to 3.158 and 14.137.
We shall see below in which sense the Vn-based confidence curve has greater confidence
power than the Un one.

The particular setup of this example has a certain historical interest. The prominent
astrophysicist Sir Arthur Eddington had summarised various mathematical and numerical
investigations about the universe in his 1914 book, where he commented (p. 147) that
“contrary to the advice of most text-books it is better to use σ1, based on absolute values
of residuals, than σ2, based on squares of residuals”; these are essentially Un and Vn given
earlier. Fisher did not agree and chose to argue against, first in Fisher (1920) and then more
thoroughly and convincingly in Fisher (1922). In fact struggling with this particular problem
is what led him to develop the sufficiency concept for theoretical statistics, to which we
return in Section 5.4; see Stigler (1973) and Aldrich (1997), and also Exercise 5.1.

In Example 5.1 Vn is a sufficient statistic, as is the Vn in Example 5.2. Recall that
the statistic S is sufficient if the conditional distribution of the data given S is free of
the parameter θ ; cf. the discussion of Section 5.4. The sufficient statistics consequently
capture all information in the data relevant for the parameter, and it is thus no surprise that
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confidence distributions based on sufficient statistics are more informative for the parameter
in question than those based on nonsufficient statistics. But what precisely should be meant
by one confidence distribution being more informative than another?

Despite the numerical differences between Un and Vn in Example 5.2 the two confidence
curves of Figure 5.2 are quite similar. They are both calibrated by their respective
distributions to the scale of the uniform distribution, and because the two statistics are
quite strongly correlated (in fact of the size 0.936; see Exercise 5.1), the two confidence
distributions yield about the same information about σ . The sharp eye will, however, detect
that the confidence distribution based on Vn is slightly tighter than than based on Un. We
develop concepts and methods for studying such matters in the following sections.

5.2 Invariance for confidence distributions

The next section will be concerned with ‘data reduction’ or ‘problem reduction’ via
sufficiency, and with concepts of optimality for confidence distributions and optimality
results. This section looks into a different principle for problem reduction, that of invariance.
This is well-travelled terrain for statistical procedures of testing and for estimation; see, for
example, relevant chapters in Lehmann (1959, 1983) and Lehmann and Romano (2005), but
not for confidence distributions, except for Fraser’s work on structural inference (Fraser,
1961a, 1966, 1968).

Confidence distributions are invariant to monotonic transformations: If C(θ ,Y ) is the
cumulative confidence for θ and ψ = ḡ(θ) is a transformed parameter where ḡ is an
increasing function, then C(ψ ,Y ) = C(ḡ−1(ψ),Y ) is the cumulative confidence for ψ
obtained from C(θ ,Y ).

Data might also be transformed. Consider, for example, independent and identically
distributed observations X1, . . . , Xn that are linearly transformed to observations Yi =
a + bX i. If ψ is a location parameter for the X -data, θ = a + bψ is the transformed
location parameter for the Y -data. This model is therefore said to be invariant to linear
transformations of each observation, with the same coefficients (a,b). Because it should be
immaterial on which linear scale the data are recorded, the analyse of the X -data and the
Y -data should be the same, and they ought to hold for all coefficients (a,b) with b �= 0.
When looking for a pivot to construct a confidence distribution for the location parameter,
a statistic is needed. This statistic should be invariant to linear transformations. There are
many invariant statistics, among them Ȳ , median (Y ) and the Hodges–Lehmann estimator(n

2

)−1∑
i<j(Yi + Yj). The pivot for ψ must be based on one of these. Note also that any of

these invariant statistics T have the location model property when the model for the original
data is a location model. Consequently, ψ − T is a pivot, and a confidence distribution is in
reach.

The programme pursued in this section is to use invariance considerations to narrow
down the set of possible statistics on which to base the inference, and also to obtain the
structure of their pivots. The strategy is to first reduce the scope by requiring the inference
to be based on a minimal sufficient statistic, discussed in the next section. If this does not
lead to conclusive reduction of the data, one might look for a family of transformations
under which the model is invariant. For such a family, which actually will be a group in



�

�

“Schweder-Book” — 2015/10/21 — 17:46 — page 158 — #178
�

�

�

�

�

�

158 Invariance, sufficiency and optimality for confidence distributions

the mathematical sense, there are functions of the data, that is, statistics, that are invariant.
Inference should be based on invariant statistics.

The invariance principle for testing hypotheses is laid out in Lehmann (1959) and
Lehmann and Romano (2005). Briefly stated, it is as follows. Let G be a group of
transformations g acting on the sample points. That G is a group means that any two
transformations g1,g2 in G can be combined to g1 ◦ g2 ∈ G where for any sample point
g1 ◦ g2(x) = g1(g2(x)). There is also a unit element in G. This implies that for any g there
is an inverse g−1. To a group G of transformations of the data there is associated a group
of transformations of the parameter, say, Ḡ with elements ḡ. Members of the two groups
are related one to one, provided the dimension of the data equals that of the parameter (as,
for instance, in situations where this machinery is applied to a lower-dimensional summary
of some original dataset). If such groups exist, then inference ought to be invariant to their
transformations.

Definition 5.1 (Invariance principle) If the model is the family of probability distributions
{Pθ : θ ∈ } for data Y distributed over Y , and if the distribution of g(Y ) is Pḡ(θ) with
ḡ(θ) ∈ whenever Y has distribution Pθ , the model is invariant (to transformation groups
G and Ḡ). If two data points y1 and y2 are related as y1 = g(y2) then an estimator, confidence
interval or any other inference for ψ based on y1 should be equivalent to the inference for
ḡ(ψ) based on y2.

The orbit of a point y ∈ Y is the set {g(y) : g ∈ G}. Each orbit is identified by a
representative element T such that T (y) = T (g(y)) for any transformation. Such a T (Y )
is called a maximal invariant statistic. By the invariance principle tests, estimators and
confidence distributions should be based on maximal invariants. For such confidence
distributions we must have

C(ψ ,Y )= C(ḡ(ψ),g(Y )) for all g ∈ G. (5.2)

A model might be invariant with respect to several groups of transformations. The richer
the group is, the more its maximal invariant reduces the data, and indeed reduces the
problem, via (5.2). One should thus look for rich groups with respect to which the model is
invariant.

Example 5.3 Orthogonal transformations

Let Y = (Y1, . . . ,Yn)
t where the variables have mean zero, standard deviation σ and

are uncorrelated. The object is to construct a confidence distribution for σ . Without
further distributional assumptions the full vector Y is minimal sufficient. This model
is, however, invariant to orthogonal transformations A since Z = AY , where A is an
n × n matrix satisfying AAt = I, has E Z = 0 and Var Z = σ 2I. Note that the set of
orthogonal transformations forms a group with A and B combined as A ◦ B = AB and unit
element the unit matrix I. Furthermore, the parameter σ is not affected by the orthogonal
transformations. An invariant confidence distribution hence satisfies C(σ ,Y ) = C(σ , AY )
for all orthogonal A, from (5.2). Because a point y on the sphere of radius r in R

n is moved
to another point on the same sphere by the transformation z = Ay, and for each pair of
points x,y on the sphere there is an orthogonal transformation moving x to y, we see that the
sphere on which x sits is its orbit. The orbit is characterised by its radius T (y)= ‖y‖. Thus
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T (Y )= ‖Y‖ is an invariant statistic. This statistic cannot be reduced further, and is hence a
maximal invariant. A confidence distribution for σ must thus by the invariance principle be
based on T (Y )= ‖Y‖ or on an equivalent statistic, that is, C(σ ,Y )= C1(σ ,‖Y‖).

This is already a considerable reduction of the data and hence of the problem of
constructing an adequate confidence distribution for σ , and we can go further. The
transformation that scales Yi to Z i = kYi leads to a vector with a distribution following
the same model, only with σ exchanged with kσ . Hence a pivot piv(σ ,‖Y‖) must be
invariant to scale shift. Otherwise it would not have a fixed distribution. Thus piv(σ ,‖Y‖)=
piv(kσ ,k‖Y‖) for all k> 0, also for k = 1/σ . The pivot, and also the confidence distribution,
must therefore be a function of ‖Y‖/σ . In particular, if we now add on the assumption
that the Yi are normal, then we have shown from the invariance principle alone that the
confidence distribution for σ must be the one formed by the distribution of ‖Y‖/σ , and we
are led to C(σ )= 1 −�n(‖yobs‖2/σ 2).

The example illustrates a useful approach. First data are reduced by sufficiency or
invariance to a statistic T of the same dimension as the parameter. If there then is a group
of transformations G on the statistic, and a corresponding group Ḡ of transformations of the
parameter, a pivot is within reach. These groups are of the same dimension as the statistic
and the parameter. The outcome space for the statistic, the parameter space and these groups
are actually isomorphic; that is, they are topologically equivalent. There is a unit element
ḡ0 ∈ Ḡ and a reference parameter value θ0, and similarly for the outcome space and G. A
pivot in T needs to be invariant with respect to G. Otherwise it would have a distribution
depending on the parameter. Let ḡθ be the parameter transform that takes θ into θ0. This
parameter transform is related to a unique transform gθ of T . By this procedure the construct
gθ (T ) is a pivotal quantity. It is a function of both statistic and parameter, and it has a fixed
distribution, namely that related to θ0. This is summed up in Theorem 5.2.

Theorem 5.2 (Fraser structural inference) In a model for a statistic T that is invariant
to transformation groups G with associated group of parameter transforms Ḡ there is
a transformation ḡθ ∈ Ḡ that maps the parameter θ into the unit element. Its related
transformation gθ ∈ G yields a pivotal quantity p(T ,θ)= gθ (T ).

We note that Fraser (1961a, 1968) has developed invariance theory in the context of
fiducial probability much further.

Example 5.4 The student pivot

For Y1, . . . ,Yn independent and distributed as N(μ,σ 2), the mean and standard deviation T =
(Ȳ ,S) is sufficient. The model is invariant with respect to translation and scale change. Let
g = ga,b for b> 0 be such that ga,b(T )= ((Ȳ −a)/b,S/b). The corresponding ḡ is ḡa,b(μ,σ)=
((μ−a)/b,σ/b). The unit element in parameter space is (0,1), and a parameter point (μ,σ)
is taken into the unit point by the transformation gμ,σ . This corresponds to the transformation
of the statistic g = gμ,σ , and the bivariate pivot is the familiar gμ,σ (T )= ((Ȳ −μ)/σ ,S/σ). It
is unique. The distribution for the bivariate pivot may be represented as (Z/

√
n,χ/

√
n − 1),

where Z and χ are independent and distributed respectively as a standard normal and the
square root of a χ 2

n−1. We may solve the equation ((Ȳ −μ)/σ ,S/σ) = (Z/√n,χ/
√

n − 1)
for (μ,σ) to find say (μCD,σCD). Here μCD is the confidence random variable representing
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the confidence distribution for μ, with σCD similarly drawn from the confidence distribution
for σ ; see Section 4.10. First,

μCD = Ȳ − S

χ/
√

n − 1

Z√
n

= Ȳ − t
S√
n

where t = Z/(χ/
√

n − 1) is the familiar Student distribution; second, σCD = S/(χ/
√

n − 1).
The confidence distributions for μ and σ have been recovered!

A note of caution is required, however. The last step in turning the bivariate pivot into
pivots for each parameter need not result in confidence distributions for each separate
parameter. It does so in this example, but because of the problem discussed in the next
chapter of marginalising simultaneous fiducial distributions, it does not generally work.
The procedure does, however, produce a suggestion for confidence distribution for each
parameter.

Example 5.5 shows that invariance can be of great use, though without necessarily leading
to a unique solution, as was the case in the previous example.

Example 5.5 Healing of rats

Consider independent and identically distributed observations Y1, . . . ,Yn with cumulative
distribution function F(y,ψ) = F(y − ψ) that is assumed symmetric about the median
ψ . This model is invariant to continuous increasing transformations g applied to each
observation. The model is invariant because Y ′

i = g(Yi) are independent and have cumulative
distribution FY (y′,ψ)= F(g−1(y′)− g−1(ψ)). A transformation of the scale of observations
is of course also a transformation of the location parameter. The set of continuous and strictly
increasing transformations is a group. Let R(y) be the vector of ranks y = (y1, . . . ,yn) ∈ R

n

such that R(y)i = #{yj ≤ yi}. Two points x,y are on the same orbit if R(x) = R(y). The
rank vector is thus a maximal invariant. This group of transformations does not reduce
the data further. To obtain a confidence distribution for ψ based on invariance with
respect to increasing transformation, further reduction is necessary. This is most easily
done by considering tests for ψ = ψ0 versus the one-sided alternative ψ > ψ0. The
Wilcoxon one-sample test based on the sum of signed ranks, W+(ψ0) = ∑

Yi>0 R(Yi −ψ0),
is an invariant test for this hypothesis. The Wilcoxon p-value thus provides a confidence
distribution for the median.

Lehmann (1975, p. 126) considers the following 10 pairwise differences of tensile
strength of tape-closed and sutured wounds obtained from 10 rats, 40 days after the incision
had been closed by suture or surgical tape:

207 397 −63 −213 96 203 442 247 70 64

The question is whether tape-closed wounds are stronger, and in that case, how much
stronger. Here ψ is the median difference in strength difference, with positive sign for
tape-closed wound being stronger. The cumulative confidence distribution for ψ and its
confidence curve are shown in Figure 5.3. Lehmann does not specify the scale of the
measurements. The veterinarian would, however, need to know what these numbers mean
to appreciate the confidence distribution and the confidence curve. Tape-closed wounds are
seen to be significantly stronger, C(0)= 0.024.
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Figure 5.3 Confidence distribution and confidence curve for median difference wound strength
in rats when taped and sutured.

Note that invariance helped to identify the rank vector. We chose to go further by
the Wilcoxon one-sample test. We could have made other choices, for example, used
the normal scores of the ranks of those Yi ≥ ψ0. This would lead to a slightly different
confidence distribution. The confidence distribution of Figure 5.3 is discrete, despite the
median ψ being on a continuous scale. The discreteness is due to the rank statistic.
Confidence distributions for discrete distributions were discussed in Section 3.8. See also
Section 11.4, where we make a connection between the Wilcoxon confidence distribution
and the Hodges–Lehmann estimator.

5.3 Loss and risk functions for confidence distributions

The performance of point estimators is usually measured by their expected loss with respect
to some loss function. In some detail, consider a parametric model indexed by some θ , for
observations Y and with ψ = a(θ) a suitable focus parameter. Let lo(θ , ψ̂obs) be a function
expressing the loss caused by using point estimate ψ̂ = ψ̂(y) when the true state of affairs
is θ . The risk function of the estimator in question is R(θ , ψ̂) = Eθ lo(θ , ψ̂(Y )). The most
traditional loss function is the quadratic (ψ̂ −ψ)2, for which the risk function

R(θ , ψ̂)= Eθ (ψ̂ −ψ)2 = Varθ ψ̂ + (Eθ ψ̂ −ψ)2



�

�

“Schweder-Book” — 2015/10/21 — 17:46 — page 162 — #182
�

�

�

�

�

�

162 Invariance, sufficiency and optimality for confidence distributions

ends up as a sum of the variance and the squared bias. Different estimation methods can now
be evaluated by comparing their risk functions. They provide a partial ordering of estimation
methods, in that some are uniformly better than others, across the parameter space. In other
cases one learns that one method may be better than a competitor in certain parts of the
parameter space, and so forth.

We may similarly evaluate confidence distributions by their confidence loss and expected
confidence loss. Measuring the loss associated with a full confidence distribution is a more
involved affair than when comparing a parameter value and its point estimate, however, and
it is clear this may be done in several ways. In the following we shall work with a natural
and flexible class of loss and hence risk functions.

Definition 5.3 (Loss function and risk function for confidence) Let � be a convex
function over R, nonnegative and with �(0)= 0. The confidence loss at θ of the confidence
distribution with distribution function C(ψ ,y), with respect to the penalty function �, where
ψ = a(θ) is a focus parameter, is

lo(θ ,C)=
∫
�(ψ ′ −ψ)dC(ψ ′,y).

The confidence risk or expected confidence loss is

R(θ ,C)= Eθ

∫
�(ψ ′ −ψ)dC(ψ ′,Y ),

where expectation is taken over the data Y under parameter value θ .

These definitions parallel those used in the preceding for evaluating and comparing
estimators. In clean cases the risk function R(θ ,C) will depend only on θ via the focus
parameter ψ = a(θ). This does not hold generally, though.

It is convenient to represent a confidence distribution for ψ by a stochastic variable
ψCD; cf. also Section 4.10. Then lo(θ ,C)= E�(ψCD −ψ) and R(θ ,C)= EθE�(ψCD −ψ).
Conceptually and also operationally it may be represented and computed as

R(θ ,C)
.= 1

B

B∑
j=1

�(ψj −ψ),

where a high number B of realisations ψj are simulated in a two-stage fashion. First,
a dataset yj is drawn from the distribution under θ , leading to a confidence distribution
C(ψ ,yj); then, ψj is drawn from this distribution.

When C(ψ ,y) is a continuously increasing distribution function, for each dataset y, the
random ψCD may be sampled via the inverse distribution function. With the u quantile of
C(·,y) denoted ψ(u,y), such that u = C(ψ(u,y),y), we may construct ψCD as ψ(U ,y), with
U a uniformly distributed variable on (0,1). The confidence loss might then be written
lo(θ ,C)= E�(ψ(U ,y)−ψ).
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A natural special case is that of a quadratic penalty �(z)= z2, for which the confidence
loss lo(ψ ,C) in question may be written in mean squared error fashion as∫

(ψ ′ −ψ)2 dC(ψ ′,y)=
∫

{(ψ ′ − ψ̂)− (ψ − ψ̂)}2 dC(ψ ′,y)

= VarψCD + (ψ̂ −ψ)2.
Here the estimator ψ̂ = EψCD is the mean of theψCD drawn from the confidence distribution.
The realised confidence loss is thus, under quadratic penalty, the variance in the distribution
for ψ plus the squared estimation error, and the confidence risk is the mean variance in C
plus the expected squared error in estimating the location of the confidence distribution,

R(θ ,C)= Eθ {VarψCD}+ Eθ (ψ̂ −ψ)2.
To make these formulae more concrete let us further consider the case where the

confidence distribution exactly or approximately takes the familiar form C(ψ ,Y ) =
�(

√
n(ψ − ψ̂)/̂κ), perhaps from first-order large-sample approximations, and typically

involving an estimator ψ̂ with estimated standard deviation κ̂/
√

n. Examples of this
structure are given in Chapters 3 and 4 and elsewhere. This confidence distribution over
ψ values has mean ψ̂ and variance κ̂2/n. Hence the confidence loss is κ̂2/n+ (ψ̂−ψ)2 and
the confidence risk becomes

R(θ ,C)= Eθ κ̂
2/n + Eθ (ψ̂ −ψ0)

2.

This quantity again is for large samples close to 2κ2/n, where κ = κ(θ) is the standard
deviation parameter of the implied limit distribution of

√
n(ψ̂ −ψ).

For given data y the realised confidence distribution displays its spread. This spread
reflects the estimation uncertainty, or the variability in the statistic behind the confidence
distribution, which is otherwise invisible because ψ0 is unknown. It is actually not a
coincidence that the expected variance equals the expected squared estimation error for large
data. The confidence variance is in fact representing the expected squared estimation error.

Whereas the above 2κ2/n type general large-sample approximation is informative, more
precise risk calculations and comparisons may be performed in various situations. We may,
for example, derive results that give a clear picture for the different confidence distributions
we considered in Examples 5.1 and 5.2.

Confidence risk for scale parameters

Consider the scale estimation problem, where inference is sought for a positive scale
parameter θ . If θ̂ is an estimator that under the true parameter θ may be represented as
θBn, where Bn has distribution Hn independent of θ , the associated confidence distribution
is Cn(θ) = 1 − Hn(θ̂obs/θ). Solving Cn(θ) = U , where U is uniform on the unit interval,
shows that a draw from the confidence distribution may be written

θCD = θ̂obs

H−1
n (1 −U )

= θ̂obs

B ′
n

,
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where B ′
n ∼ Hn and independent of Bn. Now adding also the original layer of randomness,

that the estimator leading to θ̂obs can be written θ̂ = θBn, we have

θCD − θ = θ(Bn/B ′
n − 1).

The risk function is therefore

R(θ ,C)= E�
(
θ(Bn/B ′

n − 1)
)
,

for example, proportional to E |Bn/B ′
n − 1| if �(z) = |z|. The quality of the confidence

distribution depends on how tightly distributed Bn/B ′
n is around 1. Note that any

proportionality parameters present in the expression θ̂ =d θBn cancel out when it comes
to Bn/B ′

n, so θ̂ here does not have to be fine-tuned as an estimator of θ .
Let us return to the situation of Example 5.1, concerned with estimating the upper

endpoint θ of a uniform distribution. Here (5.1) gives two confidence distributions, based
respectively on Vn = Y(n) and Un = Y(n−1). For Cn,v(θ) the preceding applies with Bn, B ′

n

having density hn(x)= nxn−1 on [0,1]. Here one may show that n(Bn/B ′
n − 1)→d E1 − E2,

where E1 and E2 are independent unit exponentials; see Exercise 5.4 for details. Similarly,
for Cn,u(θ) based on Un the density for Un/θ is gn(x)= n(n−1)xn−2(1−x) on [0,1], leading
to the limit distribution result n(Bn/B ′

n −1)→d G1 − G2, where G1 and G2 are independent
gamma variables with parameter (2,1). Hence

Rn,u(θ)
.= E�((θ/n)(G1 − G2)) and Rn,v(θ)

.= E�((θ/n)(E1 − E2)),

where the point is that E1 − E2 (variance 2) is much more tightly distributed around zero
than G1 − G2 (variance 4). Consequently, the confidence distribution based on Y(n) is rather
better than the one based on Y(n−1). This is also the case for any finite n.

Similar analysis may be provided for the problem considered in Example 5.2, where we
gave two confidence distributions Cn,u and Cn,v for the normal standard deviation parameter.
For the method based on Vn = n−1

∑n
i=1(Yi − Ȳn)

2, the deciding Bn/B ′
n ratio above may be

represented as
{∑n

i=1(Ni − N̄ )2}1/2

{∑n
i=1(N

′
i − N̄ ′)2}1/2

= (χ
2
n−1,1)

1/2

(χ2
n−1,2)

1/2
= F1/2

n−1,n−1,

a ratio of the square roots of two independent χ2
n−1 variables. Here the Ni and N ′

i

are independent standard normals, with averages N̄ and N̄ ′, and Fn−1,n−1 has a Fisher
distribution with degrees of freedom (n − 1,n − 1). One has

√
n(F1/2

n−1,n−1 − 1)→d N(0,1);
see Exercise 5.1 for details. Similarly, for the method based on Un = n−1

∑n
i=1 |Yi − Ȳ |, the

Bn/B ′
n ratio may be written Wn =∑n

i=1 |Ni − N̄ |/∑n
i=1 |N ′

i − N̄ ′|. Here one may demonstrate
that

√
n(Wn − 1) →d N(0,π − 2). The confidence distribution that Sir Arthur implicitly

recommended accordingly corresponds to having a spread about 14% larger than the one Sir
Ronald argued for; cf. Example 5.2.

Confidence risk for location parameters

Next consider estimating the location parameter in a location-scale situation. Assume
μ̂ = μ + σ An and σ̂ = σ Bn where (An, Bn) has a distribution not depending on the
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parameters, that is, tn = (μ̂− μ)/σ̂ = An/Bn is a pivot with a suitable distribution Hn.
The associated confidence distribution is

Cn(μ)= 1 − Hn((μ̂obs −μ)/σ̂obs).

By inverting this one finds that the μCD drawn from this distribution may be represented as

μCD = μ̂− σ̂ (A′
n/B ′

n)

= μ+σ An −σ Bn(A
′
n/B ′

n)= μ+σ(An − A′
n Bn/B ′

n),

in terms of two independent samples (An, Bn) and (A′
n, B ′

n) from the appropriate joint
distribution. The risk function hence becomes

R(μ,σ ,C)= E�
(
σ(An − A′

n Bn/B ′
n)
)
.

Strong confidence distributions are those for which Bn/B ′
n is tight around 1 and An − A′

n is
tight around zero.

For the normal case, with the optimal t based procedure, and with quadratic loss�(z)= z2,

R(μ,σ ,C)= (σ 2/n)E(N − N ′F)2 = σ
2

n

(
1 + n − 3

n − 1

)
.

Here N and N ′ are independent standard normals and F, independent of these, is a Fn−1,n−1.
The crucial point here is not the accurate number on the right-hand side, but that there is a
theory for comparing risks of confidences, and that this particular procedure is the best there
is for normal data.

5.4 Sufficiency and risk for confidence distributions

Sufficiency, discussed in Section 2.3, is a basic concept in theoretical statistics. It is meant to
convey the idea that a suitable summary of data is good enough in the sense of containing all
essential and relevant information contained in the data. The present section investigates its
use and role for confidence distributions, particularly with respect to concepts of optimality.
A Rao–Blackwell type theorem is provided. It is probably more restrictive than necessary.
The Neyman–Pearson type of result Theorem 5.10 is, however, as good as it can be.

The sufficiency concept was basically developed in a formal fashion by Fisher (1920,
1922) (though Stigler (1973) was able to trace similar ideas back to Laplace), and in the
words of Fisher (1922, p. 310), sufficiency means that “no other statistic which can be
calculated from the same sample provides any additional information as to the value of the
parameter”. Its conceptually elegant definition is that a statistic S computed from the basic
sample Y is sufficient provided the conditional distribution of Y given S does not depend on
the parameters of the model being used; thus, given S = Sobs, one is free to throw away the
raw data, in that another and equally good dataset Y ′ can be created with precisely the same
Sobs. Fisher also required his fiducial distributions to be based on sufficient statistics. His
reason was solely logical: By definition the data are emptied of relevant information when
the sufficient statistic is observed.
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The formal definition of S being sufficient is that the conditional distribution of the data
Y given S is the same for all values of the parameter. With h(y |s) being the conditional
density, the probability density for Y factors,

f(y,θ)= f(s,θ)h(y |s) (5.3)

for all values of y and θ . In terms of the likelihood function this is the Fisher–Neyman
factorisation theorem: If the data y have a likelihood that can be represented as

L(θ ,y)= gθ (S(y))h(y), (5.4)

under the model in question, for all potential outcomes y and with h(y) not depending on the
model parameter θ , then S = S(Y ) is a sufficient statistic, that is, the distribution of Y given
S = Sobs is the same regardless of θ . This is also an if-and-only-if statement; if S = S(Y ) is
sufficient, then there is a factorisation of the above form.

The full data Y vector is obviously sufficient, but Y need not be minimally sufficient.
If the factorisation (5.4) holds for a statistic S, but not for any further reduction T (S), S
is a minimal sufficient statistic. A statistic T is a further reduction of the data if it is not
a one-to-one function of S. For details and examples, see, for example, Lehmann (1959,
1983), Lehmann and Casella (1998), Lehmann and Romano (2005) and Pawitan (2001).

For an instructive and central example, consider an i.i.d. sample from the normal (μ,σ 2)

distribution, for which the likelihood may be written

L ∝ 1

σ n
exp

{
− 1

2

1

σ 2

n∑
i=1

(yi −μ)2
}

= 1

σ n
exp

[
− 1

2

1

σ 2
{Q0 + n(μ− ȳ)2}

]
,

with sample mean ȳ and Q0 = ∑n
i=1(yi − ȳ)2. It follows that (1) S1 = (Ȳ ,Q0) is sufficient

whenμ,σ are both unknown parameters; (2) S2 = Ȳ is sufficient forμwhen σ is known; and
(3) S3 = ∑n

i=1(Yi − μ)2 = Q0 + n(μ − Ȳ )2 is sufficient for σ when μ is known. These
sufficient statistics are also minimal sufficient in the respective situations. The data vector
itself is also sufficient, but it can be reduced to the lower-dimensional S in question
without losing any information; this S cannot, however, be reduced further without losing
information. This is also clear from inspecting the likelihood function, for each of the three
cases considered.

All information is contained in the sufficient statistic. Thus the sufficiency principle:
Statistical methods should be based on minimal sufficient statistics. That is, if S is sufficient
and y1 and y2 are two sets of data such that S(y1)= S(y2), then the method should yield the
same result for both sets of data. Confidence distributions should thus be based on minimal
sufficient statistics. To Fisher this was obvious by pure logic.

There are also optimality arguments available supporting the sufficiency principle. For
any point estimator ψ̃ of some focus parameter ψ , the Rao–Blackwell theorem is that the
estimator ψ̂ = E(ψ̃ |S) is guaranteed to never be worse that the ψ̃ one started out with. It
is to be noted here that the conditioning operation leads to a genuine estimator precisely
because of the sufficiency property, that the distribution of ψ̃ given S depends on S but not
on the parameter. If ψ̃ already is sufficiency determined, that is, a function of the data only
through S, then nothing is changed and ψ̂ = ψ̃ ; otherwise ψ̂ is a genuine change and there
is typically real improvement in performance as measured by risk.
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The argument at work for the Rao–Blackwell operation is a simple one and utilises
Jensen’s inequality, that Eg(Z) ≥ g(E Z) for any convex function g(z) and any variable
Z with finite mean. Assume now that the consequences of taking decision d̃(y) based on
the data y, when the underlying parameter is equal to θ , is measured by the loss function
lo(θ , d̃(y)), and that this lo(θ ,d) function is convex in d for each θ . The statistical risk
function is the expected loss, that is,

R(θ , d̃)= Eθ lo(θ , d̃(Y )). (5.5)

with respect to the distribution of data Y under parameter value θ . For the decision strategy
that uses d̂(S)= Eθ {̃d(Y ) |S} instead of d̃(Y ), and where it again is noteworthy that the result
does not depend on θ , Jensen now implies

Eθ {lo(θ , d̃(Y )) |S} ≥ lo(θ , d̂(S)).

This is valid regardless of the value S takes. Taking expectations on both sides then leads to
the desired

R(θ , d̃)= Eθ lo(θ , d̃(Y ))≥ Eθ lo(θ , d̂(S))= R(θ , d̂). (5.6)

Hence d̂(S) is at least as good as d̃(Y ).
The traditional use of the general result for estimation theory is that when a focus

parameter ψ = a(θ) is to be estimated with some ψ∗, with loss function of the type
lo(θ ,ψ∗) = lo0(ψ − ψ∗) and lo0(z) any convex function in z, like z2 or |z|, then any
start estimator ψ̃ = ψ̃(Y ) is being improved upon by forming the sufficiency determined
ψ̂ = ψ̂(S)= E(ψ̃ |S). See Exercise 5.9 for further details and examples.

Note, however, that the preceding setup is perfectly valid and relevant for other types
of decision problems in statistics outside pure estimation, including testing, multiple
comparisons, classification and indeed the task of setting a specific confidence interval, as
long as the loss function in question is convex in the decision d. See, for example, Ferguson
(1967) and Berger (1985) for a general discussion about such issues and setups. Also, the
Rao–Blackwell result (5.6) holds up in these other settings, as long as the loss function used
is convex in the decision argument for each θ .

In the Neyman–Wald tradition of statistical decision theory the Rao–Blackwell theorem
provides a constructive way of improving on a method by conditioning on a sufficient
statistic. Statistical analysis by confidence distributions is, however, more akin to Fisher’s
logical approach to statistical analysis, where optimality is less clearly defined and where
improvement by conditioning on sufficient statistic is less straightforward.

Before establishing a Rao–Blackwell type result similar to (5.6) for confidence
distributions, consider the following instructive situation.

Remark 5.4 The conditional mean of a CD may not be a CD

Let Y1, . . . ,Yn be a random sample from N(ψ ,1), and where we know from the above that the
average Ȳ is minimal sufficient. The canonical and as we shall learn later uniquely power
optimal confidence distribution is

C(ψ , Ȳ )=�(√n(ψ − Ȳ )),



�

�

“Schweder-Book” — 2015/10/21 — 17:46 — page 168 — #188
�

�

�

�

�

�

168 Invariance, sufficiency and optimality for confidence distributions

which indeed is a function of the minimal sufficient statistic. Consider now a particular
insufficient statistic, namely Y1, with confidence distribution C1(ψ ,Y1) =�(ψ − Y1). The
two confidence distributions differ with respect both to location and scale. The C1 is a
wider distribution than C and will thus represent more uncertainty about ψ . It is furthermore
located at Y1 which is a more variable point estimator for ψ than Ȳ . For both reasons the
sufficiency based confidence distribution is superior. Each realised confidence distribution
C(ψ , ȳ) is more concentrated than C1(ψ ,y1), and in repeated use the latter will vary more
widely about ψ . Could C1 be turned into C by conditioning on Ȳ ?

The conditional distribution is in this case Y1 | Ȳ ∼ N(Ȳ ,(n − 1)/n). Since

C̄1(ψ , Ȳ )= E{C1(ψ ,Y1) | Ȳ } =�
( ψ − Ȳ

(2 − 1/n)1/2

)
=�

(√
n(ψ − Ȳ )

(2n − 1)1/2

)
,

see Exercise 5.7, conditioning of the cumulative confidence distribution based on an
insufficient statistic does not lead to the right answer. The C̄1(ψ , Ȳ ) is a distribution function
in ψ ; it is sufficiency determined; it is a pivot; it has a distribution symmetric around 1

2 ; but
it does not have have a uniform distribution and is hence not a confidence distribution.
Conditioning of the confidence quantile does not lead to the right answer either. Since
E(Y1 | Ȳ )= Ȳ , the natural method appears instead to be to modify the insufficient statistic by
first conditioning on a sufficient statistic, and then derive the confidence distribution based
on this modified statistic. Indeed this recipe works perfectly here:

Pψ{C̄1(ψ , Ȳ )≤ C̄1(ψ , ȳobs)}
leads to C(ψ , ȳobs), see again Exercise 5.7.

Loss and risk should not be taken too literally. In his paper “The illogic of statistical
inference for cumulative science”, Guttman (1985, p. 4) says

Science has no special loss function which is to be minimised. And scientific hypotheses are always
open to be retested. Research in science should be cumulative. In the course of accumulation,
previous hypotheses become modified by correction and extensions. The idea of accepting or
rejecting a null hypothesis on the basis of a single experiment – which is the crux of the
Neyman–Pearson theory – is antithetical to science.

Although related to hypothesis testing, confidence distributions are good for cumulative
science. To get the most out of an observed set of data, the best possible confidence
distribution should be used. Confidence risk might not be of much interest for a given
penalty function, but confidence distributions are reasonably ordered by comparing their
risks.

Definition 5.5 (Partial ordering of confidence distributions) Consider confidence
distributions C(ψ ,S) and C(ψ , T ) based on statistics S and T , respectively. Then we say
that the former is uniformly better in the mean than the latter provided R(θ0,C(·,S)) ≤
R(θ0,C(·, T )) for all convex penalty functions � and all θ0.

This ordering in the mean is partial. But in line with the Rao–Blackwell theorem one
should suspect confidence distributions based on sufficient statistics to be uniformly better
than other confidence distributions. In the following this is shown to be true when the
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likelihood ratio is increasing in the focus parameter; cf. Lemma 5.8. It ought, however,
to be true also in other cases.

Often, pivots based on insufficient statistics have the same functional form as those based
on a sufficient statistic. They will often be convex in the statistic, and their quantile functions
will also be convex. In these cases a Rao–Blackwell result is available for confidence
distributions. It is given in Theorem 5.6.

Example 5.6 Location and scale models

For Y1, . . . ,Yn independent, all with density f(y −ψ), a pivot based on a statistic T must
have the form ψ − T to be invariant to translations. The confidence quantiles are simply
ψ = T + F−1(U ) where F is the pivotal distribution function. Both pivot and quantile is
convex in T . The structural form of the pivot and the quantile is the same whether T is
sufficient or not. In the scale model the density is f(y/ψ). For reasons of invariance the
pivot in a statistic T must have the form ψ/T , and the quantile is ψ = T F−1(U ). Both are
convex in T .

Theorem 5.6 (Rao–Blackwell for confidence distributions) If the pivot has the same
functional form in a statistic T as in a sufficient statistic S, and if both the pivot and
confidence quantile are convex in the statistic, the confidence distribution based on S is
uniformly as good in the mean.

Proof. Let the pivot in T be p(ψ , T ) ∼ F−1(U ), with U uniformly distributed on [0,1].
The quantiles are ψ = Q(T ,F−1(U )). For S the pivot is p(ψ ,S)∼ G−1(U ). For the risk for
C(ψ , T ) Jensen’s inequality yields

Eψ0 E�(Q(T ,F−1(U ))≥ Eψ0 E�(Q(E [T |S],F−1(U )).

When T is scaled to make E [T |S] = S the result is obtained if E�(Q(s,F−1(U ))) ≥
E�(Q(s,G−1(U ))). Since p(ψ , T )∼ F−1(U ), and similarly for S,

Eψ �(Q(s,p(ψ , T ))≥ Eψ �(Q(s,p(ψ ,E [T |S]))= E�(Q(s,G−1(U )))

in that both the quantile and the pivot are assumed convex in the statistic. �

Example 5.7 Location model

Let S be a sufficient statistic in the location model considered in Example 5.6, yielding
the confidence distribution C(ψ ,S) = G(ψ − S). By the Rao–Blackwell theorem some
statistic T will have at least the confidence risk for its confidence distribution as does S.
It is, however, instructive to follow the proof in concrete detail.

By scaling T to make E(T |S) = S, T = S + V where V is an independent zero mean
variate. The confidence densities are f(ψ − T ) and g(ψ − S), respectively. The confidence
risk for C(ψ , T ) is

Eψ0

∫
�(ψ −ψ0 + T )f(ψ)dψ = Eψ0 E�(T − T0 −ψ0).

Here T0 is an independent variate distributed as T when ψ0 = 0. The risk is thus Eψ0 E�(S−
S0 +V−V0 −ψ0), and by Jensen’s inequality this risk is at most Eψ0 E�(S−S0 −ψ0), which
is the confidence risk for C(ψ ,S).
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It is noteworthy that we get twice the error V. One of these is due to the weaker location
of the confidence distribution at T = S + V. The other V0 is due to C(ψ , T ) having more
spread than C(ψ ,S) to account for its weaker anchoring.

A scale model is transformed to a location model by taking logarithms, at least for
nonnegative data. One might think that because sufficiency-based confidence distributions
are uniformly best in location models, this must also hold in scale models. When
σ it the scale parameter and ψ = logσ its location transform, it does not follow
from E

∫
�(ψ)dC(ψ ,S) being superior that E

∫
�(expψ)dC(ψ ,S) is superior for a

sufficiency-based confidence distribution. The difficulty is that �(σ) need not be a convex
function of ψ . Confidence distributions for scale parameters are, however, uniformly best
in the mean when based on a sufficient statistic according the Rao–Blackwell theorem;
cf. also Exercise 5.3. By this example it is seen that even though confidence distributions
are invariant to monotonic transformations, it cannot be concluded that risk is uniformly
improved for θ = g(ψ) when moving from an insufficient to a sufficient statistic, even
though this holds for the confidence distributions for ψ .

In some important models, our Rao–Blackwell result shows that confidence distributions
based on sufficient statistics are superior in the mean. This is indeed not surprising because
the sufficient statistic holds all the relevant information concerning the parameter. It is
therefore reasonable to follow Fisher’s advice to base confidence distributions on sufficient
statistics. In the following stronger optimality results are obtained in models with monotone
likelihood ratio in the sufficient statistic.

The weak likelihood principle, that all inference must be based on the likelihood, ensures
that confidence distributions should be sufficiency based. This argument is, however, not
constructive. It does not tell us how loss and risk are improved by conditioning on S.

As discussed previously, the tighter the confidence intervals are, and thus the confidence
distribution, the better, provided they have the claimed confidence. Ex post, it is desirable
to have as little spread in the confidence distribution as possible. Standard deviation,
interquantile difference or other measures of spread could be used to rank methods with
respect to their discriminatory power. It is also important that the confidence distribution is
located close to the true value of the parameter. This latter requirement cannot be checked ex
post, but the basic idea for confidence distribution is that the spread in a realised distribution
for ψ should reflect the uncertainty in its location. The properties of a method must be
assessed ex ante, and it is thus the probability distribution of a chosen measures of total
spread that would be relevant.

In the following we shall look at confidence distributions as p-value functions. For each
value of ψ0 the confidence C(ψ0) is the p-value of testing ψ = ψ0 against ψ > ψ0. For
each of these tests there is a uniformly most powerful test provided the likelihood ratio is
increasing in a one-dimensional sufficient statistic. This is the core of the Neyman–Pearson
theory for statistical testing. This theory will be reformulated for confidence distributions,
and we end up with a theorem stating that the confidence distribution based on the collection
of most powerful tests has no larger confidence loss than any other confidence distribution.

The basis for test-optimality is monotonicity in the likelihood ratio based on a sufficient
statistic, S, with distribution function F(s,θ),

LR(ψ1,ψ2,S)= L(ψ2,S)/L(ψ1,S) is increasing in S for ψ2 >ψ1. (5.7)
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The Neyman–Pearson lemma says that when testing H0 : ψ ≤ψ0 versus H1 : ψ >ψ0 at level
α, the test rejecting when 1 − F(S,ψ0) < α has optimal power. That is, the probability of
rejecting at level α cannot be bigger in the case of the true value of the parameter is bigger
than ψ0. The testing problem could have been turned around with the alternative ψ < ψ0,
and the corresponding test rejecting for small values of S would have optimal power.

The Neyman–Pearson type lemma for p-values that follow states the collection of basic
Neyman–Pearson results for all values of α and all values of ψ0 in terms of optimality with
respect to stochastic ordering of C(ψ) when ψ0 is the true value of the parameter (Norberg,
1988, Schweder, 1988).

Recall the definition of stochastic ordering: For two distribution functions F and G, F �
G (and G � F) means that G is stochastically no smaller than F (i.e., G[x,∞) ≥ F[x,∞)
for all x). A subscript, F �ψ0 G, indicates that the the distribution functions in question are
defined under the true parameter value ψ =ψ0.

Lemma 5.7 (Neyman–Pearson for p-values) Let S be a one-dimensional sufficient
statistic with increasing likelihood ratio whenever ψ1 < ψ2. Let the cumulative confidence
distribution based on S be CS and that based on another statistic T be CT . In this situation,
the cumulative confidence distributions are stochastically ordered:

CS(ψ)�ψ0 CT (ψ) at ψ <ψ0 and CS(ψ)�ψ0 CT (ψ) at ψ >ψ0.

In the standard Neyman–Pearson sense, the focus is on rejection versus nonrejection of
a hypothesis, which amounts to using a spread measure for C of the indicator type. More
generally, every natural measure of spread in C around the true value ψ0 of the parameter
can as per Definition 5.3 be expressed as a loss functional

lo(ψ0,C)=
∫ ∞

−∞
�(ψ −ψ0)dC(ψ),

where �(0)= 0, � is nonincreasing to the left of zero, and nondecreasing to the right. Note
that we here do not require the penalty function � to be convex, as we did in Definition 5.3.
Also, the associated expected confidence loss is the confidence risk

R(ψ0,C)= Eψ0 lo(ψ0,C),

where the expectation is for the random Y of C(ψ0,Y ).

Lemma 5.8 (Neyman–Pearson for power in the mean) If S is a sufficient one-dimensional
statistic and the likelihood ratio (5.7) is increasing in S whenever ψ1 < ψ2, then the
confidence distribution based on S is uniformly most powerful in the mean; that is,
R(ψ0,CS)≤ R(ψ0,CT ) holds for all penalty functions � and at all parameter values ψ0.

Proof. By partial integration,

lo(ψ0,C)=
∫ 0

−∞
C(ψ +ψ0)d�(ψ)+

∫ ∞

0
{1 − C(ψ +ψ0)}d�(ψ). (5.8)

By Lemma 5.7, ECS(ψ +ψ0)≤ ECT (ψ +ψ0) for ψ < 0 while

E{1 − CS(ψ +ψ0)} ≤ E{1 − CT (ψ +ψ0)}
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for ψ > 0. Consequently, since � is nonincreasing to the left of zero and is also
nondecreasing on nonnegatives,

R(ψ0,C
S)≤ R(ψ0,C

T ).

This relation holds for all such penalty functions that are finite for each value of ψ , and for
all reference values ψ0. Hence CS is uniformly more powerful in the mean than any other
confidence distribution. �

The Neyman–Pearson argument goes further for confidence distributions. Theorem 5.10
states that under the conditions of the previous lemma the confidence loss is optimal for
sufficiency based confidence distributions.

Definition 5.9 (Uniformly optimal confidence) A confidence distribution C(ψ ,S)= CS is
uniformly optimal if for each penalty function �, nonincreasing on the negative half-axis,
nondecreasing on the positive and �(0)= 0, and for any other confidence distribution CT ,

lo(ψ0,C
S)≤ lo(ψ0,C

T )

with certainty for every value of ψ0.

The confidence loss is stochastic, as it depends on the stochastic confidence distribution.
In the definition optimality is required with probability one.

Theorem 5.10 (Neyman–Pearson for confidence distributions) A confidence distribution
based on a sufficient statistic in which the likelihood ratio is everywhere increasing, is
uniformly optimal.

Proof. That the likelihood ratio is everywhere increasing means that (5.7) holds for all ψ1<

ψ2. Let � be a penalty function and C(ψ , T )= 1 − F(T ,ψ) a confidence distribution. Here
F is the distribution function of T , which is assumed stochastically increasing in ψ . Let also
S be a sufficient statistic with distribution function G(s,ψ). For simplicity let ψ0 = 0, and
consider the likelihood ratio LR(0,ψ ,S). The subscript 0 indicates that the distribution is for
ψ0 = 0. By partial integration as in (5.8),

lo(ψ0,C)=
∫ 0

−∞
C(ψ +ψ0)d�(ψ)+

∫ ∞

0
{1 − C(ψ +ψ0)}d�(ψ)= lo− + lo+.

By sufficiency,

C(ψ , T )= 1 − Eψ F0(T |S)= 1 − E0 [F0(T |S)LR(ψ ,S)].
The second term in the confidence loss is

lo+ = E0

∫ ∞

0
F0(T |S)LR(ψ ,S)d�(ψ),

which is minimised by F0(T |S)= G(S,0) under the constraint that F0(T |S) has a uniform
distribution at ψ0 = 0. This means that T = S minimises the positive part of the confidence
loss. By symmetry, the same is true for the negative part lo−. There is nothing special
about the choice ψ0 = 0 and we conclude that sufficiency-based confidence distributions
are uniformly optimal when the likelihood is everywhere increasing in the sufficient
statistic. �
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That loss with certainty is minimised when the confidence distribution is sufficiency
based, under increasing likelihood ratio, implies that spread in its realisations C(ψ ,s) is
no more than in any other realised confidence distribution. This is true whether spread is
measured by a convex penalty function or an indicator function which is zero inside an
interval covering the true parameter and one outside. The exclusion probabilities of points
ψ �= ψ0 are therefore maximised. The sufficiency based confidence distribution is actually
always most informative because it is anchored by the best possible method. Confidence risk
of a sufficiency based confidence distribution is of course also optimal when the likelihood
ratio is decreasing.

Monotone likelihood ratios are, however, present only in a rather limited class of models,
namely exponential families; see also Chapter 8 for applications of the theory to generalised
linear models. In these models, to be considered next, optimal confidence distributions are
available even in multiparameter models, but then by conditioning.

5.5 Uniformly optimal confidence for exponential families

Conditional tests often have good power properties in situations with nuisance parameters.
In the exponential class of models it turns out that optimal confidence distributions must
be based on the conditional distribution of the statistic, which is sufficient for the interest
parameter, given the remaining statistics informative for the nuisance parameters. That
conditional tests are most powerful among power-unbiased tests is well known, see, for
example, Lehmann (1959). There are also other broad lines of arguments leading to
constructions of conditional tests; see, for example, Barndorff-Nielsen and Cox (1994).
Presently we indicate how and why also the most reliable confidence distributions are of
such conditional nature.

Theorem 5.11 (Optimal confidence for exponential families) Let ψ be the scalar
parameter and χ the nuisance parameter vector in a continuous exponential model, with
a density w.r.t. Lebesgue measure of the form

f(y,ψ ,χ)= exp{ψS(y)+χ1 A1(y)+·· ·+χp Ap(y)− k(ψ ,χ1, . . . ,χp)},
for data vector y in a sample space region not dependent on the parameters. Assume (ψ ,χ)
is contained in an open (p + 1)-dimensional parameter set. Then

CS | A(ψ)= Pψ{S> sobs | A = aobs}
is the uniformly most powerful confidence distribution. Here sobs and aobs denote the
observed values of S and A.

It is part of the construction and conclusion here that the distribution of S |(A = aobs)

depends on ψ but not on χ = (χ1, . . . ,χp), which is a classic result about exponential
families; see, for example, Young and Smith (2005, chapter 5). For the proof we also need
the notion of completeness, also treated in the reference mentioned and in other texts on
Neyman–Pearson theory. We say that a statistic T is complete, with respect to a parameter
θ , if it is the case that when Eθg1(T ) = Eθg2(T ) for all parameter values θ , then the two
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functions g1(T ) and g2(T ) must be identical, except for sets of zero probability. We finally
note that a minor discontinuity correction amendment is called for in case of a discrete
distribution, as discussed in Section 3.2.

Proof. The claim essentially follows from previous efforts by a reduction to the
one-dimensional parameter case, and we omit the details. A key ingredient is that A is
a sufficient and complete statistic for χ when ψ = ψ0 is fixed; this parallels the treatment
of Neyman–Pearson optimality of conditional tests for the exponential family, as laid out,
for example, in Lehmann (1959). �

The optimality of the conditional confidence distribution, and thus of conditional tests
and confidence intervals, hinges on the completeness of the statistic A for each fixed ψ0.
By completeness, there cannot be more than one confidence distribution based on the
sufficient statistic; hence CS | A(ψ) is unique and must be uniformly most powerful. The
conditional confidence distribution is exact, for continuously distributed data, and is thus
optimal because it is the only exact one. The conditioning statistic A identifies what Fisher
(1973) calls recognisable subsets, which in his view leads to conditional inference given A
(whether the model is for continuous or discrete data).

We now turn to a few applications of our optimality theorem, with further situations
examined and discussed in Chapter 8, including regression models.

Example 5.8 Proportional Poisson parameters

Consider pairs (X j,Yj) of independent Poisson variables, where X j and Yj have parameters
λj and λjψ , for j = 1, . . . ,m. The likelihood is proportional to

exp
{ m∑

j=1

yj logψ +
m∑

j=1

(xj + yj) logλj −
m∑

j=1

λj(1 +ψ)
}
.

Write S =∑m
j=1 Yj and Aj = X j +Yj. Then A1, . . . , Am become sufficient and complete for the

nuisance parameters when ψ is fixed. Also, Yj | Aj is a binomial (Aj,ψ/(1 +ψ)). It follows
from Theorem 5.11 that the uniformly most powerful confidence distribution, used here with
a half-correction due to discreteness, say CS | A(ψ), takes the simple form

Pψ{S> Sobs | A1,obs, . . . , Am,obs}+ 1
2Pψ{S = Sobs | A1,obs, . . . , Am,obs}

= 1 − B
(
Sobs

∣∣∣ m∑
j=1

Aj,obs,
ψ

1 +ψ
)

+ 1
2b
(
Sobs

∣∣∣ m∑
j=1

Aj,obs,
ψ

1 +ψ
)
,

where B(· |n,p) and b(· |n,p) are the cumulative and pointwise distribution functions for the
binomial.

In the years 2004 and 2005 there were in Norway respectively 1042 and 1022 twin
births and 13 and 19 triplet births. We take these numbers to be Poisson distributed and
independent. Let the expected number of twin births and triplet births be respectively λt and
ψλt for year t. Figure 5.4 displays confidence curves for ψ , for 2004 and 2005 separately,
and for the two years combined.
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Figure 5.4 Confidence curves for the ratio of triplet births to twins for 2004 and 2005 combined
(solid line), and for each of the two years (dotted line).

Example 5.9 Paired normal data

Consider the following simple model for paired data: Observations (X i,Yi) are all
independent, with

X i ∼ N(θi,1) and Yi ∼ N(θi + δ,1)

for i = 1, . . . ,n. The focus parameter is δ, the mean of Yi − X i, whereas the other parameters
θ1, . . . ,θn are of less interest. A situation of the aforementioned type could be where each of
n patients is exposed to two treatments, over different time periods, and the difference δ in
their means is constant across a population of perhaps even highly variable individuals. Of
course the canonical estimator of δ is δ̂ = Ȳ − X̄ ∼ N(δ,2/n), in terms of averages X̄ and Ȳ
of the X i and Yi respectively, with consequent confidence distribution

Cn(δ)= Pδ {̂δ ≥ δ̂obs} =�
(δ− δ̂obs√

2/n

)
, where δ̂obs = ȳobs − x̄obs, (5.9)

end of story. It is, however, instructive to trace the optimality of this confidence distribution
from two angles.

The first path is to aim directly at the optimality theorem 5.11. The likelihood contribution
from pair i may be expressed as

Li ∝ exp{− 1
2 (θi − xi)

2 − 1
2 (θi + δ− yi)

2}
= exp{θi(xi + yi)+ δyi − 1

2θ
2
i − 1

2 (θi + δ)2 − 1
2x2

i − 1
2y2

i }.
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The full likelihood, in n + 1 parameters, is hence proportional to

exp
[
δ

n∑
i=1

yi +
n∑

i=1

θi(xi + yi)− 1
2

n∑
i=1

{θ2
i + (θi + δ)2}

]
.

It follows that the guaranteed optimal confidence distribution is

C∗
n (δ)= Pδ{Ȳn ≥ ȳn,obs |u1,obs, . . . ,un,obs},

in terms of Ȳn and the pairwise averages Ui = 1
2 (X i + Yi). Subtracting X̄n here and using the

fact that sums X i + Yi and differences Yi − X i are independent, one does not really need to
go through a tedious exercise concerning conditional distributions for a (n+1)-dimensional
multinormal, and one finds

C∗
n (δ)= Pδ{Ȳn − X̄n ≥ ȳn,obs − x̄n,obs} =�

(δ− (ȳn,obs − x̄n,obs)√
2/n

)
.

But this is the very same distribution as (5.9). Using this path of arguments we cannot
demonstrate optimality, however.

The second path is via profiling of each pairwise likelihood. Here we find 
i,prof(δ) =
u2

i + 1
2δvi − 1

2δ
2, with ui = 1

2 (xi + yi) and vi = yi − xi, and summing these yields


prof(δ)=
n∑

i=1

(u2
i + 1

2δvi − 1
2δ

2)= n( 1
2δδ̂− 1

2δ
2).

This leads to the profiled deviance

Dn(δ)= 2{
n,prof(̂δ)− 
n,prof(δ)} = 1
2n(δ− δ̂)2

and next in the usual fashion to a confidence distribution, which is again seen to be
precisely the same as (5.9). Using this path of arguments we cannot demonstrate optimality,
however.

Example 5.10 Gamma shape parameter

Suppose independent positive observations Y1, . . . ,Yn stem from the gamma density
{ba/�(a)}ya−1 exp(−by), with inference needed for the shape parameter a. The
log-likelihood takes the form


(a,b)=
n∑

i=1

{(a − 1) logyi − byi + a logb − log�(a)},

and the power theorem ensures that the optimal confidence distribution is

C(a)= Pa{Ū ≥ ūobs | Ȳ = ȳobs},
where Ū and Ȳ are the averages over logYi and Yi, respectively, and observed at ūobs and
ȳobs. This involves the distribution of (Y1, . . . ,Yn) given that their sum V = ∑n

i=1 Yi is equal
to nȳobs. But for this model it is the case that X = (Y1/V, . . . ,Yn/V) and V are independent,
and that X has the Dirichlet distribution on the simplex of nonnegative points with sum 1,
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with parameters (a, . . . ,a). For (Y ∗
1 , . . . ,Y ∗

n ) drawn from the conditional distribution given
Ȳ = ȳobs we may hence write Y ∗

i = nȳobs X i, with such an X . It follows that

C(a)= Pa

{
n−1

n∑
i=1

log(nȳobs X i)≥ uobs

}
= 1 − Hn,a(uobs − log(nȳobs)),

where Hn,a is the distribution function for W = n−1
∑n

i=1 log X i. This may easily enough be
computed via simulation, for each a, to display the confidence distribution and curve.

5.6 Optimality of component confidence distributions

Suppose there is a naturally and perhaps optimally constructed confidence distribution for a
parameter a, say C(a), but that there is some additional information about another parameter
b, and that these are related via correlated estimators. Should this lead one to modify the
C(a)?

An instructive situation to examine is the following. There are estimators â of b̂ of
parameters a and b with a joint normal distribution, with known variances and correlation.
The prototype version of this is the setup where(

â
b̂

)
∼ N2

((
a
b

)
,

(
1 ρ

ρ 1

))
,

with ρ known. The obvious confidence distributions for a based on â alone is C1(a) =
�(a − âobs), and similarly C2(b)=�(b − b̂obs) for b; the question is whether C(a) may be
improved on by taking b̂ into account, and similarly for C2(b) by somehow using â. We may
use the power theorem 5.11 to answer this. Introduce first(

U
V

)
=

(
1 ρ

ρ 1

)−1(
â
b̂

)
= 1

1 −ρ2

(
â −ρb̂

−ρâ + b̂

)
. (5.10)

The log-density is

−1

2

1

1 −ρ2
{(̂a − a)2 + (̂b − b)2 − 2ρ(̂a − a)(̂b − b)}

= 1

1 −ρ2
{a(̂a −ρb̂)+ b(̂b −ρâ)− 1

2a2 − 1
2b2 − 1

2 â2 − 1
2 b̂2 +ρ(̂âb + ab)}

plus the constant − 1
2 log(1 − ρ2)− log(2π). This has the form required in Theorem 5.11,

with the crucial terms, those where parameters interact with functions of the data, being
(aU + bV)/(1 −ρ2). Consequently, there is an optimal confidence distribution for a, taking
the form Pa{U ≥ uobs |V = vobs}.

The conditional distribution may be worked out from(
U
V

)
∼ N2

((
a −ρb

−ρa + b

)
,

1

1 −ρ2

(
1 −ρ

−ρ 1

))
.

The simplest way of finding the result, and guess at the general principles at work, is via
W = U +ρV, where we find that W and V have zero covariance and hence are independent.
From

aU + bV = a(U +ρV)− aρV + bV = aW + (b − aρ)V = aW + b′V
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we learn, from the same optimality theorem but now with the reparametrised (a,b′), that the
optimal confidence distribution also may be characterised and found from

C∗
1 (a)= Pa{W ≥ wobs |V = vobs} = Pa{W ≥ wobs}.

But a little work, via (5.10), shows that in fact W = â. Thus we have shown that C∗
1 (a) =

Pa{̂a ≥ âobs}, which is the same as C1(a)=�(a − âobs). This proves that the simple, direct,
componentwise confidence distribution for a is already optimal, and cannot be improved
upon by bringing in the correlated b̂.

This may be appropriately generalised to the case of a multinormal vector of estimators
with known variance matrix, for which we have the following general result.

Theorem 5.12 (Optimal confidence for multinormal mean parameters) Suppose
θ̂ ∼ Np(θ ,�), with the variance matrix being known and of full rank. The optimal confidence
distribution for a given linear combination parameterψ =wtθ is C∗(ψ)=�((ψ−ψ̂obs)/κ),
with ψ̂ = wtθ̂ and κ2 = wt�w.

We note that the C∗(ψ) given here is indeed the natural confidence distribution, based on
information from ψ̂ ∼ N(ψ ,κ2) alone; what we need to prove is that it cannot be improved
upon via other aspects of the full vector θ̂ .

Proof. Since we may transform to another multinormal situation where ψ is the first
component of the mean vector it suffices to prove the claim for the case of ψ = θ1, the
first component of θ . The log-likelihood is

− 1
2 (θ̂ − θ)t�−1(θ̂ − θ)= θ t�−1θ̂ − 1

2θ
t�−1θ − 1

2 θ̂
t�−1θ̂

apart from an additive constant. This is in a form matching the conditions of Theorem 5.11,
with the linear part θ tU = θ1U1 +·· ·+ θpUp being the crucial terms. Here

U = Mθ̂ ∼ Np(Mθ ,M),

with M = �−1. Hence we know there is indeed an optimal confidence distribution for
a = θ1, and that it takes the form C(a) = Pa{U1 ≥ u1,obs |U(2) = u(2),obs}, where U(2) =
(U2, . . . ,Up)

t.
Write

M =
(

M11 M12

M21 M22

)
and U = Mθ̂ =

(
M11θ̂1 + M12θ̂(2)

M21θ̂1 + M22θ̂(2)

)
,

and consider W = U1 − M12M
−1
22 U(2). Then W and U(2) are uncorrelated and hence

independent, and

θ1U1 + θ t
(2)U(2) = θ1W + θ1M12M

−1
22 U(2)+ θ t

(2)U(2).

Hence the optimal confidence distribution for θ1 may also be expressed as

C∗
1 (θ1)= Pθ1{W ≥ wobs |U(2) = u(2),obs} = Pθ1{W ≥ wobs}.

Finally,
W = M11θ̂1 + M12θ̂(2)− M12M

−1
22 (M21θ̂1 + M22θ̂(2))= Kθ̂1,
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with K = M11 − M12M
−1
22 M21 = 1/σ 2

1 a positive constant, so

C∗
1 (θ1)= Pθ1{θ̂1 ≥ θ̂1,obs} =�((θ1 − θ̂1)/σ1).

We have proven that ‘extra correlated information’ does not improve on the direct one
parameter at a time constructions, and that these are power optimal confidence distributions.
In the model of the theorem, θ̂1 is sufficient for θ1. Fisher would thus have advised us
to base the confidence distribution on θ̂1. Theorem 5.11 does actually supplement the
Rao–Blackwell result of Theorem 5.6. �

In the multiple linear regression model with yi ∼ N(xt
iβ,σ 2), for example, the estimated

regression coefficients take the form β̂ = (X t X)−1 Xy, and these are jointly normal
Np(β,σ 2�−1

n /n), in the notation of Section 3.5. The optimality of each single Cj(βj) =
�((βj − β̂j)/(kjσ)) follows from Theorem 5.11, in the case where σ is known, with
implications also for the proper C∗

j (βj)= Fν((βj−β̂j)/(kjσ̂ )) in the case of σ being estimated
from data in the usual fashion, with Fν the distribution function of the tν with the appropriate
degrees of freedom.

The importance of Theorem 5.12 lies also in the fact that for most regular models, the
estimators used are approximately normal with a well estimated variance matrix provided
the sample size is moderate or large compared to the number of parameters used, as per the
general theory of Chapter 2. In other words, the situation described in the theorem is an
approximation to the real situation. For large n, at least, the traditional confidence intervals
along the lines of ψ̂ ± zα ŝd(ψ̂), span a confidence distribution that is approximately correct
and optimal.

We also note that there are situations in which a confidence distribution for a parameter
actually may be improved on by including information from a related parameter. An example
is that of the usual t-construction for the mean parameterμ of a normal sample, based on μ̂∼
N(μ,σ 2/n)with σ̂ 2 ∼ σ 2χ2

df/df, where df = n−1. This leads to C∗(μ)= Fdf(
√

n(μ−μ̂)/σ̂ ),
in terms of the distribution function for the tdf. But if there is another sample available,
for a different mean but with the same variance, then the two estimators of σ may be
combined, leading to say σ̃ 2 ∼χ2

df′/df′ with a larger df′, and hence to the somewhat improved
Fdf′(

√
n(μ− μ̂)/σ̃ ).

5.7 Notes on the literature

Invariance is well explained and used in Lehmann (1959), Lehmann and Casella (1998)
and Lehmann and Romano (2005). The focus in these books is on statistical decisions
such as point estimation, hypotheses testing or confidence intervals. Fraser (1961a,b, 1968)
develops fiducial theory by way of invariance. Under appropriate conditions this leads
to multivariate fiducial distributions, along with marginalisation for subsets of parameter
vectors.

Sufficiency goes at least back to Fisher (1922); in fact the quarrel between Sir Ronald and
Sir Arthur related to the right way of estimating uncertainty in the normal model (Fisher,
1920), touched on in Example 5.2, may have been instrumental for Fisher’s path towards
sufficiency; see Stigler (1973) and Aldrich (1997). Sufficiency has been a central concept in
statistics since Fisher’s seminal work, also in modern settings with bigger data structures and
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so on, as it is broadly related to data summaries, reduction of complexity dimension, and
so forth. Early work recognising the importance of sufficiency in models with log-linear
structure includes Darmois (1935), Koopman (1936) and Pitman (1936); cf. Chapter 8.
There are several notions of approximate sufficiency; see Le Cam (1964) for one version
related to the theory of comparisons of experiments. Thus a sparse set of empirical quantiles
may be approximately sufficient for the full data set; see Reiss (1989). Bigger and more
complex data sets call for extensions of such notions of approximate sufficiency; cf. Joyce
and Marjoram (2008) and Marin et al. (2012) for approximate Bayesian computation
ideas.

The Rao–Blackwell theorem was introduced by Rao (1945) and Blackwell (1947), with
various later amendments. This classical theorem is all about convexity, but perhaps convex
loss functions are not equally appropriate for confidence distributions. We are not aware
of any other Rao–Blackwell result for confidence distributions than the one in Section 5.4.
The Neyman–Pearson result had a big impact on mathematical statistics when introduced
by Neyman and Pearson (1933), followed by other papers by the same authors. The theory
is developed extensively in Lehmann’s books (op. cit.). For a discussion of historical details
and the emergence of these optimality concepts for testing, see Pearson (1966) and Reid
(1982). The Neyman–Pearson theorem for confidence distributions appears in Schweder and
Hjort (2002) as a stochastic optimality result, related also to a result of Schweder (1988).
The version given in this chapter is stronger.

Optimality results in this chapter rely partly on the use and formalisation of loss and
risk functions, which have their own long lines of tradition in statistics methodology and in
certain applied fields, including econometrics. These lines of methodology are more often
associated with point estimators and tests than with confidence intervals and full confidence
distributions, however, though see, for example, Joshi (1967). Often the importance of
these loss and risk calculations does not lie in the precise losses and risks per se but
with the repertoire of methods they lead to, along with better understanding of conditions
under which given methods work well or not so well. The ordering of methods according
to performance is actually more important than the performance itself as measured by
loss and risk. Important milestones regarding risk function analysis and so on include the
Stein work on inadmissibility of maximum likelihood estimators in certain multiparameter
problems, leading to theories of shrinkage and connections with empirical Bayes (Efron and
Morris, 1973). There ought to be connections to ways of setting up confidence distributions
for multiple parameters, or for one parameter out of many, as for directions of so-called
objective Bayesian methods.

Exercises

5.1 A family of confidence distributions for the normal σ : Suppose Y1,Y2, . . . is a sequence of
independent observations from N(0,σ 2), with unknown standard deviation parameter σ . This
exercise concerns different estimators and confidence distributions for σ ; see Example 5.2.

(a) With N a standard normal, show that

g(k)= E |N |k = 2k/2�( 1
2 (k + 1))/

√
π ,

and verify in particular that g(1)= √
2/π , g(2)= 1.
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(b) Writing Vn(k)= n−1
∑n

i=1 |Yi|k, show that

√
n{Vn(k)−σ kg(k)} →d σ

kWk, where Wk ∼ N(0,g(2k)− g(k)2).

(c) Using the delta method, cf. Section 2.4, show that

√
n{Vn(k)

1/k −σg(k)1/k} →d σ (1/k)g(k)
1/kWk,

and that the estimator σ ∗(k)= Vn(k)1/k/g(k)1/k has the asymptotic behaviour

√
n{σ ∗(k)−σ } →d N(0,σ 2τ(k)2),

with τ(k)2 = (1/k)2{g(2k)/g(k)2 − 1}. Display τ(k) in a graph, and show indeed that the best
estimator of σ inside this power class corresponds to k = 2.

(d) Show that Vn(k)/σ k is a pivot, and examine the associated confidence distribution.

(e) Show that the limiting correlation between Un and Vn of Example 5.2 is 1/
√

2 −π = 0.9359.

(f) With Fn−1,n−1 denoting a variable with a Fisher distribution with degrees of freedom
(n − 1,n − 1), show that

√
n(F1/2

n−1,n−1 − 1)→d N(0,1) as n increases. Compute and compare
confidence risk functions for the methods of Example 5.2 associated with Vn and Un, as in
Definition 5.3, using quadratic penalty function �(z)= z2.

(g) Sir Ronald did not agree with Sir Arthur regarding the best strategy for estimating a
standard deviation parameter; cf. Eddington (1914), Fisher (1920, 1922) and the comments
of Example 5.2. In fact this disagreement led Fisher to develop the concept of sufficiency.
Try nevertheless to come to Eddington’s rescue – when may using (π/2)1/2Un be preferable to
using Vn?

5.2 Exponential sufficiency: Let Y1, . . . ,Yn be a sample from the exponential distribution with rate
θ . Identify the sufficient statistic S and the mean parameter. Let T = Y1. Calculate the third
statistic E(T |S). Find confidence distributions for all the three statistics. Will the confidence
distribution for θ based on S have the smallest expected confidence loss for a convex �?

5.3 Scale parameter: Let S be sufficient and T some other statistics both with scale pivots σ/S =
G−1(U ) and σ/T = F−1(U ). Show by direct argument that the C(σ ,S) is uniformly better in
the mean than the confidence distribution based on T .

5.4 Endpoint of uniforms: Here are some details pertaining to calculations in Example 5.1. For
X1, . . . , Xn i.i.d. from the uniform distribution over the unit interval, consider the largest Vn =
X(n) and second largest observation Un = X(n−1).

(a) Show that Vn and Un have densities respectively hn(x)= nxn−1 and gn(x)= n(n−1)xn−2(1−
x) over [0,1].
(b) Show that as sample size n grows, n(1 − Vn)→d E ∼ Expo(1), and that n(1 −Un)→d G ∼
Gamma(2,1).

(c) Use these results to prove that if Vn and V′
n are two independent copies drawn from the

distribution hn, then n(Vn/V′
n − 1) →d E1 − E2, where E1 and E2 are independent standard

exponentials, and that E {n(Vn/V′
n − 1)}2 → 2.

(d) Show similarly that if Un and U ′
n ae independent copies from the distribution gn, then

n(Un/U ′
n − 1)→d G1 − G2, with these two being independent and gamma distributed with

parameters (2,1). Deduce also that E{n(Un/U ′
n − 1)}2 → 4.

(e) We now go back to the two confidence distributions constructed in Example 5.1, based
on respectively the largest Y(n) and second largest observation Y(n−1) from data points Y1, . . . ,Yn
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from the uniform [0,θ ]. With quadratic penalty �(z)= z2, show that the risk function associated
with Y(n−1) is asymptotically twice as big as the risk function associated with Y(n). Generalise
these findings.

(f) Show that the confidence distribution associated with the ith order statistic Y(i) takes the
form Ci(θ)= 1 − Be(y(i)/θ , i,n − i + 1). Simulate a sample from the uniform distribution over
[0,3.333] and display some of or all of these confidence distributions.

5.5 Invariance under monotone transformations: Confidence distributions are invariant to
monotonic transformations. Is C(ḡ(θ), X) a confidence distribution for ψ = ḡ(θ) also for
nonmonotonic functions?

5.6 Median difference: Consider the two independent samples X1, . . . , Xn and Y1, . . . ,Ym. Let μ1

and μ2 be the medians for the distributions of an X and a Y , respectively The parameter of
interest is ψ = μ1 −μ2. Show that the ranks of the X are invariant when testing ψ = 0. Find a
confidence distribution from invariant tests. Simulate data from the t-distribution with df = 1.
Try various tests based on the maximal invariant, for example, by using normal scores and the
sum of X -ranks.

5.7 Normal sufficiency: Assume as in Remark 5.4 that observations Yi are i.i.d. and N(ψ ,1).

(a) Show that the sample average Ȳ is minimally sufficient.

(b) Show that C∗(ψ , Ȳ )=�(√n(ψ− Ȳ )) is a bona fide confidence distribution. Show similarly
that C(ψ ,Yi) = �(ψ − Yi), where Yi is any of the single observations, is a confidence
distribution.

(c) Show that Yi | ȳobs is a N(ȳobs,1 − 1/n), and that

C̄(ψ , ȳobs)= E {C(ψ ,Yi) | ȳobs}
takes the form given in Remark 5.4. Explain why this is not a confidence distribution. Find the
mean and variance for the variable C̄(ψ , Ȳ ).

(d) Show finally that the confidence distribution constructed from using C̄(ψ , Ȳ ) as a pivot
leads to C∗(ψ , Ȳ ) above.

5.8 Confidence risk for variance component: Consider the simple variance component model with
independent observations Yi ∼ N(0,σ 2 + τ 2) for i = 1, . . . ,p, with σ known and τ the unknown
parameter for which inference is sought; cf. Example 4.1. The natural confidence distribution,
developed there, is C(τ )= 1 −�p(Z/(σ 2 + τ 2)), where Z = ∑p

i=1 Y 2
i .

(a) Show that a variable τCD drawn from the confidence distribution may be represented as
τCD = (zobs/K′ − σ 2)

1/2
+ , where x+ = max(x,0), and where K′ ∼ χ2

p . In particular, τCD = 0 if
zobs/K′ ≤ σ 2. Show for a given dataset that this happens with probability 1 −�p(zobs/σ

2).

(b) Show that τCD with its unconditional distribution may be represented as

τCD = {(σ 2 + τ 2)F −σ 2}1/2
+ ,

where F ∼ Fp,p is drawn from a Fisher distribution with degrees of freedom (p,p).

(c) Use this to show that the risk function for the confidence distribution may be expressed as

R(τ ,C)= E�
(
σ [{(1 +ρ2)F − 1}1/2

+ −ρ]),
where ρ = τ/σ . Compute and display this risk function when �(u)= |u|, for p = 4 and σ = 1,
as in Example 4.1.
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Table 5.1. Ten pairs (xi,yi) of exponential data. Do the yi

reflect systematically higher rates? See Exercise 5.10.

x y x y

2.864 0.156 1.354 0.314
0.039 2.031 0.851 1.120
1.438 0.377 0.629 0.032
2.065 0.111 0.546 1.679
1.615 2.206 0.037 0.551

(d) An alternative confidence distribution here may be based on the sample range R = maxyi −
minyi. Show that the resulting confidence distribution is

Cr(τ )= 1 − Hp(Robs/(σ
2 + τ 2)1/2).

Find a formula for a random draw τCD drawn fom this distribution.

(e) Show that the confidence risk function for this method may be written

R(τ ,Cr)= E�
(
σ [{(1 +ρ2)W − 1}1/2

+ −ρ]),
where W = R1/R2 is the ratio of two independent normal range variables of size p, that is, of
max Ni −min Ni and max N ′

i −min N ′
i , where the Ni and N ′

i are independent standard normals.
Compute and display also this risk function, for p = 4 and σ = 1, in the same diagram as with
the preceding risk function.

(f) Similarly investigate the confidence distribution based on
∑p

i=1 |yi|, including its confidence
risk as a function of ρ = τ/σ .

5.9 Rao–Blackwell: The following is intended as an open-ended exercise, with several themes to
pursue. Our Theorem 5.6 is somewhat limited in its present form. It would be more satisfactory
if we could join forces with the more traditional Rao–Blackwell line of argument, which would
then need a version of convexity for the confidence distribution loss function lo(θ ,C), in
the decision space argument C for each θ . The infinite dimension of C is not necessarily
troublesome, but such a line of reasoning is troubled by the fact that if C1 and C2 are confidence
distributions, then say 1

2 C1 + 1
2 C2 is not necessarily a confidence distribution. The key step to

aim for would be the following. Start with a general C(ψ ,Y ), and form from it the post-adjusted
C∗(ψ ,S), which flows from the first by forming the pivot C̄(ψ ,S)= E{C(ψ ,Y ) |S}. Then we
need conditions to secure

E
{∫
�(ψ −ψ0)dC(ψ ,Y ) |S

}
≥

∫
�(ψ −ψ0)dC∗(ψ ,S).

Such an inequality would make the intended Rao–Blackwell argument work, but it seems hard
to establish generally.

Another idea of a proof is to point to general Wald type theory, which says that all admissible
solutions must be Bayes or limits of Bayes solutions, and these are all based on the likelihood
functions and hence sufficiency based.

5.10 Paired exponentials: Table 5.1 gives values of ten simulated pairs (xi,yi) from the model where
X i ∼ Expo(θi) and Yi ∼ Expo(θi + γ ) for i = 1, . . . ,n = 10.

(a) Write up the full likelihood function for the data, and estimate the eleven parameters.
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(b) Show that the density of Yi given Z i = X i + Yi = zi,obs takes the form

f(yi |zi,obs)= γ exp(−γ yi)

1 − exp(−γ zi,obs)
for 0 ≤ yi ≤ zi,obs.

Also devise a strategy for sampling Yi from each of these ten conditional distributions.

(c) Show that the power optimal confidence distribution function for γ takes the form

C(γ )= Pγ
{ n∑

i=1

Yi ≤
n∑

i=1

yi,obs |z1,obs, . . . ,zn,obs

}
.

Compute and display this distribution via simulation.
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The fiducial argument

To obtain a distribution representing the inferred uncertain knowledge about the
parameter directly from the data without access to any prior distribution was the glorious
goal that Fisher succeeded in reaching with his fiducial distribution for a scalar parameter,
but for vector parameters he got into trouble. He regarded the fiducial distribution
as an ordinary probability distribution subject to the usual Kolmogorovian laws for
sigma-additive probability measures. Fisher did not develop any mathematical theory
of fiducial probability, but chose to illustrate his thoughts by examples. It was soon
found that even in Fisher’s examples with more than one parameter, there were no
unique fiducial distributions, and inconsistencies and paradoxes were identified. After
re-visiting Fisher’s ideas over 1930–1935, which underlie our confidence distributions,
we summarise and discuss the big debate over the fiducial argument, which died out only
after Fisher’s death in 1962, leaving the statistical community to regard it as badly flawed
and Fisher’s biggest blunder. The chapter ends with three attempts at saving the fiducial
argument. Despite the potential problems with multivariate fiducial distributions, their
marginals are often exact or approximate confidence distributions.

6.1 The initial argument

Fisher introduced the fiducial argument in 1930. In the introduction to Fisher (1930) he
indicates that he had solved a very important problem that had escaped “the most eminent
men of their time” since Bayes introduced his theorem and the method of inverse probability
was established by Laplace. Later he stated that he really had a solution to “more than
150 years of disputation between the pros and cons of inverse probability [that] had left
the subject only more befogged by doubt and frustration” (Fisher discussing Neyman in
Neyman [1934, p. 617]). This was a view he held throughout his life.

Fisher saw the fiducial probability as a probability measure over the parameter inherited
from the probability model of the sampling experiment and the observed data. His early
interpretation of fiducial probability was very similar to Neyman’s coverage probability for
intervals. Later he thought of fiducial distributions as a representation of the information
in the data as seen on the background of the statistical model. It would then serve as
an epistemic probability distribution for rational people. This is close to the Bayesian
understanding of a posterior distribution, at least for people agreeing on the prior
distribution. Fisher’s fiducial probability was, however, obtained by direct inference,
without any use of a prior distribution.

185


