
UNIVERSITY OF OSLO
Faculty of Mathematics and Natural Sciences

Examination in: STK4900 — Statistical methods and applications.

Day of examination: Friday May 29th - Monday June 8th 2020.

Examination hours: Deadline – June 8th, 2:30PM

This problem set consists of 11 pages.

Appendices: None

Permitted aids: All printed, hand-written and internet based resources.
Computer with R.

Please make sure that your copy of the problem set is
complete before you attempt to answer anything.

Problem 1

a) With Yi, i = 1, . . . , 12 the CH2O responses with UFFI absent and
Yi, i = 13, . . . , 24 the CH2O responses with UFFI present we assume for
the t-test that Yi ∼ N(µ0, σ

2) for i = 1, . . . , 12 and Yi ∼ N(µ1, σ
2) for

i = 13, . . . , 24 and all independent. We want to test the null hypothesis
H0 : µ0 = µ1 against the alternative hypothesis H0 : µ0 6= µ1 using the
test-statistic

t =
Ȳ0 − Ȳ1

se(Ȳ0 − Ȳ1)
where Ȳj is the average responses with UFFI absent (j = 0) and present
(j = 1) and where se(Ȳ0 − Ȳ1) is the standard error of Ȳ0 − Ȳ1 here
given from se(Ȳ0 − Ȳ1)

2 = s2p(1/12 + 1/12), s2p = (
∑12

i=1(Yi − Ȳ0)
2 +∑24

i=13(Yi − Ȳ1)2)/22.

When the null hypothesis is true, we have that t is t-distributed with
df=24-2=22 degrees of freedom and we reject the null if observed |t| is
sufficiently large by considering the P-value P(T > |t|) where T ∼ t22.
The R-output shows that t = −2.25 which lead to the P-value of
0.035 which is less than the standard criterion for rejection of the null
hypothesis of 0.05, thus the null is rejected.

> t.test(CH2O~UFFI,data=uffi, var.equal=T)

Two Sample t-test

data: CH2O by UFFI

(Continued on page 2.)
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t = -2.2525, df = 22, p-value = 0.0346

alternative hypothesis: true difference in means is not equal to 0

95 percent confidence interval:

-17.4285752 -0.7197581

sample estimates:

mean in group 0 mean in group 1

46.12167 55.19583

The simple linear regression model is given as Yi = β0 +β1xi+εi where
εi ∼ N(0, σ2) and independent and the indicator of UFFI xi = 0 for
i = 1, . . . , 12 and xi = 1 for i = 13, . . . , 24. Below is R-output from this
linear regression (edited)

> summary(lm(CH2O~UFFI,data=uffi))

Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) 46.122 2.849 16.191 1.05e-13 ***

UFFI 9.074 4.028 2.253 0.0346 *

---

Residual standard error: 9.868 on 22 degrees of freedom

Multiple R-squared: 0.1874,Adjusted R-squared: 0.1505

F-statistic: 5.074 on 1 and 22 DF, p-value: 0.0346

The simple linear regression model with a binary covariate is equivalent
to the t-test and we see that the (absolute value of the) t-statistic is
again 2.25 with a p-value 0.035. The linear regression also tells us that
the average CH2O was 9.07 higher with UFFI than without (which
could also easily be calculated from the averages Ȳj given as output
from the t-test.)

b) > plot(uffi$AIR,uffi$CH2O,xlab="AIR",ylab="CH2O")

> cor(uffi$AIR,uffi$CH2O)

[1] 0.7650847

>

> summary(lm(CH2O~AIR,data=uffi))

Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) 36.1533 2.9741 12.156 3.10e-11 ***

AIR 2.8303 0.5079 5.573 1.33e-05 ***

---

Residual standard error: 7.049 on 22 degrees of freedom

Multiple R-squared: 0.5854,Adjusted R-squared: 0.5665

F-statistic: 31.06 on 1 and 22 DF, p-value: 1.332e-05

(Continued on page 3.)
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Both the plot and correlation of 0.77 indicate a clear and increasing
relationship between AIR and CH2O. This impression is confirmed
by the linear regression where the regression parameter for AIR is
estimated to 2.83 with a standard error of 0.51, giving a t-value
2.83/0.51=5.57 and p-value < 0.001, so the association is strongly
significant. The slope estimate of 2.83 indicates this increase in CH2O
per unit increase in AIR.

In general R-square measures the predictive power of linear regression
which with a value here of 0.57 is fairly high. Specificially it can be
given as

R2 = 1−
∑n

i=1(Yi − Ŷi)2∑n
i=1(Yi − Ȳ )2

where Ŷi is the predicted value of Yi and Ȳ the mean of the observations.

For a simple linear regression Yi = β0 + β2x2i + εi it also holds that
R2 equals the square of the Pearson correlation coefficient, which is
confirmed here, 0.7652 = 0.566 = R2.

c) This multiple linear regression model can be written Yi = β0 +
β1x1i + β2x2i + εi where xi1 is the indicator for UFFI, x2i the AIR-
measurements, βj the regression parameters and εi ∼ N(0, σ2) and
independent, i = 1, . . . , n.

Running the regression as under we see that β̂0 = 31.4 which is the
estimate for the expected value of an Yi with xi1 = xi2 = 0 , β̂1 = 9.31
the estimated increase when UFFI is changed from 0 to 1 and β̂2 = 2.85
is the estimated change when AIR is increased on unit. These estimates

(Continued on page 4.)
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are quite similar to the simple linear regression which indicates that
UFFI and AIR are close to uncorrelated (their correlation is -0.015).

The estimate of the standard deviation σ has, however, decreased
considerably from question a) with a value 9.87 to question c) with
5.22. Correspondingly the standard error for β̂1 has also decreased
which in turn leads to larger t-values and smaller p-values. A related,
but less pronounced, change is observed for the variable AIR going from
question b) to question c).

One may also observe that R2 has increased to 0.78 from 0.19 in a) and
0.59 in b). One can note approximately the final R2 is the sum of the
two R2 in a) and b). This property would hold without approximation
if AIR and UFFI had correlation exactly equal to zero.

> summary(lm(CH2O~UFFI+AIR,data=uffi))

Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) 31.3734 2.4607 12.750 2.36e-11 ***

UFFI 9.3120 2.1325 4.367 0.00027 ***

AIR 2.8545 0.3764 7.584 1.92e-07 ***

---

Residual standard error: 5.223 on 21 degrees of freedom

Multiple R-squared: 0.7827,Adjusted R-squared: 0.762

F-statistic: 37.82 on 2 and 21 DF, p-value: 1.095e-07

Problem 2

a) Number of doctoral visits is a count outcome and the Poisson
distribution is often well suited to handle such data. In particular
if the visits occur according to a Poisson process the total number of
visits in a three month period will be Poisson distributed. The Poisson
process is defined by (a) Events (visits) occur with a constant rate
λ (b) The number of events in disjoint intervals are independent and
(c) There can only be one event at each time point. Of course these
requirements need not all hold, but starting out the analysis with an
Poisson assumption is a sensible approach.

If two individuals have rates λ1 and λ2 the rate ratio is given by
RR = λ1/λ2. A Poisson regression model with (one) covariate xi
is given by λi = exp(β0 + β1xi) and then the rate ratio between
individuals with x1 = 1 (after reform) and x2 = 0 (before reform)
becomes RR = λ1/λ2 = exp(β0 + β1x1)/ exp(β0 + β1x2) = exp(β1).

(Continued on page 5.)
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> Ma=glm(numvisit~reform,family=poisson,data=drv)

> summary(Ma)

Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 1.04060 0.01792 58.069 < 2e-16 ***

reform -0.18484 0.02642 -6.995 2.65e-12 ***

---

(Dispersion parameter for poisson family taken to be 1)

Null deviance: 8848.8 on 2226 degrees of freedom

Residual deviance: 8799.7 on 2225 degrees of freedom

AIC: 13269

Thus β̂1 = −0.185 and the rate ratio is estimated as exp(β̂1) = 0.831,
so the rate of doctoral visist decreased by about 17% after the reform,

Also since the standard error of β̂1 equals se1 = 0.0264 we get a 95%
confidence interval for RR by exp(β̂1 ± 1.96 ∗ se1) = (0.789, 0.875).

b) A Poisson regression model for number of visits with all covariates
included is fitted with the following R-command:

> Mb=glm(numvisit~reform+age+educ+married+badh+loginc,

family=poisson,data=drv)

> summary(Mb)

Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -0.413667 0.269088 -1.537 0.124221

reform -0.140154 0.026550 -5.279 1.30e-07 ***

age 0.004367 0.001303 3.352 0.000801 ***

educ -0.010717 0.006005 -1.785 0.074302 .

married 0.041353 0.027840 1.485 0.137450

badh 1.133173 0.030301 37.397 < 2e-16 ***

loginc 0.149229 0.036047 4.140 3.48e-05 ***

---

(Dispersion parameter for poisson family taken to be 1)

Null deviance: 8848.8 on 2226 degrees of freedom

Residual deviance: 7419.9 on 2220 degrees of freedom

We see that age has a significant association with a Wald P-
value < 0.001 and a hazard ratio for one year difference in age of
exp(0.004367) ≈ 1.0044 and for a 10 year difference of exp(10 ∗
0.004367) ≈ 1.045, thus over a 10 year period the tendency to visiting

(Continued on page 6.)
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the doctor increases with 4.5%. Similarly we estimate that the rate
ratio of visits with one year difference in education is exp(−0.10717) =
0.989, thus the tendency to visits decreases by about one percent per
year education. However, education is not significant with a Wald
P-value of 0.074. Neither marriage affects the rate of doctoral visits
significantly, with a p-value of 14% and a rate ratio of exp(0.041353) ≈
1.042. Bad health on the other hand strongly and significantly (Wald
P<0.001) affects the rate of visits with rates being more than 3 times as
often (RR=3.11) compared with those that do not have bad health. For
loginc the rate ratio is 1.16 and also clearly significant (P<0.001). It
should be notes that these interpretations assumes that other covariates
are kept constant when changing one with one unit.

We furthermore see that the rate ratio has decreased from 0.83 to
exp(−0.14) ≈ 0.87, so not to a large extent. This indicates that there
is little correlation between the reform and the other covariates (or over
the years the study was conducted).

The table with the summary of model for this question contains the
Wald-statistic z = β̂1/sej, that is the regression estimates divided by
their standard errors. If the true βj = 0 it then holds approximately
that z can be considered as drawn from a standard normal distribution.
With two-sided alternatives βj 6= 0 the P-values expresses the
probability of a more extreme outcome, that is 2P(Z > |z|) when Z is
standard normally distributed.

We may also use a Likelihood ratio test or in the setting poisson-
regression (and other generalized linear models) equivalently a deviance
test. For this test one also fit the models assuming that βj = 0 but other
regression parameters arbitrary and notes how much the maximum log-
likelihood (or log of the probability of the all outcomes with Poisson-
data) changes. In the glm routine in R this is reported through the
deviances defined as twice the difference between the log-likelihood in
a saturated model and in the current models. Generally one compares
nested models by differences in deviances between the null and full
models as these are approximately χ2-distributed when the smaller
(null) models are true with degrees of freedom given as difference of
number of parameters in the models.

In particular for this exercise we will just carry out the LRT/deviance
test when omitting one the two covariates reform and badh. The model
with all variables has a residual deviance of 7420 whereas the one
excluding badh has residual deviance of 8618, a difference G=8618-
7420=1198 and the deviance P-value is then given P(χ2

1 > 1198) <
0.0001) where χ2

1 is chi-square distributed with one degree of freedom.
Similarly the model excluding reform, but keeping bad health, has
a residual deviance 7448 giving a deviance test statistic G=7448-

(Continued on page 7.)
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7420=28. Correspondingly the P-vaiue becomes P(χ2
1 > 28) = 1.210−7,

thus also comparable to the Wald-test.

> Mb2=glm(numvisit~age+educ+married+badh+loginc,family=poisson,data=drv)

> Mb3=glm(numvisit~reform+age+educ+married+loginc,family=poisson,data=drv)

> Mb$deviance;Mb2$deviance;Mb3$deviance

[1] 7419.917

[1] 7447.862

[1] 8617.525

> pchisq(Mb2$deviance-Mb$deviance,1,lower.tail=F)

[1] 1.247902e-07

> pchisq(Mb3$deviance-Mb$deviance,1,lower.tail=F)

[1] 2.019329e-262

c) There are non-linearities present in the data. A model that captures
most this non-linearity will in addition to the main effect include both
square and log-transforms of both age and loginc, but need only the
main effect and a square term for educ. A plot depicting the functional
form obtain is included below together with the results from fitting a
generalized additive model (GAM) where the model with log and square
terms are in the upper panels whereas the GAM-fits are in the bottom.
We see that there is rather little effect of age up until women get into
their 50’s, but that both education and logincome has a maximum
around the middle of the distribution of these covariates. (It was not
asked for the GAM-modelling, but this is often a useful approach to
identifying non-linearity and is included here for comparison).
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Here other solutions will be satisfactory and if one only want to include
one of the square or the log-term one may end up with excluding both

(Continued on page 8.)
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of these for age (but then not discovering the increase in rates towards
higher ages), but including the square term for education and the log-
term for logincome.

d) For a Poisson-response Y with mean E[Y ] = µ one will have that
also the variance var(Y ) = µ. It is not uncommon in count data
to observe that var(Y ) > µ and such a phenomenon is called over-
dispersion relative to Poisson variation. Reasons for over-dispersion can
be that assumptions of the Poisson process do not hold, for instance
the independence between counts in disjoint intervals, or that not all
relevant covariates have been included or modelled sufficently well.

One way of addressing over-dispersion is by assuming that var(Y ) = φµ
for some parameter φ (also allowing for under-disperion). This model
can fitted similarly to the Poisson-regression using an approach called
quasi-likelihood. One will then obtain the same regression parameters
β̂j as in the corresponding Poisson-regression, but the standard errors

are modified by s̃ej = sej

√
φ̂ where φ̂ = 1

n−p
∑n

i=1
(Yi−µ̂i)2

µ̂i
and µ̂i is

the estimate for µi from the Poisson-regression and p the number of
regression parameters in the model.

In R this is accomplished by using the family=quasi option as
described below.

> Md=glm(numvisit~reform+age+educ+married+badh+loginc,

family=quasi(link=log,var="mu"),data=drv)

> summary(Md)

Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) -0.413667 0.562149 -0.736 0.4619

reform -0.140154 0.055465 -2.527 0.0116 *

age 0.004367 0.002722 1.605 0.1087

educ -0.010717 0.012545 -0.854 0.3930

married 0.041353 0.058161 0.711 0.4772

badh 1.133173 0.063302 17.901 <2e-16 ***

loginc 0.149229 0.075306 1.982 0.0476 *

---

(Dispersion parameter for quasi family taken to be 4.364359)

Null deviance: 8848.8 on 2226 degrees of freedom

Residual deviance: 7419.9 on 2220 degrees of freedom

AIC: NA

We see that the over-disperion term is estimated as φ̂ = 4.36,
meaning that the standard errors are more than doubled. This has

(Continued on page 9.)
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the consequnce that z-values becomes smaller and p-values larger. In
particular age and education are no longer significant, but there is still
a significant association with health reform, although the p-value has
increased to about 1%.

Problem 3

a) The proportion with wheezing among children with smoking mothers
is p̂1 = 131/(617 + 131) = 0.175 and among children with non-smoking
mothers is p̂0 = 195/(1205 + 195) = 0.139.

With theoretical probabilities of wheezing p0 and p1 among non-
smoking and smoking mother we test if H0 : p0 = p1 using a test
statistic z = (p̂1 − p̂0)/

√
(1/n0 + 1/n1)p̂(1− p̂) where n0 = 1400 and

n1 = 748 are the number of children without and with smoking mothers
and p̂ = 326/(1822 + 326) = 0.152 the overall proportion of children
with wheeze. Inserting these number we obtain z = 2.206 and since z
can be assumed to be drawn from a standard normal distribution if the
null hypothesis holds we get a p-value for the alternative hypothesis of
non-equality of 2P(Z > 2.206) = 0.027 if Z ∼ N(0, 1) and we reject the
null since the p-value is less than 5%.

The observed relative risk becomes p̂1/p̂0 = 0.175/0.139 = 1.257 and
the observed odds-ratio is (p̂1/(1−p̂1)/(/p̂0/(1−p̂0) = 1.312. In general
odds-ratios deviate more from one than the relative risks, but they are
approximately equal if both p̂j are small.

b) A logistic regression model with one covariate is given as p(x) =
exp(β0+β1x)/(1+exp(β0+β1x)). Then 1−p(x) = 1/(1+exp(β0+β1x))
and the odds defined as Odds(x) = p(x)/(1−p(x) = exp(β0+β1x). This
gives the theoretical odds-ratio Odds(1)/Odds(0) = exp(β1). Inserting
the estimate from the logistic regression below β̂1 = 0.27156 we get the
estimated odds-ratio exp(β̂1) = 1.312 as in question a).

From the output of the logistic regression we obtain that the standard
error of β̂1 is 0.1233 giving a test-statistic of 2.202 and a p-value of
0.028 for the test of β1 = 0 which is equivalent to p(0) = p(1). These
p- and z-values corresponds well (but are not identical) to those found
in question a).

We also observed from the logistic regression with both smoking and
age as covariates that both the regression estimate β̂1 and its standard
error is virtually unchanged from the univariate logistic regression.

> summary(glm(wheeze~smoking,family=binomial,data=wheezing))

(Continued on page 10.)
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Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -1.82124 0.07719 -23.595 <2e-16 ***

smoking 0.27156 0.12334 2.202 0.0277 *

> summary(glm(wheeze~smoking+age,family=binomial,data=wheezing))

Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -0.86302 0.46070 -1.873 0.0610 .

smoking 0.27214 0.12347 2.204 0.0275 *

age -0.11341 0.05408 -2.097 0.0360 *

c) Since we have data on the same individual (child) at different time we
may expect that there are dependencies between the outcomes Yij =
wheezing of child i at age j over the different ages. The assumption for
standard logistic regression is that all responses are independent. We
may thus expect that the standard errors for the estimated regression
coefficients are not correctly estimated.

One way to handle this dependency is through a method called
generalized estimating equations (gee) where the dependency is
explicitly taken into account producing realistic standard errors (and
perhaps slightly different regression coefficient estimates). An example
on how this turn out is given below.

In this example we see that the standard error for β̂1 has increased
to about 0.177 (both the naive and robust, indicating that an
”exchangeable” correlation structure is suitable for the data) which
in turns give a z=1.49 and a p-value which is as large as 14% and so
no longer significant.

path="https://www.uio.no/studier/emner/matnat/math/STK4900/data/wheezingb.txt"

wheezingb=read.table(path,header=T)

library(gee)

-----------

> summary(gee(wheeze~smoking+age,family=binomial,id=id,

corstr="exchangeable",data=wheezingb))

GEE: GENERALIZED LINEAR MODELS FOR DEPENDENT DATA

Model:

Link: Logit

Variance to Mean Relation: Binomial

Correlation Structure: Exchangeable

(Continued on page 11.)
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Coefficients:

Estimate Naive S.E. Naive z Robust S.E. Robust z

(Intercept) -0.8599625 0.37740059 -2.278646 0.38050179 -2.260075

smoking 0.2650809 0.17700086 1.497625 0.17774655 1.491342

age -0.1133850 0.04354142 -2.604073 0.04385531 -2.585434

Estimated Scale Parameter: 0.9998615

Number of Iterations: 2

Working Correlation

[,1] [,2] [,3] [,4]

[1,] 1.0000000 0.3541398 0.3541398 0.3541398

[2,] 0.3541398 1.0000000 0.3541398 0.3541398

[3,] 0.3541398 0.3541398 1.0000000 0.3541398

[4,] 0.3541398 0.3541398 0.3541398 1.0000000

END


