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Introduction

Statistical inference until now looked as follows

1. Want to learn about a population parameter (f.e. mean of X)
2. Take a random sample from the population
3. Compute statistic (observed sample mean X̄ )
4. Estimate accuracy via standard error (SE=sd(X )/

√
(n))

5. Made a CI for the population parameter:

observed value± z × SE

where z is z-score associated with a given confidence level
I “We are about . . .% confident that the interval between L and

U covers the population parameter”

2/41



Example – Earnings of NSW Participants

We have a sample of 297 participants in a job training program
called the NSW.

Their average earnings (in 1978 US Dollars) equals 5976 US$, with
a s.d. of 6924

The std.error equals 6924/
√

(297) ≈ 402

This gives a 95% confidence interval of

5976± 1.968× 402 ≈ (5185, 6767)

where 1.968 ≈ qt(.975, 296) (close to the Normal approximation)

Today we want to answer questions like:

I “Is . . . . a reasonable value for the average earnings of NSW
participants, given our data?”
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Introduction – Is this a fair coin?

sspace = c("Head", "Tail")
samplea = sample(sspace, size=n, replace=T, prob=pa)
sampleb = sample(sspace, size=n, replace=T, prob=pb)
table(samplea); table(sampleb);

## samplea
## Head Tail
## 54 46

## sampleb
## Head Tail
## 69 31
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Introduction – Is this a fair die?

samplea = sample(6, size=n, replace=T, prob=pa)
sampleb = sample(6, size=n, replace=T, prob=pb)
table(samplea) / n; table(sampleb) / n

## samplea
## 1 2 3 4 5 6
## 0.19 0.13 0.22 0.17 0.16 0.13

## sampleb
## 1 2 3 4 5 6
## 0.15 0.18 0.10 0.19 0.09 0.29
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Introduction – Are income and education related?

## Sample A:

## <4$ 4-7$ >7$
## Primary School 205 71 36
## High School 77 226 130
## College 26 56 173

## Sample B:

## <4$ 4-7$ >7$
## Primary School 110 137 92
## High School 116 123 112
## College 103 127 80
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Introduction – Should you use the new medicine?

There is a new medicine against headaches

We need to decide if the new medicine is better than the old one.

(What is the gold standard in designing a study for this?)

We observe that 76% of people using the old medicine see
improvement in their symptoms, while 78% of people using the new
medicine see improvement in their symptoms.

Is the new medicine better than the old one?
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Steps in Hypothesis Testing

1. State the hypotheses
I null hypothesis you want to reject and its alternative

2. Gather the evidence
I sample and measure

3. Compare the evidence to the null hypothesis
I choose and compute the test statistic
I derive the sampling distribution of the statistic under the null
I compute the p-value p

4. Decide whether or not to reject the null hypothesis
I set the level of the test α
I reject the null hypothesis if p < α

8/41



Step 1 – State the hypotheses
A hypothesis is typically a statement about the population

I Null: “The population looks like . . . ”
I Alternative: “The population does not look like . . . ”

The hypothesis we seek to reject we set as the null

Usually
observed value - expected value = error

We now ask ourselves: “Is this error due to chance? Or something
else?

I Null: The difference between the sample and the population is
due to chance error

I Alternative: The difference between the sample and the
population is not due to chance error, but to the population
being different
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Step 2 – Gather Evidence

This is done via

I sampling, or
I repeated experimentation.

We will usually assume that we have a random sample from a given
population.

In addition we will need to measure the constructs that are part of
our hypotheses.
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Step 3 – Compare evidence to the null hypothesis

We compute a sample statistic that we can compare to the
hypothesized value of the population parameter in the null:

I small statistics indicate small differences between the null
hypothesis and the data

I large statistics indicate large differences between the null
hypothesis and the data

We need to know the sampling distribution of our statistic under the
null

With this knowledge we can compute the probability of observing a
statistic as large as we do

This probability is called the p-value.
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Step 3 – Compare evidence to the null hypothesis
A large (absolute) value of t is less likely to happen under H0 than
under H1

D
en

si
ty

µ0 µ1

Distribution under H0
A possible 
 alternative
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Step 4 – Decide whether or not to reject the null
hypothesis

We want to reject the null if the test statistic is “too large” to be
consistent with our null hypothesis:

decision =
{
reject H0 if |t| > c
do not reject H0 if |t| ≤ c

H0 is true H0 is false

Not reject H0 Correct Type II error
probability 1− α probability β

Reject H0 Type I error Correct
probability α probability 1− β

We want to set c in such a way that it fixes the Type I error rate at
an acceptably low level α
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Step 3 – Compare evidence to the null hypothesis

To compute Pr(Type I error) = Pr(|t| > c ; H0 is true) we need to
know the distribution of t under H0

Remember that x̄ ∼ N (E [X ],Var(X )/n) and

t = x̄ − E [x ]√
1

n−1
∑

(xi − x̄)2
∼ t(n − 1)

Now if H0 : E [X ] = a and the null is true, then:

t = x̄ − a√
1

n−1
∑

(xi − x̄)2
∼ t(n − 1)
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Step 4 – Decide whether or not to reject the null
hypothesis

Since the sampling distribution of t if H0 is true equals

t ∼ t(n − 1)

we can compute the probability of observing a value of t greater
than c

α ≡ Pr(|t| > c)

is is the probability of rejecting H0 when it is true

By fixing α to a particular value we get the rejection threshold or
“critical value” c
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α ≡ Pr(|t| > c)
D
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ty

− c E(t) c

Area = P(t<−c) =
 pt(−c, dof)

Area = P(t>c) =
 1 − pt(c, dof)
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t-Table – Tail Probability Pr(t > c)

## alpha=25% 10% 5% 2.5% 2% 1%
## dof=1 1.00 3.08 6.31 12.71 31.82 63.66
## dof=2 0.82 1.89 2.92 4.30 6.96 9.92
## dof=3 0.76 1.64 2.35 3.18 4.54 5.84
## dof=4 0.74 1.53 2.13 2.78 3.75 4.60
## dof=5 0.73 1.48 2.02 2.57 3.36 4.03
## dof=6 0.72 1.44 1.94 2.45 3.14 3.71
## dof=7 0.71 1.41 1.89 2.36 3.00 3.50
## dof=8 0.71 1.40 1.86 2.31 2.90 3.36
## dof=9 0.70 1.38 1.83 2.26 2.82 3.25
## dof=10 0.70 1.37 1.81 2.23 2.76 3.17
## dof=20 0.69 1.33 1.72 2.09 2.53 2.85
## dof=50 0.68 1.30 1.68 2.01 2.40 2.68
## dof=100 0.68 1.29 1.66 1.98 2.36 2.63
## dof=LARGE 0.67 1.28 1.64 1.96 2.33 2.58
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CI and hypothesis testing

There is a one-to-one mapping between

1. rejecting H0 if the statistic exceeds a α× 100% critical value

and

2. rejecting H0 if if the hypothesized value of the population
parameter lies outside the (1− α)× 100% CI

then the point estimate is also “significant at the α× 100% level”
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Hypotheses – Do trolls exist?
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Hypotheses – Do trolls exist?
We can hypothesize

I Null: under every 10th bridge a troll is hiding
I Alternative: there is not a troll hiding under every 10th bridge

Let’s cross 10 bridges:

I If we meet a troll, what do we conclude?
I If we don’t meet a troll, what do we conclude?

Absence of evidence 6= evidence of absence.
We cannot prove (nor disprove) the null hypothesis, instead when

I the data appears inconsistent with the null ⇒ reject
I we crossed 10 bridges, and found a troll. . .

I the data appears not inconsistent with the null ⇒ don’t reject
I we crossed 10 bridges, but no troll. . .
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NSW Participants – Step 1. Formulate Hypothesis

Remember the job training program called the NSW

I average earnings = 5976, s.d. = 6924
I std.error = 6924/

√
(297) ≈ 402

Question: Did the training affect the earnings of the participants?

Suppose we know comparable non-trained people earn on average
5090 US$

Then we forumalte our question as the following hypotheses:

H0 : earnings = 5090 vs. H1 : earnings 6= 5090
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NSW Participants – Step 2. Gather evidence

We have a sample of 297 NSW participants and recorded their
earnings
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NSW Participants – Step 3. Compare evidence to the
hypothesis

We computed using our sample:

I average earnings = 5976, s.d. = 6924
I std.error = 6924/

√
(297) ≈ 402

and can compute the following test statistic

t = 5976− 5090
402 ≈ 2.2
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NSW Participants – Step 4. Decide whether or not to
reject the null

Looking at the t-table we see that n = 297 corresponds to large
d.o.f. and

Pr(|t| > 1.64) = 0.10
Pr(|t| > 1.96) = 0.05
Pr(|t| > 2.33) = 0.02

Now t ≈ 2.2, so with the above we see that the probability of
observing a statistic this extreme must lie between 0.02 and 0.05
With R we can compute Pr(|t| > 2.2) directly as follows:

2 * pt(-2.2, 297 - 1)

## [1] 0.028579528

and we can therefore “reject H0 at the 5% level”
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NSW Participants

t.test(earnings, mu=5090)

##
## One Sample t-test
##
## data: earnings
## t = 2.20618, df = 296, p-value = 0.02814
## alternative hypothesis: true mean is not equal to 5090
## 95 percent confidence interval:
## 5185.6852 6767.0189
## sample estimates:
## mean of x
## 5976.3521
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One-sided and Two-Sided Tests

The test we just performed is called “two-sided” because allowed
the training to affect the earnings of the participants both positively
and negatively

If we are sure the treatment cannot have a negative effect and want
to ask

I Did the training increase the earnings of the participants?

and consider the following one-sided hypotheses:

H0 : earnings ≤ 5090 vs. H1 : earnings > 5090

We now reject if t > c and don’t reject otherwise

We now put all the critical mass on one side of the sampling
distribution of our test statistic
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NSW Participants – One-sided Test

t.test(earnings, mu=5090, alternative="greater")

##
## One Sample t-test
##
## data: earnings
## t = 2.20618, df = 296, p-value = 0.01407
## alternative hypothesis: true mean is greater than 5090
## 95 percent confidence interval:
## 5313.4419 Inf
## sample estimates:
## mean of x
## 5976.3521
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How to interpret p−values

Remember that

1. our sample statistic t is a random variable
2. the p−value is the ex-ante probability of observing a t as

extreme as in our data

The p−value is a continuous measure, yet we discretize evidence
around a rather arbitrary cut-off

We usually do not think that H0 is strictly true either

We therefore usually prefer to report CI’s unless we need to make a
binary decision
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How to interpret p−values

Source: https://xkcd.com/1478/
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How to interpret p−values

p−values should be considered as just one piece of evidence among
many, along with

I prior knowledge,
I plausibility of mechanism,
I study design,
I data quality,
I real-world costs and benefits,
I etc.

This means that in light of the “combined” evidence sometimes you
may end up arguing for a real finding when p = 0.10, or for its
non-existence when p = 0.01!
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How to interpret p−values – Practical vs Statitical
significance

Statistically significant estimates may not be of practical significance

This arises typically when we are estimating causal (ceteris paribus)
effects

For example consider an effect of a year of schooling of earnings of
10 NOK with a std.error of 0.00001.

This is highly statistically significant, but the monetary payoff to
that year of schooling is not practically significant (f.e. relative to
the direct and opportunity)
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Multiple comparisons
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Multiple comparisons
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Multiple comparisons
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Multiple comparisons

Source: https://xkcd.com/882/
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Multiple comparisons

When considering many outcomes one out of 1/α will be
mechanically significant at the α× 100% level if the null is true

## significant
## FALSE TRUE
## 0.94723 0.05277

This also makes that analysis decisions compromise inference
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Publication Bias
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Publication Bias

Scientific journals may tend towards publishing results that are
statistically significant.

This would cause an upward bias in the absolute effect sizes of
published results.

Consider the following extreme example:

publish = rep(NA, 1e5)
for(i in 1:1e5) {

x = rnorm(100); estimate = mean(x); se = sd(x) / 10
significant = abs(estimate / se) > 1.96
if (significant) publish[i] = estimate

}
hist(publish)
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Publication Bias
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Conclusion

Hypothesis tests answer yes/no questions about the population

All conclusions refer to the null hypothesis

I we cannot prove (nor disprove) the null hypothesis.
I we can only fail to reject it.

Hypothesis tests decide whether difference between observed and
expected are due to chance

Some evidence is stronger than others, quantified by p−value

p-values do not represent the chance that the null hypothesis is true
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Conclusion

Understand the steps involved in hypothesis testing

I relationship with CI

Perform the steps involved in hypothesis testing

Properly interpret statistical significance

Understand the difference between statistical and practical
significance

Weaknesses of hypothesis testing
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