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1 Introduction

This note is intended as a brief overview of what is necessary to read and understand journal articles with

empirical analyses. It pays very little attention to proving statistical properties of estimators and tests, but

attempts to provide some background for the interpretation of these. The focus is mostly on cross-sectional

techniques.

Sections with more difficult material is marked with a †.

2 The bivariate model

We consider first the case where we have two variables x and y, and for the time being we assume that we

know that x causes y and not vice versa.1 We want to study the relationship between the two variables,

and the simplest approach is the assume that there is a linear relationship. However, there will usually

also be some noise, either from pure error of measurement in y or from other factors we have not included

in the model. Call this noise ε, and assume it has mean zero2 and constant variance σ2. Say we have N

observations indexed by i, then we have

yi = α+ βxi + εi, (1)

where α and β are two numbers we want to estimate from data.

The interpretation of β in this model is that a one unit increase in x leads to a β unit increase in y. The

remainder term εi is assumed to contain factors not explained by x as well as measurement error in y. A

crucial assumption is that x and ε are uncorrelated (c.f. Section 5).

If we have guess α̂ and β̂, our best guess of y if we only know x would be ŷ = α̂+ β̂x. We want this guess

to be as good as possible, so we want the errors |yi − ŷi| to be small. One approach would be to choose α̂

and β̂ to minimize the sum of the standard deviation of the errors, i.e. minimize
∑N
i=1 |yi − ŷi| with regard

to α̂ and β̂. As the absolute value is non-differentiable at zero, this leads to a quite complicated problem,

and for a long time this was considered impossible to do for large data sets. Today, this is fairly easy to

∗Preliminary and incomeplete version. Comments are welcome.
1This assumption is discussed furtehr in Section 5.
2This is an innocent assumption. If the mean was not zero, we could simply move the mean into α.
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do with a computer, and most statistical packages will have a routine to perform this3. However, the most

common approach is instead to solve

min
α̂,β̂

N∑
i=1

(yi − ŷi)2 = min
α̂,β̂

N∑
i=1

(
yi − α̂− β̂i

)2
,

which yields the solutions

α̂ = ȳ − β̂x̄

β̂ =

∑
i (yi − ȳ) (xi − x̄)∑

i (xi − x̄)
2

where ȳ and x̄ are the means of y and x. These are the ordinary least squares (OLS) estimates, and are

calculated by everything from slightly sophisticated pocket calculators to any decent statistical software

package. If an article rapports regression results without any other qualifications, it refers to the OLS

estimates.

Once we have the estimates of α and β, it would also be nice to know something about how precise

these estimates are. To do this, it is commonplace to calculate their variances. In the classical approach,

x is assumed to be non-stochastic (hence with variance 0) and ε to have variance σ2 and no covariance

between individuals (cov (εi, εj) = 0 for i 6= j). From this it is fairly straightforward to calculate expressions

for var (α̂) and var
(
β̂
)

. These are found in most econometrics books, but we don’t need the formulae

for our purposes. A difficulty with this is that it is usually not meaningful to say that x is non-stochastic

when we are working with economic data. That would imply that the values of x have been chosen by the

econometrician, as would be the case for experimental sciences. But as we most of the time have to go out

and collect data from a world we cannot design ourselves, it is more reasonable that x is stochastic. This

means that there are two stochastic elements in (1), and the usual formulae for the variances of the estimates

break down. There are two answers to this:

1. We can condition on given realizations of the x values, i.e. say that for worlds with the x-values we

have, this is the variance of the estimates.

2. If N is large, there are some nice theorems in asymptotic theory4 that tells us that the variance

converges towards to usual expressions.

When we have the variance, there are two things we would want to do: Test hypotheses and construct

confidence intervals. Both these concepts are explained in most introductory statistics books, so I will

not cover them in any detail. For small N , we assume that εi ∼ N
(
0, σ2

)
. Then one can show that if

var
(
β̂
)

= σ2
β , then

β̂ ∼ N
(
β, σ2

β

)
,

3In Stata, for instance, this is done with the command qreg.
4Asymptotic theory is theory of estimation when we look at the case where the number of observations approaches infinity

This is a unrealistic assumption, but makes it possible to analyse a large number of cases that are untractable with finite

samples. We then have an idea that this holds approximately for finite, but large, samples. The value of large is different for

different cases, but if N > 100 it is usually quite reasonable to start talking about asymptotic theory.
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so the test statistic

T =
β̂ − β√
σ2
β

∼ N (0, 1) .

The same also holds for α, but we are usually not that interested in α. As the variance of ε, σ2, has to be

estimated, we end up with

T̂ =
β̂ − β√
σ̂2
β

∼ t

where t is the t-distribution, in this case with N − 2 degrees of freedom. Recall that the t-distribution looks

much like the standard normal distribution, but with heavier tails. When the degrees of freedom increases,

it converges to the normal distribution.

To test some hypothesis we may have, for instance that β = 0 , we insert the hypothesized value of β,

calculate T̂ , and reject the hypothesis if
∣∣∣T̂ ∣∣∣ is above the critical value corresponding to the chosen level of

significance. In a number of papers you will see authors reporting t-values. Those are the test statistics

related to the test of the parameter being zero. This is usually a test of major interest as β = 0 would mean

that x doesn’t affect y. If we have a theory of how x affects y, then this would be a test of one prediction

of the theory, and hence one way to check the plausibility of the theory.

Confidence intervals are not reported that often. A confidence interval with 1 − α level of confidence is

constructed from the expression

CI = β̂ ± tα/2
√
σ̂2
β .

Interpreting confidence intervals is not that straightforward. A fairly correct interpretation is that “intervals

constructed in this way cover the true parameter with probability 1− α”.

2.1 R2 and friends

It is common to report some more information than simply the regression coefficients and the standard

errors. Very often you will see the R2 reported. R2 is a measure of fit of the model. it goes from 0 (x doesn’t

explain anything) to 1 (x explains everything). It can be interpreted as the fraction of the total variation in

y explained by x.

A related number is R2-adjusted or R̄2. This is R2 with an adjustment for the number of explanatory

variables (there can be more than one; see below). It doesn’t have the same clear interpretation of fraction

explained, but is interpreted in the same way.

2.2 Specification error I: Heteroskedasticity

Above me made strong assumptions on the econometric model, particularly on the residuals εi. If some of

these assumptions are violated, we may get flawed results. In this section we look at some things that are

likely to go wrong:

We assumed above that ε has the same variance σ2 for all individuals. This is not always the case, it could

either be that we know that some individuals have larger variances than others (such as small countries versus

large countries), or it could be that the variance is increasing in x. This is called heteroscedasticity. The
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estimated coefficients are still unbiased and consistent5, but the estimated standard errors of the estimates

are now wrong. This also implies that most tests of the parameters are wrong.

If we know how the variance varies between individuals, we can implement an optimal weighting to

solve the problem, but this is usually not possible. However, there are techniques to estimate the correct

standard errors when we have heteroscedasticity. This are usually referred to as robust standard errors,

White-corrected standard errors, or sometimes something involving a sandwitch estimator.

2.3 Specification error II: Correlated errors†

It was also assumed above that the error terms for different observations are uncorrelated (or strictly speaking

independent). This is not always the case. The most common case where this is not the case is if we have

time series data, that is, observations are observations over time. Then it is not uncommon that ε does not

change too much over a short period of time. This is referred to as autocorrelation, and a number of tests to

detect this and procedures for estimation when it occurs have been developed. Details on this can be found

in most econometrics books.

Another case can occur in cross sectional data where the individuals in some way belong to different

groups. One example could be a sample of individuals who live in different villages. Then those belonging to

the same village share the same village characteristics, and this may create correlation between individuals

from the same village. This is called clustering of the error terms, and there are techniques to produce

correct estimates of the standard errors in the presence of clustered standard errors.

3 Non-linear models

In a lot of cases the world is not linear as in (1), and we would then make a mistake by assuming linearity.

In some cases we can do some tricks to make the model linear and then proceed with OLS, in other cases

this is not possible.

3.1 Models that can be linearized

In some cases we can transform either x or y to make a seemingly non-linear model linear. The most famous

case is the Cobb-Douglas case

yi = Axβi ei

where A and β are parameters to be estimated and ei the error term. If we take logs on both sides, we get

ln yi = lnA+ β lnxi + ln ei

= α+ β lnxi + εi

where α = lnA and εi = ln ei. Hence by regressing the log of y on the log of x, we can estimate the

parameters of the Cobb-Douglas model.

5But they are inefficiently estimated. It is optimal to give higher weight to observations with low variance.
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Notice also that in models where we regress the log of y on the log of x, the regression parameter β has

an elasticity interpretation. If x increases by 1%, y increases by β%. If we regress the log of y on x in levels,

a one unit increase in x leads to a 100× β% increase in y, and the other way round if we regress y in levels

on x in logs.

3.2 Models that cannot be linearized†

In most cases it is not possible to transform the expression to something linear. We can still choose α̂ and

β̂ so they minimize the sums of squares, and his estimator has some nice properties. The largest problem is

that there is no simple way to solve for α̂ and β̂; this has to be done by numerical techniques in a computer.

Also, one can only show that the estimator has nice properties asymptotically, i.e. for a large sample size.

For small sample sizes, the estimators may be far away from their true values and should be handled with

caution.

Simply minimizing the sums of squares is called non-linear least squares (NLS), and is included in most

statistical packages.

4 Multiple regression

So far we have only considered the regression of a single variable y on a single explanatory variable x. In

most real life examples we have several explanatory variables. This is called multiple regression, and a typical

model looks like

yi = β0 + β1x1i + β2x2i + . . .+ βMxMi + εi

where M is the number of explanatory variables. As above, we choose the βs to minimize the sum of squares.

One slight change is the interpretation of the coefficients. Now the interpretation of βm is the effect on

y by a one unit change in xm keeping the other x’es constant.

Although the formulae are more involved, standard errors are produced as before and have the same

properties. For testing the properties of one parameter we can use t-test as before. A new possibility

is that we want to test hypotheses involving several parameters. One possible null hypothesis could be

β1 = β2 = β3. This is a hypothesis in two parts, first β1 = β2 and second β2 = β3. We could believe that

β1 = β3 would be a third constraint, but that constraint is redundant as it is implied by the two first. Hence

this hypothesis involves two constraints. This important as it tells us the distribution of the test statistics.

In cases with more than one constraint we use the F-test. The F-test is described by the degrees of freedom

in the numerator and the denominator. The degrees of freedom in the numerator is equal to the number

of constraints, the degrees of freedom in the denominator is the sample size minus the number of estimated

parameters. As other tests, it will often be reported with a p-value which has the usual interpretation.
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4.1 Collinearity

One of the major reasons for using multiple regression is to remove the effect of nuisance parameters. Assume

we have three variables y, x, and z. Variable x is correlated with z, and both have an effect on y. We want

the effect of x alone on y. Then we need to include z in the regression as well, otherwise we would get the

direct effect of x and the indirect effect through z.

Take an example: We want to find the effect of corruption on growth, and we have measures of both for

a sample of countries. But we fear that initial income also has an impact on growth, and poor countries are

on average more corrupt than rich ones. If we don’t include initial income, our variable for corruption will

pick up both the true effect of corruption and the indirect effect of initial income. Including initial income is

often referred to as ”controlling for initial income”. A challenge arrises if we need to control for something

we cannot observe. This is discussed under instrumental variables below.

If some variables are highly correlated we have multicollinearity. This is not a proper problem but may

be annoying. If x and z are highly correlated, and we regress y on x and z, the problem is that it is difficult

to say whether it is x or z that is causing changes in y. This often leads to low t-values for both variables

so they individually look insignificant. But if we perform a joint test on both variables it will be significant.

Also, parameter estimates may fluctuate widely from including a few new data points or including a new

variable.

5 Instrumental variables and causality

The most common application of instrumental variables in applied papers is probably to attempt to assure

an estimate of a causal relationship. Assume we want to have the causal effect of x on y, but that we fear

that there may be a two-way causality, that both x affects y and that y affects x. A classical example is the

relationship between prices and quantities. The standard solution is to find an instrument for x. A valid

instrument, call it z, for x satisfies two conditions:

1. The instrument z is correlated with x

2. The instrument z does not have a direct effect on y

The first condition is usually simple to fulfil. The second is the difficult part. We cannot check it by

checking whether z and y are correlated because they should be because of the indirect effect through x. So

we need an a priori justification for the validity of z. It is not possible to simply test whether z is a valid

instrument!6 Once we have the instrument we can use standard statistical packages to run the estimation

for us. The method is somewhat changed, but for the end user things are essentially as before.

6Some belive they can do this, but they are mostly wrong. A popular approach is an overidentification test. The problem

with overidentification tests is that they are easy to manipulate and only allows us to test whether one instrument is valid

conditional on another being valid. But they could easily both be invalid without the test telling us.

There are some other approaches, for instance based on reverse regressions, that perform better. But this can still only give

us an idea of the validity, and it should still mostly be based on the good argument.
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Instrumental variables can also be used if we have an unobserved effect that we would have liked to

control for. Assume

yi = α+ βxi + γwi + εi,

where x and w are correlated but w is not observed. Then simply regressing y on x will give biased results.

If we can find a valid instrument for x, however, we can solve the problem. A valid instrument here is a

variable z that is correlated with x , but uncorrelated with w and with no direct effect on y.

An example of this is the effect of years of schooling on wages. We believe that abilities also have an

impact on wages (more able people are more efficient and hence have higher wages), but abilities are also

correlated with schooling (more able people have more schooling). The problem is that we cannot observe

abilities. If we simply regress wages on schooling, we risk picking up both the effect of schooling and parts

of the effect of abilities. So we need an instrument that is correlated with schooling but uncorrelated with

abilities. A number of more or less fanciful suggestions have been made. One suggestion by Josh Angrist is

to use numbers in the Vietnam Lottery. During the Vietnam War, young US men could avoid conscription

by studying instead. Conscription was based on a lottery (hence random), and the time before a person was

sent off to war was drawn at random and made public to the person. So those with a low number knew they

would have to go to war soon unless they started studying. In the data, there is a correlation between a low

number in the lottery and more schooling. As this number should be quite uncorrelated with abilities, it

satisfies the requirements for a valid instrument.

6 Panel data†

So far we have looked at a sample where each unit is observed only once. Sometimes we have data where each

unit is observed at several occasions. This is called a panel. An example is a sample of countries observed

at different dates, for instance each year from 1990 to 2000.

Panel data econometrics is a large field, and we will only scratch the surface. A typical panel data model

for individuals i = 1, . . . N observed in time periods7 t = 1, . . . , T is

yit = αi + βxit + εit.

The new thing is that the intercept αi now is allowed to be different for different individuals. In a way, this

allows individuals to be different (heterogeneous) in ways that are not observed by the econometrician. The

two standard approaches to this model are the random effects estimator and the fixed effects estimator.

The random effects estimator assumes that αi is a stochastic variable (with unknown mean and variance).

The important assumption is that αi is independent of x, so they are not allowed to be correlated. As this

is often not the case, this estimator is not that useful in all cases, but one can show that it is more efficient

than the fixed effects estimator.

7Here I assume a balanced panel, i.e. every individual is observed in every period. In the real world, unbalanced panels

where some individuals are not oberved in some periods are very common. Most of the time, this has no big impact on how to

use the data.
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The fixed effects estimator treats the αis as parameters that has to be estimated. This means that in

addition to β, we estimate one intercept term αi for each individual in the sample.

In most applied empirical research, the main reason for using panel data is that it allows us to some

extent to control for unobserved heterogeneity. Say there is some variable zi that we believe is correlated

with xit. If we do not include z in the analysis, we know that we are likely to get biased results. The

problem arises when z is not observed. One approach is to use an instrument, but then we need to find a

good instrument. A second approach is to use panel data techniques. This requires two things: That we

have a panel (and the that x changes over time) and that it is reasonable that z does not change over time

so it can be included as an individual specific fixed effect.

One complication arrises if one of the explanatory variables (the xes) are lagged values of y, i.e. y

observed at an earlier period. This occurs for instance in growth regressions where we want to control for

convergence by including GDP/capita at the beginning of the period. If we use fixed effects panel data

estimation on such data, the estimates are biased and only consistent if the number of time periods gets

large. As we often only have a few periods, this is a problem. The usual solution is to use Arellano and

Bond’s GMM estimator (the really sophisticated people use Arellano and Bover instead). The details of the

procedure is outside the scope of this note, but it gives nice results even if the number of periods is small,

and the interpretation of the coefficients and standard errors are as in other fixed effects panel data models.
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