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What is Experimental Particle Physics?  2

Experimental Particle Physics 
= 

experimental study of the basic 
constituents of the Universe

and their interactions

The state-of-the-art
theory of fundamental physics 

can account for
all visible matter…



Dark energy
Dark matter
Visible matter

? ?
… but not

for 96% of the 
estimated mass

of the Universe…



Gravitation

Electromagnetism

…nor can it explain why gravitation 
is so weak…

…and it breaks down at very high energies…

… so there must be something else!
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Particle Physics data: main properties

• From the LHC experiments: O(1EB) in storage across the world in many 
different forms, O(1PB) new data per day during operations

‣ Much of this is simulated data

‣ Processed and stored using a world-wide computing grid which includes some 
HPC resources as well as conventional batch systems (some of it at UiO)

‣ Several steps of data reduction before it reaches analysts → most individual 
physicists rarely deal with more than a few TB at a time

‣ Mostly read using the data analysis framework ROOT, or ROOT-based 
software

• Organised into “events” containing objects reconstructed in a single collision

‣ Each event is independent of every other

• Highly structured - same variables (features) in each event

‣ but it is “ragged” data, e.g. varying number of entries per event per feature → 
strangely rare in the wider world
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Why we need machine learning: physics analysis
• Exploited for physics analysis since the 

1990s

• Required to separate signal from 
background

• Essential for complicated decay processes 
involving Higgs particles and Top quarks 
which form the backbone of our research

• Main algorithm type: Boosted Decision 
Trees

‣ Limited use of shallow neural networks

• Tends to be run on O(TB) datasets using 
local resources (laptops, desktops); GPUs 
not usually required 

• Ongoing work into use of deep 
learning and adversarial 
techniques for analysis - will need 
heavier resources in the future (e.g. GPUs)
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Hot off the press…



Why we need machine learning: bulk data processing

• From 2026 and beyond the LHC will produce data at 
10x the current rate, and up to 7x the current 
complexity

‣ On current performance, our computing 
resources are not projected to be able to keep up 
with the current budget

• Multi-threading essential

• Trend for HPC computing facilities to have an 
increasingly large component of GPU accelerators

‣ Re-writing software for GPUs is highly non-trivial 
(millions of lines of code in ATLAS software)

‣ GPUs are well suited to running the training of 
machine learning algorithms - often out of the box

‣ Can we do parts of the bulk processing 
(simulation and reconstruction) via machine 
learning algorithms trained on GPUs to maximally 
exploit these new resources?

• Very active research into this but nothing concrete 
so far 
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Challenges for the Next Decade
● HL-LHC brings a huge challenge to software 

and computing
○ Both rate and complexity rise

4

● Not just a simple extrapolation of Run 2 
software and computing
○ Resources needed would hugely 

exceed those from technology 
evolution alone

CMS



ML-related activities in the Oslo HEPP group

• Primarily in the context of the ATLAS collaboration

‣ Application of multi-variate analysis techniques to new physics searches (especially 
supersymmetry)

‣ Anomaly detection for data quality monitoring

‣ Applications in distributed computing 

‣ Developing material for training, education and outreach

• These activities are not done in isolation; typically we are collaborating with many 
other ATLAS members

‣ Most of the masters’ and PhD students now have some element of ML in their 
research

• Machine learning will become a “normal” part of doing particle physics in the next 
years, rather than being a specialist activity

• Most of the work currently being done on laptops/desktops or facilities at CERN

• Significant use of non-HEP ML software (Keras, TensorFlow, XGBoost, SKL, PyTorch etc) 
in recent years, taking advantage of developments in the wider world
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Use of domestic facilities for ML

• At the moment we are not making use of domestic shared facilities 
for machine learning

‣ Desktops/laptops and CERN based facilities are currently sufficient

‣ Non-ML physics analysis largely done on the world-wide computing 
grid

• In the coming years, this could change for two reasons

‣ Involvement in physics analyses using deep learning

‣ Involvement in development of techniques for ML-driven simulation 
and reconstruction

• Both of these could need larger scale resources including GPUs

‣ Difficult to put numbers on this currently because it is not clear 
how this will develop in the field, and what will be available 
internationally - very uncertain at the moment
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Communication

• We have a great deal of communication with our ATLAS colleagues from 
other institutes, in a dedicated “machine learning forum” or via 
discussions in individual activity areas

• There are also several physics-specific non-ATLAS channels 

‣ Inter-experiment Machine Leaning Forum (IML): https://iml.web.cern.ch

‣ CERN Data Science seminars: https://indico.cern.ch/category/9320/

‣ New journal: Computing and Software for Big Science - https://
link.springer.com/journal/41781

• More local contacts on machine learning topics would be very welcome 
and interesting - either via dedicated seminars/workshops, or ad-hoc 
events where individual researchers present in working groups

• It would be very useful to have a single place enumerating all of the ML/
AI work being done across the University and the relevant contact 
persons, to assist in cross-disciplinary communication
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Some applications, present and future  13
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H→ZZ*→4l

Main bkg ZZ, 

smaller bkg 

processes 

from fake 

leptons

Full kinematics available with 

high purity [S/B~2] but low 

statistics

two isolated-lepton pairs 

pT>5/7 GeV for muons/electrons

loose lepton identification criteria

36.1 fb-1

115 GeV<m4l<130 GeV

ATLAS-CONF-2017-032

Automation of detector operations, fault detection, multi-
variate high level triggers

Fast simulation via generative adversarial networks/
autoencoders, 

Pixel clustering, calorimeter clustering, flavour tagging, jet 
reconstruction,  

track/whole event reconstruction

Multivariate event selection (BDTs and neural networks), 
multivariate regression, object tagging, generic searches with 

anomaly detection, systematic-suppression via adversarial 
training 

Self-optimising data placement/deletion & job brokering, fault 
detection, predictive analytics



Deep learning  14
Now… Future…

Figure 2: A schematic diagram of the RNN-based flavor-tagger, showing input features, network structure, and the
4-class output of {pb, pc, plight, p⌧ }. In trainng track sequences are truncated after a maximum of 15 tracks, while in
application all tracks are considered.

is fixed at fc = 0.07, which is chosen based on the tt̄ training sample6. Given that ⌧ discriminants
typically combine calorimeter and vertex information [39, 40], any meaningful comparisons with existing
⌧ reconstruction algorithms are beyond the scope of this note. For consistency with existing b-tagging
algorithms7 the f⌧ parameter is therefore set to f⌧ = 0, e�ectively ignoring p⌧ .

Background rejection versus signal e�ciency curves are produced by scanning a minimum threshold on
DRNN and computing background rejection and signal e�ciency at each threshold. These curves can
be found in Figure 3, for a background of light jets and a background of c-jets separately. The RNN
outperforms IP3D, which is promising given the similar input variables, and given that neither of these
algorithms relies on reconstructing a secondary vertex. For a b-tagging e�ciency of 70% the RNN has
2.5 times the light-jet rejection and 1.2 times the c-jet rejection of IP3D. To illustrate the complementarity
between IP-based and vertex-based algorithms, the secondary vertex reconstruction algorithm SV1 and
the high-level algorithm MV2c10 are also shown. The limitations of secondary vertex reconstruction are
clearly illustrated by the maximum e�ciency of SV1: in roughly 20% of b-jets no secondary vertex can be

6 Small changes to this fraction were observed to have little e�ect on the discriminant performance
7 Jets labeled as ⌧ jets are removed from the SV1, IP3D, and MV2c10 training.
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Tagging b-quarks with recurrent neural networks
https://cds.cern.ch/record/2255226

Machines learning physics?
https://www.nature.com/articles/ncomms5308

reconstructed. Although not pictured, JetFitter su�ers from a similar maximum e�ciency. Despite their
limited e�ciency, however, the vertex-based algorithms clearly complement the IP-based algorithms as
illustrated by the superior performance of MV2c10, which combines JetFitter, SV1, and IP3D in a BDT.
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Figure 3: The light-jet (left) and c-jet (right) rejection versus b-tagging e�ciency for jets with pT > 20 GeV and
|⌘ | < 2.5. The statistical error on the curve is less than 3%. MV2c10 is a high level BDT tagger which integrates
IP3D outputs outputs with additional vertex information from JetFitter and SV1.

To factorize the gains from the recurrent network from those provided by the additional variables, Figure 4
compares the performance of an RNN trained on only the IP3D inputs to one which uses the additional
�R(track, jet) and pfrac

T inputs. A network using exactly the same inputs as IP3D improves light-jet
rejection by a factor of 1.7 and c-jet rejection by a factor 1.05, even in the absence of any additional
variables.
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Figure 4: The light-jet (left) and c-jet (right) rejection versus b-tagging e�ciency for jets with pT > 20 GeV
and |⌘ | < 2.5, for RNNs trained using various sets of input variables, and for IP3D. The RNN without pfrac

T and
�R(track, jet) uses only the inputs available to IP3D.

In order to understand how the tagging performance depends on jet kinematics, the b-tagging e�ciency
versus jet pT is shown in Figure 5. To isolate the e�ect of a changing b-tagging e�ciency from that of
the changing light-jet and c-jet rejection rejection, a flat-e�ciency 70% WP is examined. In this case, all
taggers have a 70% e�ciency across pT, and only the rejection is varying. The light- and c-jet rejection

8

where per-collision truth labels no longer indicate the ideal
network output target. This is beyond the scope of this study, but
see refs 22,23 for stochastic optimizaton strategies for such
problems.

Figure 7 and Table 1 show the signal efficiency and
background rejection for varying thresholds on the output of
the neural network (NN) or boosted decision tree (BDT).

A shallow NN or BDT trained using only the low-level features
performs significantly worse than one trained with only the high-
level features. This implies that the shallow NN and BDT are not
succeeding in independently discovering the discriminating
power of the high-level features. This is a well-known problem
with shallow-learning methods, and motivates the calculation of
high-level features.

Methods trained with only the high-level features, however,
have a weaker performance than those trained with the full suite
of features, which suggests that despite the insight represented by
the high-level features, they do not capture all the information
contained in the low-level features. The deep-learning techniques
show nearly equivalent performance using the low-level features
and the complete features, suggesting that they are automatically
discovering the insight contained in the high-level features.
Finally, the deep-learning technique finds additional separation

power beyond what is contained in the high-level features,
demonstrated by the superior performance of the DN with low-
level features to the traditional network using high-level features.
These results demonstrate the advantage to using deep-learning
techniques for this type of problem.

The internal representation of an NN is notoriously difficult to
reverse engineer. To gain some insight into the mechanism by
which the DN is improving upon the discrimination in the high-
level physics features, we compare the distribution of simulated
events selected by a minimum threshold on the NN or DN output
chosen to give equivalent rejection of 90% of the background
events. Figure 8 shows events selected by such thresholds in a
mixture of 50% signal and 50% background collisions compared
with pure distributions of signal and background. The NN
preferentially selects events with values of the features close to the
characteristic signal values and away from background-
dominated values. The DN, which has a higher efficiency for
the equivalent rejection, selects events near the same signal values,
but also retains events away from the signal-dominated region.
The likely explanation is that the DN has discovered the same
signal-rich region identified by the physics features, but has in
addition found avenues to carve into the background-dominated
region.

In the case of the SUSY benchmark, the DNs again perform
better than the shallow networks. The improvement is less
dramatic, though statistically significant.

An additional boost in performance is obtained by using the
dropout5,6 training algorithm, in which we stochastically drop
neurons in the top hidden layer with 50% probability during
training. For DNs trained with dropout, we achieve an AUC of
0.88 on both the low-level and complete feature sets. Table 2,
Supplementary Figs 10 and 11 compare the performance of
shallow and DNs for each of the three sets of input features.

In this SUSY case, neither the high-level features nor the DN
finds dramatic gains over the shallow network of low-level
features. The power of the DN to automatically find nonlinear
features reveals something about the nature of the classification
problem in this case: it suggests that there may be little gain from
further attempts to manually construct high-level features.

Analysis. To highlight the advantage of DNs over shallow net-
works with a similar number of parameters, we performed a
thorough hyper-parameter optimization for the class of single-
layer neural networks over the hyper-parameters specified in
Supplementary Table 4 on the HIGGS benchmark. The largest
shallow network had 300,001 parameters, slightly more than the
279,901 parameters in the largest DN, but these additional hidden
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Figure 7 | Performance for Higgs benchmark. For the Higgs benchmark,
comparison of background rejection versus signal efficiency for the
traditional learning method (a) and the deep learning method (b) using the
low (lo)-level features, the high (hi)-level features and the complete set of
features.

Table 1 | Performance for Higgs benchmark.

Technique Low-level High-level Complete

AUC
BDT 0.73 (0.01) 0.78 (0.01) 0.81 (0.01)
NN 0.733 (0.007) 0.777 (0.001) 0.816 (0.004)
DN 0.880 (0.001) 0.800 (o0.001) 0.885 (0.002)

Discovery significance
NN 2.5s 3.1s 3.7s
DN 4.9s 3.6s 5.0s

Comparison of the performance of several learning techniques: boosted decision trees (BDT),
shallow neural networks (NN), and deep neural networks (DN) for three sets of input features:
low-level features, high-level features and the complete set of features. Each neural network was
trained five times with different random initializations. The table displays the mean area under
the curve (AUC) of the signal-rejection curve in Fig. 7, with s.d. in parentheses as well as the
expected significance of a discovery (in units of Gaussian s) for 100 signal events and
1,000±50 background events.
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Kaggle Challenges

• 2014: Higgs Challenge

‣ $13,000 prize

‣ https://www.kaggle.com/c/higgs-boson

‣ Physics analysis problem

‣ Hugely successful in terms of number of participants and level of interest

‣ Introduced us to XGBoost; now widely used in HEP

• Now: TrackML challenge

‣ $25,000 prize

‣ https://www.kaggle.com/c/trackml-particle-identification

‣ Track reconstruction problem - harder!
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https://www.kaggle.com/c/higgs-boson

